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Executive Summary
This document presents the status of the work performed for WP4–Deep environment active
perception and cognition. This work package consist of four main tasks, which are Task 4.1–
Object detection/recognition and semantic scene segmentation and understanding, Task 4.2–
2D/3D object localization and tracking, Task 4.3–Deep SLAM and 3D scene reconstruction, and
Task 4.4–Sensor information fusion. After a general introduction that provides an overview of
the individual chapters with a link to the main objectives of the project, the document dedicates
a chapter to each of the tasks. Each chapter (i) provides an overview on the state of the art
for the individual topics and existing toolboxes, (ii) details the partners’ current work in each
task with initial performance results, and (iii) describes the next steps for the individual tasks.
Finally, a conclusion chapter provides a final overview of the work and the planned future work
for each individual task.
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Introduction

This document describes the work progress of the first year of the project in the four major
tasks of WP4–Deep environment active perception and cognition, namely Task 4.1–Object detection/recognition and semantic scene segmentation and understanding, Task 4.2–2D/3D object localization and tracking, Task 4.3–Deep SLAM and 3D scene reconstruction and Task
4.4–Sensor information fusion.
The next sections (Sections 1.1-1.4) provide an introduction to the respective tasks and a
brief summary of the work conducted so far. Section 1.5 will then provide a connection of the
conducted work to the overall project goals. The subsequent chapters (i.e. Chapters 2-5) are
dedicated to a more in depth description of the individual tasks. Finally, Chapter 6 concludes
this deliverable.

1.1

Object detection/recognition and semantic scene segmentation and
understanding (T4.1)

AUTH developed a variety of methods and tools towards tackling the challenges that arise in
deep environment active perception and cognition, and more specifically in T4.1 (Object detection/recognition and semantic scene segmentation and understanding). The work conducted by
AUTH is briefly summarized below:
The current state-of-the-art for two different categories of deep environment perception
methods has been investigated: a) lightweight object detection (Section 2.1), and b) semantic scene segmentation and understanding (Section 2.2). First, the most prominent approaches
were selected and categorized according to three different criteria (similar to those defined in
D3.1): a) performance on embedded hardware that is typically used for robotics, b) accuracy
(or performance on widely used metrics for the task at hand) and c) stability/ease of implementation and maintenance. Then, the selected methods were implemented following the OpenDR
specifications, while extensive evaluation on different embedded and mobile platforms have
been conducted, e.g., NVIDIA TX-2, AGX and others. Whenever it was technically possible,
the models were further optimized using platform-specific optimizers, such as as TensorRT1 .
Furthermore, given that most of the aforementioned DL models currently struggle to process
high resolution input data in real time on embedded devices, an appropriate methodology has
been developed to allow for semantically analyzing the environmental stimuli in real time on
such devices (Section 2.3), providing a very powerful tool for the OpenDR toolkit. Note that
for all the implemented methods we have prepared optimized pre-trained models and ensured
that the OpenDR performance standards are met.
Furthermore, deploying state-oft-art deep learning models on embedded devices with limited computational power dictates certain computation and storage restrictions, limiting the accuracy of the deployed models. During the recent years, knowledge distillation has been established as a promising way to address this issue. However, conventional knowledge distillation
constitutes an enduring, computationally and memory demanding process. To this end, we
proposed a novel single-stage self-distillation method, namely Online Self-Acquired Knowledge Distillation (OSAKD), aiming to improve the performance of any deep neural model in
an online manner (Section 2.5). We utilize knn nonparametric density estimation technique for
estimating the unknown probability distributions of the data samples in the output feature space.
1 https://developer.nvidia.com/tensorrt
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This allows us to directly estimate the posterior class probabilities of the data samples, and we
use them as soft labels that encode explicit information about the similarities of the data with
the classes, negligibly affecting the computational cost.
Also, as recent evidence suggests, using powerful teachers often negatively impacts the
effectiveness of the knowledge distillation process. To this end, AUTH investigated the reasons behind these apparent limitations and an approach that transfers the knowledge to smaller
models in a more efficient manner was proposed (Section 2.6). Multiple highly specialized
teachers are employed, each one for a small set of skills, overcoming the aforementioned limitation, while also achieving high distillation efficiency by diversifying the ensemble. At the
same time, the employed ensemble is formulated in a unified structure, making it possible to
simultaneously train multiple models.
Recent distillation approaches can perform multi-layer distillation, further increasing the
accuracy of the student models. However, despite their improved performance, these methods
still suffer from several limitations that restrict both their efficiency and flexibility. First, existing
knowledge distillation methods typically ignore that neural networks undergo through different
learning phases during the training process, which often requires different types of supervision
for each one. Furthermore, existing multi-layer knowledge distillation methods are usually
unable to effectively handle networks with significantly different architectures (heterogeneous
knowledge distillation). To this end, we proposed a novel knowledge distillation method that
works by modeling the information flow through the various layers of the teacher model and
then train a student model to mimic this information flow (Section 2.4). The proposed method
is capable of overcoming the aforementioned limitations by using an appropriate supervision
scheme during the different phases of the training process, as well as by designing and training
an appropriate auxiliary teacher model that acts as a proxy model capable of “explaining” the
way the teacher works to the student. Note that all the proposed knowledge distillation methods
have been evaluated on several environmental perception tasks, while their application can also
span across different areas, also covering human centric-models (as they are described in D3.1).
Also, weight imprinting was recently introduced as a way to perform gradient descentfree few-shot learning. Due to this, weight imprinting was almost immediately adapted for
performing few-shot learning on embedded neural network accelerators that do not support
backpropagation, e.g., edge tensor processing units. However, weight imprinting suffers from
many limitations, e.g., it cannot handle novel categories with multimodal distributions and special care should be given to avoid overfitting the learned embeddings on the training classes
since this can have a devastating effect on classification accuracy (for the novel categories).
To this end, we proposed a novel hypersphere-based weight imprinting approach that is capable of training neural networks in a regularized, imprinting-aware way effectively overcoming
the aforementioned limitations (Section 2.10) and improving their performance on embedded
mobile accelerators, such as Coral Edge TPUs2 .
Furthermore, we proposed a deep supervised hashing algorithm that optimizes the learned
codes using an information theoretic measure, the Quadratic Mutual Information (QMI), providing a useful tool for many robotics application where similar objects must be retrieved from
a database (Section 2.11). Even though several deep supervised hashing techniques have been
proposed to allow for querying large image databases, it is often overlooked that the process of
information retrieval can be modeled using information-theoretic metrics, leading to optimizing
various proxies for the problem at hand instead. The proposed method is adapted to the needs
2 https://coral.ai
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of large-scale hashing and information retrieval leading to a novel information-theoretic measure, the Quadratic Spherical Mutual Information (QSMI), that is inspired by QMI but leads
to significantly better retrieval precision. Indeed, the effectiveness of the proposed method is
demonstrated under several different scenarios, using multiple datasets and network architectures, outperforming existing deep supervised hashing techniques.
Finally, AUTH has also developed an active perception approach for Visual Question Answering (VQA) tasks, which are among the most challenging emerging applications of deep
learning for scene understanding. Providing powerful attention mechanisms is crucial for VQA,
since the model must correctly identify the region of an image that is relevant to the question
at hand. However, existing models analyze the input images at a fixed and typically small resolution, often leading to discarding valuable fine-grained details. To overcome this limitation,
we propose a reinforcement learning-based active perception approach that works by applying
a series of transformation operations on the images (translation, zoom) in order to facilitate
answering the question at hand. This allows for performing fine-grained analysis, effectively
increasing the resolution at which the models process information (Section 2.7).
AU contributed with work in supervised Domain Adaptation (Section 2.8) and Discriminant
Learning (Section 2.9). A very common strategy for training deep neural networks on new tasks
is based on Transfer Learning. This means that, in order to train a deep neural network on a
new task, a deep network pre-trained on a large annotated database, e.g. the ImageNet dataset
designed for image classification/detection/segmentation tasks, is used. The parameters of the
pre-trained deep network are used to initialize the parameters of the new deep network and
(part of) these parameters are subsequently fine-tuned using the data of the new task. This
approach is based on the assumption that the data used to train the parameters of the existing
network and the data describing the new task come from the same Domain. While this may
be true for some cases, in general it is not due to a domain shift between the so called source
domain and the target domain. To account for this problem, Domain Adaptation methods are
used to exploit information from both domains to optimally transfer knowledge of the existing
deep network to the new one. The few shot supervised setting of Domain Adaptation, where
all data is labelled but there are very few samples available from the target domain is the one
introducing challenges in achieving high-performing deep networks for new tasks, and was the
focus of our work. We analyzed the current state-of-the-art methods for supervised Domain
Adaptation and showed that their optimization problems, while seemingly unrelated to each
other, solve a Graph Embedding optimization problem involving data from both source and
target domains. This led to an intuitive interpretation of their optimization processes as well as
a new, simple but effective, supervised Domain Adaptation method. In a fair comparison, our
method surpasses or performs on par with current state-of-the-art methods, while it provides an
easy way to incorporate prior domain knowledge in efficiently training the model.
In cases where Transfer Learning can be applied without the need to address domain shift,
image representations obtained by deep neural networks pre-trained on large datasets are expected to form classes that can be effectively discriminated by statistical methods. The selection
of the discriminant directions to be used for representing the input images in a low-dimensional
feature space is commonly performed based on variance criteria formulated as eigenanalysis
problems. AU proposed a Component Analysis technique and its Discriminant counterpart that
formulate the problem as a regression to the corresponding class mean vectors. Extensive theoretical analysis on the properties of the proposed methods reveals attractive properties with
respect to their ability to incorporate class statistical properties in the learning process. Extension of the proposed methods to efficient solutions using approximate schemes were also
OpenDR
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proposed.
TAU contributed with work in speeding up and enhancing the training process of progressively built neural networks. Progressive Learning is a learning paradigm that aims to to build
the network’s topology incrementally depending on the training set given for the specific problem at hand. This learning paradigm is especially useful in robotic applications since a progressive learning algorithm can automatically identify a neural network solution given an upperbound on the computational budget. Although being capable of generating very compact neural network solutions, progressive learning algorithms are often computationally intensive and
time-consuming. The work of TAU, detailed in Section 2.12, proposed a methodology to use
subsets of training data as well as online hyperparameter validation at each iteration to reduce
the computational complexity of the training phase and improve generalization.

1.2

2D/3D object localization and tracking (T4.2)

For the tasks of 2D/3D object localization (detection) and tracking, we aim to use the latest
advances in deep learning methodologies that can lead to a good compromise between object
localization/tracking performance in relation to execution time. While for 2D object detection
and tracking the input data modality is commonly a (series of) color (RGB) image(s), 3D object
localization and tracking approaches exploit a diverse set of data modalities. A brief description of different types of data that can be used to this end is provided in Section 3.1.2. From
methods using these modalities, methods using Lidar sensor data as a volumetric (point cloud)
representation of the input scene lead to the best compromise between execution time and detection performance. AU conducted an extensive experimental analysis of two prominent methods
in this category both in terms of performance and execution time on the high-end NVIDIA
GeForce RTX 2080 GPU, as well as on the NVIDIA Jetson TX2 and the NVIDIA Jetson AGX
Xavier GPUs (Section 3.1.3). The latter two GPUs are those indicated as the benchmark GPUs
for evaluating the methods’ efficiency in OpenDR. Moreover, AU worked towards improving
the execution speed of these approaches (Section 3.1.4). We followed two lines of work, based
on the observation that execution speed of the methods depends on the (backbone) deep network
architectures adopted by the methods, and the volume of input data describing the 3D scene. To
employ light-weight deep network architectures, we conducted extensive experiments on adopting Knowledge Distillation to transfer information from the original deep networks used in the
methods to light-weight deep networks. To improve efficiency based on the scene representation, we analyzed the statistics of the objects appearing in the scene at different depths from the
Lidar sensor. This analysis indicates that the majority of the objects appearing at a high depth
from the Lidar sensor are under-represented (due to the limitations of Lidar sensors) and are
likely to not be detected by the methods. Preliminary results on adopting a depth-based scene
segmentation for 3D object localization indicate that improvements in speed can be achieved
by employing different deep learning models for detecting objects at different depth zones, if
the memory required by multiple models (when adapted to the sparsity of the point clouds corresponding to different depth zones in the scene) can fit to the RAM of the NVIDIA Jetson
AGX Xavier GPU. Moreover, AU evaluated the operation speed of state-of-the-art 2D/3D object tracking methods and their suitability in combination with the 3D object detection methods
mentioned above and efficient 2D object detection under the requirements of OpenDR, i.e. fast
execution on the NVIDIA Jetson TX2 and the NVIDIA Jetson AGX Xavier GPUs (Sections
3.1.4, 3.2.6 and 3.2.5). Further, in Section 3.3 we introduce our approach on Multi-Object
Panoptic Tracking (MOPT). MOPT unifies the distinct tasks of semantic segmentation (pixelOpenDR
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wise classification of ‘stuff’ and ‘thing’ classes), instance segmentation (detection and segmentation of instance-specific ‘thing’ classes) and multi-object tracking (detection and association
of ‘thing’ classes over time). The goal of this task is to encourage holistic modeling of dynamic
scenes by tackling problems that are typically addressed disjointly in a coherent manner. Additionally, we present the PanopticTrackNet architecture, a single end-to-end learning model
that addresses the proposed MOPT task. We performed extensive experimental evaluation using two different modalities, vision-based MOPT and LiDAR-based MOPT on the challenging
Virtual KITTI 2 [27] and SemanticKITTI [10] datasets respectively. With our findings, we
demonstrate the feasibility of training MOPT models without restricting or ignoring the input
dynamics and providing useful instance identification and semantic segmentation that is also
coherent in time.

1.3

Deep SLAM and 3D scene reconstruction (T4.3)

In the field of Simultaneous Localization and Mapping (SLAM), in this project we aim to use
the latest advances in deep learning to integrate network structures into classic SLAM methods
in order to make learning more robust and efficient. Lately, several methods have put some
effort into embedding traditional SLAM structures into deep network architectures. This approach has been shown to have more robust performance and better generalization capabilities
compared to methods that approximate the whole procedure with a black box function approximator. For example, Neural SLAM [268] embeds the motion model, localization and mapping
procedures [216] into a completely differentiable deep neural network. The network includes
an external memory architecture which is used as a “map” for the agent to learn to write onto
and read from. The method in [100] encodes particle filtering processes into a network [101].
Active neural localizer incorporates traditional filtering-based localization methods into a completely differentiable network and demonstrates the effectiveness of the learned policy in both
2D and 3D simulated environments [37]. Following these ideas we will train separate deep
learning modules for each component of the SLAM pipeline. In this way, each module could
either be trained end-to-end, or they could still use traditional methods but take deep features
as inputs. For all the methods, the use of lightweight deep learning methodology will be explored in order to allow deployment on embedded hardware. First preliminary steps to this end
are presented in Section 4. In 4.1 we introduce our envisioned multimodal visual odometry
module that will combine RGB and thermal image modalities to obtain robust visual odometry in a wide range of environmental conditions. In Section 4.2, we also describe our efficient
panoptic segmentation pipeline that sets the current state-of-the-art in panoptic segmentation
while being faster and more parameter efficient than existing architectures. Understanding the
scene in which an autonomous robot operates is critical for its competent functioning. Such
scene comprehension necessitates recognizing instances of traffic participants along with general scene semantics which can be effectively addressed by the panoptic segmentation task. Our
Efficient Panoptic Segmentation (EfficientPS) architecture that consists of a shared backbone
which efficiently encodes and fuses semantically rich multi-scale features. We incorporated a
new semantic head that aggregates fine and contextual features coherently and a new variant of
Mask R-CNN [79] as the instance head. We also proposed a novel panoptic fusion module that
congruously integrates the output logits from both the heads of our EfficientPS architecture to
yield the final panoptic segmentation output.
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Sensor information fusion (T4.4)

In the field of sensor information fusion the project aims to develop environment perception
solutions, which are capable of simultaneously utilizing the data from heterogeneous sources
(e.g. RGB imagery, depth imagery, audio, various sensory outputs). The emphasis is placed on
efficiency and robustness, specifically the ability to detect and use the information redundancies
between different data streams. This would allow to both reduce the resource consumption of
the model during normal operation and to minimize the ultimate information loss in case of
input stream disruptions.
In robotics the manipulation tasks are of extremely high importance, as they form the foundation for the interaction between the robot and the world. As such, their support is essential to
OpenDR. As manipulation tasks often require high degrees of precision and robustness, they can
benefit greatly from flexible multimodal approaches. To that end, TAU is developing a framework for robotic arm control, which is inspired by the successful works in the field [118, 119]
and utilizes representation learning to merge and compress features of differing domains. Representation learning implies that the multimodal feature extractor is trained to project all the
inputs to the low-dimensional representation space in a way that preserves the task-relevant
information and discards redundancies. The latter condition is maintained via multiple loss
values, which are either based on input reconstruction or on surrogate objectives. With this formulation the representation can be learned completely independently from the controller itself,
which greatly decreases the setup costs and allows the trained feature extractor to be potentially
reused for other tasks, which aligns with the aim of OpenDR of providing lightweight solutions.
Such an approach also allows for a straightforward analysis of input contributions, which would
be required to achieve the goal of robustness. The framework is currently targeted towards and
evaluated on the peg-in-the-hole insertion task, which, as a specific case of a contact-rich manipulation task, is sufficiently complex and highly relevant for industrial applications. The
framework itself is generic, therefore it can also be evaluated for other problems and settings
of interest by retraining or finetuning the feature extraction module. The investigation on the
effects of specific modules and the framework implementation are ongoing efforts.
Computer vision is another essential part of robotics, as visual information from the environment is widely utilized in numerous successful solutions. Deep learning algorithms in
particular have shown powerful capabilities of solving tasks such as image classification, faceidentification and object detection. However, they remain sensitive to input variations, which
can be caused by illumination changes or other harsh visual conditions. Therefore, robotic vision can also benefit greatly from the performance boost and increased redundancy provided by
the sensor information fusion. Effective fusion methodologies are crucial for achieving robustness against asymmetric sensor failures and to minimize uncertainties in the predictions. To that
end, TUD has developed efficient sensor fusion strategies in the context of object detection for
RGB and IR/depth imagers for harsh lighting conditions. A novel data augmentation scheme,
namely Random Shadows-Highlights (RSH), has been proposed to mimic such extreme conditions. It is performed by randomly creating masks over the input images, while adjusting
the pixel values in the masked regions. RSH is a learning-free lightweight generic algorithm
that allows exploiting large scale multi-modal datasets to train object detectors or any other
image classification models with an improved performance. The proposed fusion strategies
learn to exploit sensor redundancy in extreme lighting conditions by intelligently determining
the scalar/mask weights for the dominant sensor modality. TUD has also exploited Gumblesoftmax trick to obtain discrete samples from the categorical distribution given the class probOpenDR
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abilities of each element in the extracted feature volumes of the input modalities. The learned
weights/masks can also be visualized for each prediction to understand the underlying strengths
of the opted sensor modalities in the given conditions. The work is built upon a transformerbased end-to-end object detector which eliminates the need for hand-crafted components like
anchors and non-maximum suppression. Our multi-modal design converges fairly quickly thus
reducing training time and optimizing computational resources for large-scale datasets.

1.5

Connection to Project Objectives

The work carried out by the consortium in the context of WP4, as summarized in the previous
subsections, is directly related to the overarching project goals. In particular, the work described
here progressed the state-of-the-art towards meeting the project goals O1 and O2, as will be
presented in detail below.
O1 To provide a modular, open and non-proprietary toolkit for core robotic functionalities
enabled by lightweight deep learning
AUTH developed highly-optimized, lightweight and open-source implementations for
object detection (Section 2.1) and semantic scene segmentation and understanding (Section 2.2).
AU identified and evaluated lightweight and open-source implementations for 3D object
detection and tracking (Section 3.1) and 2D object tracking (Section 3.2).
O1a To enhance the robotic autonomy exploiting lightweight deep learning for on-board deployment
Several distillation methods, each of them targeting to a different application scenario,
have been developed to allow for having faster and more lightweight DL model targeting
on-board deployment for deep environmental perception models (Sections 2.4, 2.5 and
2.6). Also, a novel hypersphere-based weight imprinting was proposed (Section 2.10).
This method allows for training neural networks in a regularized, imprinting-aware way,
improving their performance on embedded mobile accelerators. Also, a fast supervised
hashing algorithm, which provides a useful tool for retrieving objects similar to a query
image, minimizing inference and query time, has been developed (Section 2.11).
AU proposed and developed methods for transferring information from deep networks
pre-trained on large datasets to new tasks described by small datasets that can address the
domain shift problem through Domain Adaptation (Section 2.8), as well as a discriminant
learning method that can exploit data representations in vector spaces generated by deep
neural networks (Section 2.9). AU also worked towards improving the the efficiency of
deep learning models for 3D object detection and tracking (Section 2.2) and 2D object
tracking (Section 3.2).
TAU worked towards enhancing the training methodologies for neural architecture search
algorithms that automatically construct the network architecture in an incremental manner. An efficient method was developed for speeding up and enhancing progressively
built neural networks, which combines the utilization of subsets of data and online hyperparameter search (Section 2.12).
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O1b To provide real-time deep learning tools for robotics visual perception on high-resolution
data
AUTH has developed a very efficient approach that allows for semantically analyzing the
environmental stimuli in real time on embedded devices (Section 2.3), providing a very
powerful tool for various robotics applications.
ALU-FR introduced the EfficientPS architecture (Section 4.2) for panoptic segmentation that achieves state-of-the-art performance while being computationally efficient. It
allows real-time inference on high-resolution input. ALU-FR further developed a MultiObject Panoptic Tracking (MOPT) method. MOPT unifies the distinct tasks of semantic
segmentation, instance segmentation and multi-object tracking providing useful instance
identification and semantic segmentation that is also coherent in time.
O2 To leverage AI and Cognition in robotics: from perception to action
O2a To propose, design, train and deploy models that go beyond static computer perception,
towards active robot perception
An active perception approach on a Visual Question Answering (VQA) task, which is one
of the most challenging emerging applications of deep learning for scene understanding,
has been developed (Section 2.7)
O2c To provide tools for enhanced robot navigation, action and manipulation capabilities that
can exploit if needed deep environment active robot perception
TAU has developed a modular framework based on the representation learning, which is
capable of aggregating and fusing information from heterogeneous data sources to solve
robot manipulation problems (Section 5.1), targeting specifically grasping and insertion
problems on the robotic arm for the baseline implementation. Further investigation into
active perception, robust modality selection, generalization, simulation integration and
performance speed-ups is planned to follow after the baseline.
TUD has developed sensor fusion strategies for multi-modal object detection that efficiently exploit sensors redundancy in harsh lighting conditions (Section 5.2). Moreover,
they proposed a lightweight learning-free data augmentation method which creates random highlights and shadows to mimic such harsh conditions.
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Object detection/recognition and semantic scene segmentation and understanding
Lightweight Object Detection for Robotics
Introduction and objectives

Object Detection combines the tasks of classification and localization, i.e., it refers to finding
what objects are pictured in an image, as well as where in the image they are located. In
the case of multiple object, multiple class object detection, a generic object detector should
be able to detect an unknown number of objects belonging to a number of different classes.
Depending on the training dataset, these classes can include people, animals, inanimate objects,
etc. Such datasets include the widely popular PASCAL VOC [63] and MS COCO [130] object
detection benchmarks, containing objects of 20 and 80 classes respectively. Deep Learning
brought significant improvements both in terms of effectiveness and efficiency and currently
the top performing object detection methods on these challenging benchmarks are all based on
Deep Convolutional Neural Networks (CNNs).
Despite the improvements brought on by the advent of Deep Learning, object detection remains a challenging task in terms of accuracy and speed. Detectors based on deeper networks
have been shown to perform better in terms of classification and localisation, but oftentimes cannot perform detection in real-time even on desktop GPUs [91]. On the other hand, lightweight
models can be very fast, and run in real-time even on embedded devices like the Jetson TX2
[165], but lack the discriminative ability of their heavier counterparts. Thus, finding a desired
trade-off between model speed and accuracy for object detection remains an open and challenging task, especially for robotics applications.
2.1.2

Summary of state of the art

Deep Learning object detectors can be categorized in two ways: first, as two-stage or singlestage, depending on whether they rely on a region proposal scheme or not, such as Faster RCNN [190] and SSD respectively [134]. Secondly, recent methods utilize an anchor-free scheme
[60], in contrast with the aforementioned approaches which required anchors, or default boxes,
which act as biases to match the ground-truth objects. Two-stage architectures typically offer
more refined localisation at significant additional computational costs [91].
The seminal methods of YOLO [187] and SSD [134] inspired many recent works which
utilize the anchor-based, single-stage architectures proposed by them. The main difference
between the two is the explicit use of multiple feature maps of different resolutions to perform
multi-scale detection by SSD, as well as the use of clustering in YOLO to find anchors in a
heuristic manner based on the boxes present in the training dataset. Multiple variations of both
methods have emerged, attempting to improve either the speed or accuracy, such as YOLOv3,
YOLOv4 or their tiny versions [188, 18], as well as RefineDet or RFBNet or SSD Mobilenet
[271, 132, 91].
YOLOv3 in particular introduced the use of Feature Pyramid Netwotk (FPN) [128] to the
YOLO architecture, to produce high quality feature maps, and provided improved performance
over its predecessor. It furthermore introduced a deeper backbone network, with 53 convolutional layers, as well as detection across multiple scales of feature maps. YOLOv3 outperformed
RetinaNet [75] on the COCO dataset, while running very efficiently. RetinaNet [75] introduced
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the use of Focal Loss, a loss function based on the Cross Entropy loss typically used in detection
tasks to tackle classification, but which also takes into consideration the difficulty of each sample (i.e., bounding box), so as to not overwhelm the detector with easy negative (background)
samples during training and instead forcing it to focus on difficult examples. Despite using a
single-stage architecture, RetinaNet proposed the use of FPN and deep ResNets (ResNet-101),
making it computationally expensive.
EfficientDet [212] is a family of detectors based on the EfficientNet backbone, which uses
a BiFPN module with a purpose similar to FPN but with learnable weights to take into consideration the importance of different input features. Furthermore, EfficientDet introduced a
compound scaling method to jointly scale up the input resolution, network depth and width for
the entire network and proposed seven variants, corresponding to input sizes ranging from 512
to 1536 and achieving a Mean Average Precision (MAP) score of 33.8 with the most lightweight
detector (Efficient-D0) and 55.4 for the most computationally expensive one (EfficientDet-D1)
on the COCO benchmark. Efficient-D0 outperforms YOLOv3 on this benchmark while requiring 28 times fewer FLOPs.
Anchor-free object detectors aim to tackle issues arising from the use of predefined anchors,
such as the need for thousands such anchors in order to train dense object detectors or the tedious
hyperparameters they introduce, like the size, aspect ratio etc. In CornerNet [116] for example,
one such method was proposed, which relied on corner detection inspired by recent works on
human keypoint detection for pose estimation. Using an Hourglass-104 architecture with 104
layers, CornerNet performed competitively with anchor-based detectors such as RefineDet with
a ResNet-101 backbone [271]. More recently, CenterNet [60] was proposed, as an anchor-free
object detector, based on CornerNet but taking into consideration the center of objects as well
as the corners, detecting each object as a triplet instead of a pair thus improving the detection
accuracy. CenterNet also proposed three variants with different feature extraction backbones to
improve detection speed.
2.1.3

Description of work performed so far

The state-of-the-art methods described in the previous section are evaluated in terms of the
speed/accuracy trade-off on various devices, including a desktop GPU, a CPU and two embedded devices, in order to identify the methods that are the most suitable for possible integration
in the OpenDR toolkit. The performance on embedded devices is particularly important as is it
crucial to the main objectives of OpenDR.
2.1.4

Performance evaluation

We evaluate the performance of real-time face and person detection methods in terms of speed,
by measuring the average frames per second (FPS) each detector is capable of running at, on
various devices: a) an NVIDIA RTX 2070 GPU, b) Intel Core i7-9700K CPU @ 3.60GHz, c)
Jetson TX2 embedded system, and finally d) Jetson AGX Xavier system.
We choose computationally efficient detectors with satisfying speed/accuracy trade-offs to
evaluate on the embedded devices as speed and memory considerations must be taken into
account: SSD with VGG16 backbone [134], SSD with MobileNet backbone [91], YOLOv3
and YOLOv3 with MobileNet backbone [188, 85], EfficientDet-D0 [212] and the anchor-free
CenterNet [60], which outperformed its predecessor CornerNet [116]. The detectors’ speed is
evaluated on all four devices at three different input sizes, namely 512 × 512, 1024 × 512 and
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1024 × 1024, and the results are shown in Table 1, Table 2 and Table 3, respectively.
As the input resolution increases, detection becomes slower, but all of the detectors can
run at real-time at a Full HD resolution on a desktop GPU. The MobileNet models also run at
real-time at this resolution on the Jetson AGX.
Table 1: Object Detection Algorithms: Speed evaluation (FPS) for input size 512 × 512
Method
SSD VGG16 [134]
SSD MobileNet [91]
YOLOv3 [188]
YOLOv3 MobileNet [85]
CenterNet [60]
EfficientDet-D0 [212]

RTX 2070

TX2

AGX Xavier

CPU

85.4
109.7
50.4
70
88.3
39

16.5
25
8.9
13.2
19.2
6.7

27.1
39
16.4
23.2
14.6
11.4

40.2
45.4
27.7
40.5
40.5
6.4

Table 2: Object Detection Algorithms: Speed evaluation (FPS) for input size 1024 × 512
Method
SSD VGG16 [134]
SSD MobileNet [91]
YOLOv3 [188]
YOLOv3 MobileNet [85]
CenterNet [60]

RTX 2070

TX2

AGX Xavier

CPU

79.1
96.2
48.9
67.5
78.2

14.3
19.6
7.7
11.4
14.2

25.5
35.6
15.4
22
16.1

33
25.4
17.2
31.7
32.4

Table 3: Object Detection Algorithms: Speed evaluation (FPS) for input size 1024 × 1024
Method
SSD VGG16 [134]
SSD MobileNet [91]
YOLOv3 [188]
YOLOv3 MobileNet [85]
CenterNet [60]
EfficientDet-D0 [212]

RTX 2070

TX2

AGX Xavier

CPU

70.3
71.5
46.9
61.7
72.9
31

12.8
15.1
6.6
10.3
13.3
2.5

23.6
35
15.2
21.7
16.1
7.2

22.9
26.8
14
21.7
21.1
1.4

Figure 1 illustrates the comparative speed performance of the detectors on Jetson TX2 and
Jetson AGX for all input sizes. The detectors are optimized and the speed does not drop drastically as the input resolution increases.
Figure 2 illustrates the comparative detection performance of these methods on the PASCAL VOC dataset. Although CenterNet is fast, its performance in terms of MAP is subpar in
comparison to the anchor-based detectors. The SSD architectures are the fastest and provide a
satisfying speed/accuracy trade-off.

OpenDR

No. 871449

D4.1: First report on deep environment active perception and cognition

t18

et

sn
e
Re
et

sn
e
Re
et
rN
nte

rN

t18

et
en
Mo
bil
Ce

LO
v3
YO

et
en
Mo
bil
SS
D

GG
DV

sn
e
Re
et

Ce

nte

rN

SS

t18

et
en
Mo
bil
YO

LO
v3

et
en
SS
D

Mo
bil

GG
DV
SS

en

0

nte

0

Mo
bil

0

Ce

10

LO
v3

10

YO

10

et

20

Jetson TX2
Jetson AGX

YO
LO
v3

20

YO
LO
v3

20

16

30

YO
LO
v3

30

16

30

Object Detection inference Speed for 1024x1024 input size

en

40

Mo
bil

Jetson TX2
Jetson AGX

16

Object Detection inference Speed for 1024x512 input size

SS
D

40

GG

Jetson TX2
Jetson AGX

DV

Object Detection inference Speed for 512x512 input size

SS

40

18/300

Figure 1: Object detection method speed comparison on Jetson TX2 and AGX.

Figure 2: MAP and speed comparison of object detectors on Pascal VOC dataset, on Jetson
TX2 and AGX.

2.2
2.2.1

Lightweight Semantic Scene Segmentation and Understanding for Robotics
Introduction and objectives

Semantic scene segmentation refers to the task of assigning a class label to each pixel of a given
image, and thus it is also known as pixel-level classification. Semantic scene segmentation constitutes a challenging step towards comprehensive scene understanding accompanied by many
robotics applications [149, 146, 3, 150]. Recent advances in Deep Learning (DL) provided effective models for addressing the problem of semantic scene segmentation, however most of
the existing state-of-the-art DL segmentation models are usually computationally heavy, obstructing their deployment on robotics scenarios, since deployment speed is critical for such
scenarios.
The objective of the work in WP4 is to provide a simple to train and deploy deep semantic
scene analyzer capable of effectively addressing application specific tasks. A key target of
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our work in WP4 is to provide efficient lightweight and real-time models capable of handing
high-resolution input so as to comply with the robotics applications requirements. Towards this
end, various state-of-the-art DL models for semantic segmentation algorithms are extensively
evaluated under different setups, so as to select the most efficient ones considering the speedaccuracy trade-off for possible inclusion in the OpenDR toolkit.
2.2.2

Summary of state of the art

Several datasets are publicly available for training and evaluating semantic segmentation algorithms: Cityscapes [48], Camvid [24], ADE20k [280], PASCAL-S [232], PASCAL-Context
[157], and COCO-Stuff [29]. To the best of our knowledge, the most widely used dataset for
evaluating the performance of semantic segmentation methods is the Cityscapes dataset.
During the recent years, several DL segmentation models have been proposed achieving
considerable performance on the aforementioned datasets [138, 7]. An efficient hierarchical
multi-scale attention mechanism that allows the model to learn how to combine predictions
from multiple inference scales is proposed in [215] achieving state-of-the-art performance in
terms of mIOU in Cityscapes test set. Subsequently, a method for improving the semantic segmentation performance by decoupling features into the body and the edge parts to handle inner
object consistency and fine-grained boundaries jointly is proposed in [125] achieving considerable segmentation performance. Furthermore, a method that proposes object-contextual representations to characterize a pixel by exploiting the representation of the corresponding object
class is proposed in [264], and achieves high performance in the aforementioned segmentation
datasets. However, the aforementioned approaches focus on the segmentation accuracy achieving state-of-the-art performance without addressing the issue of deployment speed. That is, they
are computationally heavy and, thus, inappropriate for many robotics applications.
On the other hand, in the recent literature there are works that also focus on the deployment
speed providing real-time segmentation models, mainly considering high-power GPUs. For example, a multi-resolution neural architecture search framework is proposed in [45] achieving
high segmentation accuracy and deployment speed at the same time. In addition, a fast segmentation model on high resolution input which proposes a learning to downsapmle module for
computing low-level features for multiple resolution branches simultaneously is proposed in
[179] achieving high performance in terms of deployment speed, however comparatively lower
performance in terms of segmentation accuracy, while the so-called Harmonic Densely Connected Network proposed in [36] achieves high performance in terms of accuracy however it
runs at considerably fewer FPS as compared to the competitive methods.
A Bilateral Segmentation Network (BiseNet) consisting of spatial path so as to preserve
the spatial information and generate high resolution features, and a context path with a fast
downsampling strategy so as to obtain sufficient receptive field is proposed in [261] achieving
considerable performance both in terms of segmentation accuracy and deployment speed. Subsequently, the second version of the aforementioned method, proposing a detail branch so as
to capture low-level details and a lightweight semantic branch so as to capture the high-level
semantic context, as well as a booster training strategy for improving the segmentation performance without affecting the inference cost, is proposed in [260]. To the best of our knowledge,
the BiseNetv2 model is the most efficient considering the accuracy-speed trade-off.
Furthermore, a method that proposes to re-design the commonly used residual layers so as
to make them more efficient without affecting the learning performance is proposed in [192],
while a model namely ESPNet is proposed in [148] which based on an efficient spatial pyramid
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module, achieves high performance in terms of deployment speed with sufficient segmentation
accuracy. A method that employs an asymmetric encoder-decode architecture, where the encoder adopts the residual blocks and an attention pyramid network is employed in the decoder,
is proposed in [242], while a lightweight segmentation model, namely LiteSeg, is proposed in
[62]. The LiteSeg model, explores a new version of atrous spatial pyramid pooling, and achieves
a considerable performance considering the accuracy-speed trade-off.
2.2.3

Description of work performed so far

The performance reported by the aforementioned segmentation methods refers to different setups (GPUs, input sizes, etc.). Thus, for fair comparisons, extensive experiments are conducted
for evaluating the performance of the existing real-time segmentation models considering the
deployment speed, since it is a key target of the OpenDR toolkit. The most prominent models
considering the accuracy-speed trade-off are implemented and provided through the OpenDR
toolkit.
2.2.4

Performance evaluation

The performance of the most successful real-time segmentation models presented previously
is tested using the same setup on various GPUs and also for various input sizes. Specifically,
the speed of the models is tested on a RTX 2070, a Jetson TX2, a AGX Xavier, and a CPU.
Experiments also conducted for various input sizes, ranging from lower resolutions (i.e., 512
× 512) to higher ones (i.e., 1024 × 2048). Evaluation results are presented in Tables 4-7.
Furthermore, the comparison results considering the Jetson TX2 and AGX Xavier evaluations
are presented in Figs. 3-4. As it is demonstrated, BiseNetv2 runs faster on all the considered
GPUs, except from the RTX 2070, and also for all the input resolutions. ESPNet and LiteSeg
achieve also considerable performance. Furthermore, it can be seen, as it also illustrated in Fig.
5 considering the AGX Xavier case, that for lower input resolution there are higher differences
among the most powerful models (i.e., BiseNetv2, ESPNet, and LiteSeg), while for higher
input resolution there are smaller differences. Finally, in Fig. 6 the accuracy-speed trade-off
considering the AGX Xavier case for input size 512 × 512 is illustrated. BiseNetv2 model is
the most successful model considering the aforementioned trade-off, while LiteSeg and ESPNet
models are achieve considerable performance.
Table 4: Semantic Segmentation Algorithms: Speed Evaluation (FPS) Input Size: 512 × 512
Method
BiseNetv1 (ResNet18) [261]
BiseNetv2 [260]
HardNet [36]
LEDNet [242]
ERFNet [192]
ESPNet [148]
LiteSeg(MobileNet) [62]

OpenDR

RTX 2070

TX2

AGX Xavier

CPU

170.43
261.81
68.57
123.73
124.01
265.08
203.43

11.25
21.53
4.84
6.39
5.70
12.04
16.72

39.06
66.28
15.53
29.62
19.71
55.79
54.22

8.32
15.69
3.67
6.86
6.86
7.98
7.50
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Table 5: Semantic Segmentation Algorithms: Speed Evaluation (FPS) Input Size: 512 × 1024
Method
BiseNetv1 (ResNet18) [261]
BiseNetv2 [260]
HardNet [36]
LEDNet [242]
ERFNet [192]
ESPNet [148]
LiteSeg (MobileNet) [62]

RTX 2070

TX2

AGX Xavier

CPU

93.84
165.69
39.80
79.54
63.15
168.02
125.18

5.92
10.94
2.60
3.62
3.21
6.45
8.44

20.83
36.25
8.14
8.16
10.31
31.15
30.03

4.10
6.84
1.86
3.45
3.07
3.90
3.80

Table 6: Semantic Segmentation Algorithms: Speed Evaluation (FPS) Input Size: 1024 × 1024
Method
BiseNetv1 (ResNet18) [261]
BiseNetv2 [260]
HardNet [36]
LEDNet [242]
ERFNet [192]
ESPNet [148]
LiteSeg (MobileNet) [62]

RTX 2070

TX2

AGX Xavier

CPU

49.11
85.55
21.29
43.06
34.14
92.21
66.83

3.03
5.62
1.37
1.80
1.62
3.29
4.31

11.02
19.13
4.18
8.38
5.47
15.96
15.55

2.02
3.37
0.93
1.69
1.37
1.85
1.82

Table 7: Semantic Segmentation Algorithms: Speed Evaluation (FPS) Input Size: 1024 × 2048
Method
BiseNetv1 (ResNet18) [261]
BiseNetv2 [260]
HardNet [36]
LEDNet [242]
ERFNet [192]
ESPNet [148]
LiteSeg (MobileNet) [62]

2.3
2.3.1

RTX 2070

TX2

AGX Xavier

CPU

25.07
44.56
10.97
21.97
17.61
47.21
34.43

1.50
2.81
0.68
0.96
0.80
1.64
2.18

5.44
9.13
2.09
4.20
2.81
8.18
7.91

0.94
1.62
0.48
0.83
0.66
0.91
0.89

Real-Time Scene Understanding Models for High Resolution Input
Introduction, objectives and summary of state of the art

As it was shown in Section 2.1, current methodologies for object detection struggle to provide
real-time performance on low-power GPUs, especially for high-resolution input. However, as
it has already been stated, real-time deployment for high resolution input is of pivotal importance for robotics applications. To this aim, we have proposed a methodology for developing lightweight models capable of effectively operating in real-time on devices with limited
computational resources and also for high resolution input, for generic classification problems,
[228, 229]. That is, we have developed lightweight fully convolutional models with the design
requirement of real-time deployment on low-power GPU (that is, a Jetson TX2 utilized in the
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(a) Input Size: 512×512

(b) Input Size: 512×1024

(c) Input Size: 1024×1024

(d) Input Size: 1024×2048

Figure 3: Semantic Segmentation Algorithms: Speed Evaluation (FPS) on TX2
performed experiments) for input resolutions of 720p and 1080p. To the best of our knowledge,
there is no other work in the relevant literature proposing real-time models capable on operating
on low-power GPUs for high resolution input.
More specifically, the real-time models are designed for extremely small input resolution
(that is, 32 × 32 and 64 × 64 in the performed experiments), and then during the test phase,
high resolution test images are propagated to the network and for every window of 32 × 32 or
64 × 64 -based on the utilized input- the output of the network at the last convolutional layer
is computed, generating the heatmap of the considered object’s presence. An example of a
heatmap considering the task of bicycle detection (i.e., bicycle with bicyclist) is provided in
Fig.7.
It should be highlighted that the goal is to provide semantic heatmaps rather than bounding
boxes, as in the regular object detection task, since in some cases the object to be detected (for
example considering the task of crowd detection) may be distributed in such a way in the image
that is difficult to be bounded by a box. Thus, in these cases it is more suitable to predict for each
patch a probability of object’s existence, and then provide a semantic heatmap of the estimated
probability of existence of the object under consideration in each location within the captured
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(a) Input Size: 512×512

(b) Input Size: 512×1024

(c) Input Size: 1024×1024

(d) Input Size: 1024×2048

Figure 4: Semantic Segmentation Algorithms: Speed Evaluation (FPS) on AGX Xavier
scene. Furthermore, this methodology aims at assisting us towards the active perception goal.
That is, the heatmaps generated by the real-time models can operate as a control signal which
indicates to the robot where to look to get a better view of the object under consideration. For
example, considering the task of bicycle detection on drone captured input, a real-time model
for bicycle detection can run on board so as to produce heatmaps of bicycles presence, that will
indicate to the drone to move and rotate so as to get a better view of the bicycle. Finally, it
should be noted, that providing the bounding boxes, if needed, is a task which can be trivial
solved as shown in [226].
Following the aforementioned methodology, we have proposed real-time regularized models for generic classification purposes. It should be emphasized that it is straightforward to
develop novel regularization techniques for improving the performance of real-time models, as
in [229], without affecting the deployment speed of the models. Two architectures consisting of
only five convolutional layers, by discarding the deepest layers and pruning filters of the widely
used VGG-16 model [206] were used for the conduncted experiments. That is, the first four
convolutional layers of the VGG-16 model are used with pruned filters, while the last convolutional layer consists of two channels, each for a class, since we deal with binary classification
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Figure 5: FPS - Input Sizes, AGX Xavier

Figure 6: mIOU - FPS: Input Size 512×1024, AGX Xavier
problems. The first model can run in real-time using an NVIDIA Jetson TX2 system for 720p
(1280 × 720) resolution image and the second one can run in real-time for 1080p (1920 ×
1080) resolution image. Thus, the models are abbreviated as VGG-720p and VGG-1080p, respectively, based on this attribute. Details on kernel sizes and channels of each layer of the two
architectures can be found in Table 8 and Table 9. The above descriptions of models concern
input of training images of size 32 × 32. For input of size 64 × 64, using same kernels and
channels, we use appropriate stride and pooling to achieve real-time deployment. Details on the
utilized model architectures for both 32 × 32 and 64 × 64 input dimensions are depicted in Fig.
8.
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Figure 7: Heatmap of bicycle (with bicyclist) presence.
Layer
conv1 1
conv1 2
conv2 1
conv2 2
conv last

Kernel
3×3
3×3
3×3
3×3
8×8

Channels
16
16
24
16
2

Table 8: VGG-720p network topology
2.3.2

Layer
conv1 1
conv1 2
conv2 1
conv2 2
conv last

Kernel
3×3
3×3
3×3
3×3
8×8

Channels
8
8
6
6
2

Table 9: VGG-1080p network topology

Performance evaluation

The performance is evaluated on a low-power NVIDIA Jetson TX2 module with 8GB of memory. Furthermore, in order to accelerate the deployment speed and achieve real-time deployment, the TensorRT3 , deep learning inference optimizer is utilized. TensorRT is a library that
optimizes deep learning models providing FP32 (default) and FP16 optimizations for production deployments of various applications. In Table 10, the detection speed in terms of frames
per second (fps) is provided for the two architectures and their corresponding image resolution
on the NVIDIA Jetson TX2 module without the utilization of the TensorRT optimizer, with the
TensorRT on the default mode, as well as with TensorRT on the FP16 mode. As it shown, TensorRT and in particular the FP16 mode significantly accelerates the proposed models, achieving
detection in-real time for high-resolution images.
3 https://developer.nvidia.com/tensorrt

input
32×32
32×32
64×64
64×64

Model
VGG-720p
VGG-1080p
VGG-720p
VGG-1080p

Jetson TX2
10.1
12.3
8.7
8.8

TensorRT-FP32
18.1
16.9
16.6
18.5

TensorRT-FP16
26.3
25.7
25
25.6

Table 10: Detection speed (frames per second) for two architectures and different input image
resolutions on NVIDIA Jetson TX2 with and without using the TensorRT optimizer. Two different floating point representations, i.e., 16 bits (FP16) and 32 bits (FP32), were used for the
TensorRT-optimized models.
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15
8

15

INPUT
IMAGE

10

10

8

6

1
1

Figure 8: Model architectures: The VGG-720p model is depicted in the upper part of the figure,
while the VGG-1080p model is depicted in the lower part of the figure. Details for input of size
32×32 are printed in red for both the model architectures, while details for input of size 64×64
are printed in blue.

2.4
2.4.1

Heterogeneous Knowledge Distillation for Lightweight Object Recognition
Introduction, objectives and summary of state of the art

Early Knowledge Distillation (KD) approaches focused on transferring the knowledge between
the last layer of the teacher and student models [25, 84, 171, 214, 231, 262]. This allowed for
providing richer training targets to the student model, which capture more information regarding the similarities between different samples, reducing overfitting and increasing the student’s
accuracy. Later methods further increased the efficiency of KD by modeling and transferring
the knowledge encoded in the intermediate layers of the teacher [193, 257, 265]. These approaches usually attempt to implicitly model the way information gets transformed through the
various layers of a network, providing additional hints to the student model regarding the way
that the teacher model process information.
Even though these methods were indeed able to further increase the accuracy of models
trained with KD, they also suffer from several limitations that restrict both their efficiency and
flexibility. First, note that neural networks exhibit an evolving behavior, undergoing several
different and distinct phases during the training process. For example, during the first few
epochs critical connections are formed [1], defining almost permanently the future information
flow paths on a network. After fixing these paths, the training process can only fine-tune them,
while forming new paths is significantly less probable after the critical learning period ends [1].
After forming these critical connections, the fitting and compression (when applicable) phases
follow [204, 199]. Despite this dynamic time-dependent behavior of neural networks, virtually
all existing KD approaches ignores the phases that neural networks undergo during the training.
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Another limitation of existing KD approaches that employ multiple intermediate layers is
their ability to handle heterogeneous multi-layer knowledge distillation, i.e., transfer the knowledge between teachers and students with vastly different architectures. Existing methods almost exclusively use network architectures that provide a trivial one-to-one matching between
the layers of the student and teacher, e.g., ResNets with the same number of blocks are often
used, altering only the number of layers inside of each residual block [257, 265]. Many of these
approaches, such as [257], are even more restrictive, also requiring the layers of the teacher and
student to have the same dimensionality. As a result, it is especially difficult to perform multilayer KD between networks with vastly different architectures, since even if just one layer of the
teacher model is incorrectly matched to a layer of the student model, then the accuracy of the
student can be significantly reduced, either due to over-regularizing the network or by forcing
to early compress the representations of the student.
To this end, we propose a KD method that works by modeling the information flow through
the teacher model and then training a student model to mimic this information flow. However,
this process is often very difficult, especially when there is no obvious layer matching between
the teacher and student models, which can often process the information in vastly different
ways. In fact, even a single layer mismatch, i.e., overly regularizing the network or forcing for
an early compression of the representation, can significantly reduce the accuracy of the student
model. To overcome these limitations the proposed method works by a) designing and training
an appropriate auxiliary teacher model that allows for a direct and effective one-to-one matching
between the layers of the student and teacher models, as well as b) employing a critical-learning
aware KD scheme that ensures that critical connections will be formed allowing for effectively
mimicking the teacher’s information flow instead of just learning a student that mimics the
output of the student.
A summary of this work is provided hereafter. The corresponding publication is listed
below, and can be found in Appendix 7.1:
• [173] N. Passalis, M. Tzelepi, and A. Tefas, “Heterogeneous Knowledge Distillation using Information Flow Modeling”, IEEE/CVF Conference on Computer Vision and Pattern
Recognition, 2020
2.4.2

Description of work performed so far

Let T = {t1 , t2 , . . . , tN } denote the transfer set that contains N transfer samples and it is used
to transfer the knowledge from the teacher model to the student model. Note that the proposed
method can also work in a purely unsupervised fashion and, as a result, unlabeled data samples
(l)
can be also used for transferring the knowledge. Also, let xi = f (ti , l) denote the represen(l)
tation extracted from the l-th layer of the teacher model f (·) and yi = g(ti , l, W) denote the
representation extracted from the l-th layer of the student model g(·). Note that the trainable
parameters of the student model are denoted by W. The proposed method aims to train the
student model g(·), i.e., learn the appropriate parameters W, in order to “mimic” the behavior
of f (·) as close as possible.
Furthermore, let X (l) denote the random variable that describes the representation extracted
from the l-th layer of the teacher model and Y (l) the corresponding random variable for the
student model. Also, let Z denote the random variable that describes the training targets for
the teacher model. In this work, the information flow of the teacher network is defined as the
progression of mutual information between every layer representation of the network and the
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training targets, i.e., I(X (l) , Z ) ∀ l. Note that even though the training targets are required for
modeling the information flow, they are not actually needed during the KD process, as we will
demonstrate later. Then, we can define the information flow vector that characterizes the way
the network process information as:
h
iT
ωt := I(X (1) , Z ), . . . , I(X (NLt ) , Z ) ∈ RNLt ,
(1)

where NLt is the number of layers of the teacher model. Similarly, the information flow vector
for the student model is defined as:
h
iT
ωs := I(Y (1) , Z ), . . . , I(Y (NLs ) , Z ) ∈ RNLs ,
(2)

where again NLs is the number of layers of the student model. The proposed method works
by minimizing the divergence between the information flow in the teacher and student models,
i.e., DF (ωs , ωt ), where DF (·) is a metric used to measure the divergence between two, possibly
heterogeneous, networks. To this end, the information flow divergence is defined as the sum of
squared differences between each paired element of the information flow vectors:
DF (ωs , ωt ) =

NLs

∑

i=1

[ωs ]i − [ωt ]κ(i)

2

,

(3)

where the layer of the teacher κ(i) is chosen in order to minimize the divergence with the
corresponding layer of the teacher:
(
NLt
if i = NLs
κ(i) =
(4)
arg min j ([ωs ]i − [ωt ] j )2 , otherwise
and the notation [x]i is used to refer to the i-th element of vector x. This definition employs the
optimal matching between the layers (considering the discriminative power of each layer), except from the final one, which corresponds to the task hand. In this way, it allows for measuring
the flow divergence between networks with different architectures.
In order to effectively transfer the knowledge between two different networks, we have to
provide an efficient way to calculate the mutual information, as well as to train the student
model to match the mutual information between two layers of different networks. Recently,
it has been demonstrated that when the Quadratic Mutual Information (QMI) [219] is used, it
is possible to efficiently minimize the difference between the mutual information of a specific
layer of the teacher and student by appropriately relaxing the optimization problem [171]. More
specifically, the problem of matching the mutual information between two layers can be reduced
into a simpler probability matching problem that involves only the pairwise interactions between
the transfer samples. Therefore, to transfer the knowledge between a specific layer of the student
and an another layer of the teacher, it is adequate to minimize the divergence between the
teacher’s and student’s conditional probability distributions, which can be estimated as [171]:
(l )

(t,l )
pi| j t

=

and

OpenDR

(l )

=

(l )

∈ [0, 1],

(5)

(l )

∈ [0, 1],

(6)

∑Ni=1,i6= j K(xi t , x j t )
(l )

(s,l )
pi| j s

(l )

K(xi t , x j t )

(l )

K(yi s , y j s )
(l )

∑Ni=1,i6= j K(yi s , y j s )
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where K(·) is a kernel function and lt and ls refer to the student and teacher layers used for
the transfer. These probabilities also express how probable is for each sample to select each
of its neighbors [143], modeling in this way the geometry of the feature space, while matching
these two distributions also ensures that the mutual information between the models and a set
of (possibly unknown) classes is maintained [171]. Note that the actual training labels are
not required during this process, and, as a result, the proposed method can work in a purely
unsupervised fashion.
Even though the flow divergence metric defined in (3) takes into account the way different
networks process the information, it suffers from a significant drawback: if the teacher process
the information in a significantly different way compared to the student, then the same layer
of the teacher model might be used for transferring the knowledge to multiple layers of the
student model, leading to a significant loss in the granularity of information flow used for KD.
Furthermore, this problem can also arise even when the student model is capable of processing the information in a way compatible with the teacher, but it has not been yet appropriately
trained for the task at hand. Unfortunately, due to the poor understanding of the way that neural
networks transform the probability distribution of the input data, there is currently no way to
select the most appropriate layers for transferring the knowledge a priori. This process can
be especially difficult and tedious, especially when the architectures of the student and teacher
differ a lot. To overcome this critical limitation in this work we propose constructing an appropriate auxiliary proxy for the teacher model, that will allow for directly matching between all
the layers of the auxiliary model and the student model, as shown in Fig. 9. In this way, the proposed method employs an auxiliary network, that has a compatible architecture with the student
model, to better facilitate the process of KD. A simple, yet effective approach for designing the
auxiliary network is employed in this work: the auxiliary network follows the same architecture as the student model, but using twice the neurons/convolutional filters per layer. Thus, the
greater learning capacity of the auxiliary network ensures that enough knowledge will be always available to the auxiliary network (when compared to the student model), leading to better
results compared to directly transferring the knowledge from the teacher model. Designing the
most appropriate auxiliary network is an open research area and significantly better ways than
the proposed one might exist. However, even this simple approach was adequate to significantly
enhance the performance of KD and demonstrate the potential of information flow modeling.
Also, note that a hierarchy of auxiliary teachers can be trained in this fashion, as also proposed
in [151].
The final loss used be optimize the student model, when an auxiliary network is employed,
is calculated as:
NLs

L = ∑ αi L (i,i) ,

(7)

i=1

where αi is a hyper-parameter that controls the relative weight of transferring the knowledge
from the i-th layer of the teacher to the i-th layer of the student and the knowledge transfer loss
L (i,i) is calculated using the auxiliary teacher, instead of the initial teacher.
Finally, note that neural networks transition through different learning phases during the
training process, with the first few epochs being especially critical for the later behavior of the
network [1]. Using a stronger teacher model provides the opportunity of guiding the student
model during the initial critical learning period in order to form the appropriate connectivity
between the layers, before the information plasticity declines. However, just minimizing the
information flow divergence does not ensure that the appropriate connections will be formed.
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Figure 9: Heterogeneous Knowledge Distillation for Lightweight Object Recognition: First,
the knowledge is transferred to an appropriate auxiliary teacher, which will better facilitate the
process of KD. Then, the proposed method minimizes the information flow divergence between
the two models, taking into account the existence of critical learning periods.
Therefore, in this work we propose using an appropriate weighting scheme for calculating the
value of the hyper-parameter αi during the training process. More specifically, during the critical learning period a significantly higher weight is given to match the information flow for
the earlier layers, ignoring the task at hand dictated by the final layer of the teacher, while this
weight gradually decays to 0, as the training process progresses. Therefore, the parameter αi is
calculated as:
(
1,
if i = NLS
αi =
,
(8)
αinit · γ k otherwise
where k is the current training epoch, γ is a decay factor and αinit is the initial weight used for
matching the information flow in the intermediate layers.
2.4.3

Performance evaluation

The experimental protocols, along with extensive performance evaluation experiments are presented in the paper provided in Appendix 7.1. Some experimental results on the well-known
CIFAR-10 dataset are provided in Table 11 and Table 12, demonstrating the effectiveness of the
proposed method.

2.5
2.5.1

Online Self-Acquired Knowledge Distillation
Introduction, objectives and summary of state of the art

Knowledge Distillation (KD) has been established as a promising solution for deploying stateof-the-art deep learning models on devices with limited computational power dictates certain
computation and storage restrictions. However, conventional KD constitutes an enduring, computationally and memory demanding process, since it includes a multi-stage procedure of first
training a more powerful teacher network and then distilling the knowledge to a simpler student
network, by training it to mimic the teacher network. Thus, in this work we pursue the direction
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Table 11: Heterogeneous Knowledge Distillation for Lightweight Object Recognition: Classification Evaluation - CIFAR-10
Method

Train Accuracy

Test Accuracy

Distill
Hint.
MKT
PKT

72.50
71.29
69.73
72.70

70.68
70.59
69.13
70.44

Hint-H
MKT-H
PKT-H
Proposed

70.93
69.67
73.43
73.24

69.52
68.82
71.44
71.97

Table 12: Heterogeneous Knowledge Distillation for Lightweight Object Recognition: Metric
Learning Evaluation - CIFAR-10
Method

mAP (e)

mAP (c)

top-100 (e)

top-100 (c)

Baseline Models

OpenDR

Teacher (ResNet-18)
Aux. (CNN1-A)

87.18
62.12

90.47
66.78

92.15
73.72

92.26
75.91

Student (CNN1)

35.30

39.00

55.87

58.77

Distill.
Hint.
MKT
PKT

37.39
43.99
36.26
48.07

40.53
48.99
38.20
51.56

56.17
60.69
50.55
60.02

58.56
62.42
52.72
62.50

Hint-H
MKT-H
PKT-H
Proposed

42.65
41.16
48.05
49.20

46.46
43.99
51.73
53.06

58.51
55.10
60.39
61.54

60.59
57.63
63.01
64.24
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of online KD. Online KD describes the process where the teacher and the student networks are
trained simultaneously, that is without the stage of pre-training the teacher network, overcoming the aforementioned flaws. In recent literature, Online KD includes works proposing to train
multiple models mutually from each other [274], as well as works proposing to create ensembles of multiple identical branches of a target network in order to build a strong teacher and
distill the knowledge from the teacher to the target network [114].
In this work, we examine whether we can effectively train small networks with an additional
supervision that conveys extra knowledge beyond the hard labels from the model itself, in an
online manner, taking into consideration the following observations. That is, the traditional
KD methods argue that the class probability distribution of a strong teacher model, provides
useful information on the similarities of the data with all the classes, which is generally ignored
during the training using a conventional supervised loss. Thus, instead of training a smaller and
simpler student model merely with the hard labels, it is useful to maintain the similarities of
the samples with the classes in order to enhance the generalization ability of the model, [84].
Furthermore, in [67] it is demonstrated that useful information about the similarities of the
samples with the classes can be obtained even by transferring the knowledge through the class
probability distribution from a teacher network of identical capacity to student. Furthermore,
in [6] it is stated that small networks usually have the same representation capacity as large
networks, however they are harder to train, compared to large networks.
Towards this end, we utilize the k-nn non-parametric density estimation technique [61] for
estimating the unknown probability distributions of the data samples in the feature space of the
output layer. This allows us to directly estimate the posterior class probabilities of the data
samples, and use them as soft labels that explicitly encode information on the similarity of
each training sample with the classes. The proposed distillation method includes a fast and
simple pipeline, since it is a single-stage online KD method, and thus it is also rendered as more
commercially attractive [4], as opposed to the conventional KD methodology which requires a
complex pipeline that includes training first a strong teacher and transferring then the knowledge
to the student. The absence of the stage of training first a strong and heavyweight teacher comes
also with significant gains in terms of computation and memory cost.
Furthermore, the proposed method is capable of deriving additional knowledge beyond hard
labels from the model itself. Surveying the relevant literature, we can observe that the existing online distillation methods require multiple copies of the target network to build a strong
teacher, or utilize multiple models to train each other in order to derive additional knowledge,
leading to multiple times more computationally expensive training procedures. In addition, the
proposed method is able to derive useful information about the similarities of the data, progressively more reliable throughout the training procedure, since they are driven by the supervised
loss. On the contrary, competitive approaches, which include for example the mutual training
of multiple students from a different initial condition may only provide restricted additional
information.
Additionally, the OSAKD method does not require fine-tuning any other hyper-parameter
such as the temperature of the softmax activation function. Furthermore, it is model agnostic,
that is it can be applied to any DL model to improve its performance. Finally, it should be
noted that the proposed distillation method can also be combined with any other method for
developing effective and faster models, e.g. [272, 197].
A summary of this work is provided hereafter. The corresponding technical report is listed
below, and be found in Appendix 7.2
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• [230] M. Tzelepi and A. Tefas, “Online Self-Acquired Knowledge Distillation”, Technical
Report
2.5.2

Description of work performed so far

D
We consider a C-class classification problem, and the labelled data {xi , yi }N
i=1 , where xi ∈ ℜ
an input vector and D its dimensionality, while yi ∈ Z C corresponds to its C-dimensional
one-hot class label vector. For an input space X ⊆ ℜD and an output space F ⊆ ℜC , we
consider as φ (· ; W ) : X → F a deep neural network with NL ∈ N layers, and set of parameters
W = {W1 , . . . , WNL }, where WL are the weights of a specific layer L, which transforms its input
vector to a C-dimensional probability vector. That is, φ (xi ; W ) ∈ F corresponds to the output
vector of xi ∈ X given by the network φ with parameters W .
Thus, considering the typical classification problem, we seek for the parameters W ∗ that
minimize the cross entropy loss, `ce , between the output vector φ (xi ; W ) and the one-hot class
label vector yi :
N

W ∗ = argmin ∑ `ce (yi , φ (xi ; W )),

(9)

i=1

W

The cross entropy loss for a sample i is formulated as:
`ce (yi , zi ) =

C

∑ ymi log(zmi),

(10)

m=1

m
where ym
i is the m-th element of yi one-hot label vector, and zi is defined as the output of the
softmax operation on the C-dimensional network’s output:

zm
i =

exp(φ (xi ; W )m )
.
∑Cj=1 exp(φ (xi ; W ) j )

(11)

In this work, we propose to distill additional knowledge online from the model itself throughout
the network’s training. To this end, we propose to utilize k-nn non-parametric density estimation
[61] for estimating the unknown probability distributions of the data samples in the output space
F ⊆ ℜC . Generally, the idea of non-parametric density estimation relies on the fact that the
probability P that a vector x will fall in a region R is given by:
P=

Z

R

p(x0 )dx0 .

(12)

Hence, P is a smoothed version of the density function p(x) and this smoothed value of p
can be estimated by estimating the probability P. Considering, that N samples {xi }N
i=1 are
drawn independently and identically distributed according to the probability law p(x), then the
probability that k of these N fall in R is given by the binomial law:
 
N k
Pk =
P (1 − P)N−k ,
(13)
k
and the expected value for k is given by:
E[k] = NP.
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Moreover, this binomial distribution for k peaks very sharply about the mean, so that it is expected that the ratio Nk will be a very good estimate for the probability P, and therefore for the
smoothed density function. The larger the N, the more accurate the estimate is. Assuming also
that p(x) is continuous and that the region R is so small that p does not considerably vary within
it, we can arrive at the following equation:
Z

R

p(x0 )dx0 ' p(x)V,

(15)

where x is a point within R and V is the volume enclosed by R. By combining Eq. (12), (14),
and (15) we arrive at the following estimate for p(x):
p(x) '

k
N

V

(16)

.

In the k-nn density estimation we determine the number of nearest neighbors, k, and we
adjust the volume, as compared to the parzen windows method where for a fixed-length volume
V we observe how many points k fall into the region.
The key advantage of the k-nn density estimation method is that it allow us to directly
estimate the posterior probabilities P(cm |x) of the class being cm , m = {1, · · · ,C}, from a set of
N labelled data by using the samples to estimate the densities involved, [61]. That is, assuming
that we place a cell of volume V around x and capture k samples, km of which belong to the
class cm . Then, the estimate for the joint probability p(x, cm ) is:
p(x, cm ) =

km
,
NmV

(17)

where Nm is the number of samples which belong to the class cm , and similarly the unconditional
density is estimated as:
k
p(x) =
,
(18)
NV
and the priors can be approximated by:
P(cm ) =

Nm
.
N

(19)

Thus, the posterior probabilities using the Bayes rule are given by:
p(x, cm )P(cm )
P(cm |x) =
=
p(x)

km Nm
NmV N
k
NV

=

km
.
k

(20)

Therefore, for a specific number of nearest neighbors, k, the posterior probabilities can be
estimated and used as soft labels for the network’s training. That is, the soft label for a sample
i is formulated as:


k1 k2
kC
si =
, ,...,
(21)
k k
k
Thus, in the proposed distillation training procedure, we seek for the parameters W ∗ that
minimize the overall loss of cross entropy, `ce and self-distillation, `sd :
N

W ∗ = argmin ∑ [λ `ce (yi , φ (xi ; W )) + (1 − λ )`sd (si , φ (xi ; W ))],
W
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Online Self-Acquired
Knowledge Distillation
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Figure 10: OSAKD Training Procedure: The input images are fed to the network, and for each
sample the predictions for belonging to each of the classes are produced. Subsequently, the soft
labels are computed based on the neighborhood of each sample. Then, the network is trained
at the same time using the cross entropy loss with the hard labels and using the distillation loss
with the produced soft labels.
where balances the importance between predicting the hard labels in yi and regressing the soft
labels in si .
Either Kullback-Leibler (KL) divergence or the Mean Squared Error (MSE) between the
soft labels, and the actual predictive vectors can be utilized to train the network. In this work,
we utilize MSE, which, for a sample i is formulated as follows:
`sd (zi , si ) = (zi − si )2 ,

(23)

where si is the C-dimensional soft label vector, and zi is the output of the softmax operation on
the C-dimensional network’s output, as defined in Eq. (11).
Simple SGD is utilized to train the model:
∆W = −η

ϑ `total
,
ϑW

(24)

where `total corresponds to the overall loss.
Consequently, the OSAKD training procedure is as follows. The input images are fed to the
network, and for each sample the predictions for belonging to each of the classes are produced.
Subsequently, the soft labels are computed based on the neighborhood of each sample, according to the procedure described above. Then, the network is trained using the cross entropy loss
with the hard labels, and concurrently using the distillation loss so as to regress the produced
soft labels, enforcing it to regard the similarity of each sample with the classes. The OSAKD
training procedure is also illustrated in Fig. 10
2.5.3

Performance evaluation

The experimental protocols, along with extensive performance evaluation experiments are provided in Appendix 7.2. Some experimental results on the well-known Cifar-10 dataset are provided in Table 13 and Figs. 13, validating the effectiveness of the proposed online distillation
method.
OpenDR

No. 871449

D4.1: First report on deep environment active perception and cognition

36/300

Table 13: Cifar-10: OSAKD method - Test Accuracy
Method
w/o OSAKD
OSAKD-8NN
OSAKD-16NN

(a) Mini-Batch: 32

Mini-Batch: 32
64.826% ± 0.573%
66.446% ± 1.045%
66.106% ± 0.0635%

Mini-Batch: 32
64.734% ± 0.654%
66.734% ± 0.086%
65.97% ± 0.733%

(b) Mini-batch: 64

Figure 11: Cifar-10: OSAKD method

2.6
2.6.1

Ensemble-based Neural Network Distillation
Introduction, objectives and summary of state of the art

In this Section we examine whether the unified training of multiple, specialized teachers with
different architectures and consequently diverse capabilities, could lead to a better student with
wide-ranging knowledge and better generalization skills, when knowledge distillation (KD) is
used. Until now, the KD methodology has only been applied using single teacher networks,
or ensemble networks with similar, unspecialized architectures. More specifically, [114] developed a framework with which they trained the teacher networks all at once. Though, their
teachers are unspecialized, which limits their effectiveness. [84] mentioned in their work that
it is possible to create specialized teachers, that everyone learns to distinguish a subset of the
classes and to collapse the rest in a “dustbin” class. They suggest not to use all the data for each
specialist, but to create smaller datasets enriched with more samples from the classes of their
specialty.
Based on these observations reported in the literature, we aim to examine whether a unified,
specialized, diverse ensemble network can learn how to deliver the knowledge of many different
aspects of a dataset, better than an unspecialized one consisting of teachers trained separately.
In contrast with previous works, we chose to use all the training samples, even when training
specialized teachers, in order to allow each model better fitting the input distribution. We also
include a dustbin class for handling all the classes for which each teacher does not specialize.
Furthermore, we suggest that there should be diversity in the teachers’ architecture and we also
demonstrate a specific way in which the classes used for training each separate teacher can
be selected. Finally, the proposed method leads to a more efficient training of the teachers’
ensemble, since compared to the literature [114], which train the teachers independently and
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Figure 12: Ensemble-based Neural Network Distillation: The teacher models become separate
branches of a large unified network. The large network receives the data D as an input and
distributes them in every Ti . Subsequently, each Ti predicts the classes of its specialization field
and an extra bucket class, which represents every other choice, unrelated to its specialization
field. A softmax-based layer is then used over each sub-model’s vector si , in order to produce
the probabilities pi . At that point, the probabilities of the identical classes which have been
chosen to be overlapped, are mean averaged. Finally, the distinct probability values ai are
concatenated, in order to receive the final prediction vector a of the USTE.
makes the process more time consuming and difficult, we employ a unified ensemble structure.
A summary of this work is provided hereafter. The corresponding technical report is listed
below, and can be found in Appendix 7.3:
• [267] A. Zaras, N. Passalis and A. Tefas, “Improving Knowledge Distillation using Unified Ensembles of Specialized Teachers”, Technical Report
2.6.2

Description of work performed so far

The purpose of specialized teachers is to provide a more robust knowledge representation, since
each one is stronger in its own field, consequently filling the students’ knowledge gaps easier
and leading to better generalization. At the same time, the employed unified, one-step training procedure can significantly reduce the training time, since one does not have to train each
teacher model separately. The developed framework allows for the perspective of the most
certain model to prevail, while at the same time it permits plurality of opinions, leading to
rich dark knowledge. We suspect that the dominant teacher is likely to be one of those whose
specialization relates to the correct class and therefore enhances its specialization ability even
more.
Each specialized teacher Ti , T = T1 , T2 , . . . , TN , N ∈ N+ is generated by training on the
available dataset D, which consists of sets of feature vectors and classes (x, y) ∈ X × Y , with
Ψ number of classes and produces a vector si = (si,1 , si,2 , . . . , si,Φ+1 )T which represents the
Φ ∈ N+ class predictions of its specialization field and an extra value si,Φ+1 which is called
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bucket and represents the rest of the Ψ − Φ class predictions, with:
KΨ
,
N
K ∈ N+ ,
KΨ mod N = 0
Φ=

(25)

K is called overlapping factor and represents how many times each class is predicted by a
different Ti , while at the same time making sure that there are no two teachers specialized at the
exact same classes, therefore:
Φ + 1 < Ψ ⇐⇒
KΨ
< Ψ − 1 ⇐⇒
N
K
<N
1
1−
Ψ

(26)

Although, a N > 2K is recommended in order to keep the teachers specialized. We also do
not want to degenerate the structure to each Ti predicting only one class, therefore the N < KΨ
relation should apply, consequently:
2K < N < KΨ

(27)

The softmax function is used over each sub-model’s vector si , in order to produce the probabilities pi where each probability pi, j is calculated as:
esi, j
pi, j = Φ+1 s
∑u=1 e i,u

(28)

Continuing, the vectors qi of the sequence Q = (q1 , q2 , . . . , qΨ ), where each qi consists of K
probabilities of the identical classes which have been chosen to be overlapped, are mean averaged and produce the values:
1 K
ai = ∑ Qi, j
(29)
K j=1
Finally, the distinct averaged probability values ai are concatenated, in order to receive the final
prediction vector a = (a1 , a2 , . . . , aΨ )T of the proposed Unified Specialized Teachers Ensemble
(USTE). All the teacher models T are trained simultaneously by means of a USTE, as demonstrated in Fig. 12.
2.6.3

Performance evaluation

The proposed method can indeed provide performance improvements over various other ensemblebased distillation methods, e.g., note that for the CIFAR-100 the accuracy increases over the rest
of the evaluated methods (Table 14). The experimental protocols, along with extensive performance evaluation experiments are presented in the technical report provided in Appendix 7.3.
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Table 14: Ensemble-based Neural Network Distillation:: Distillation accuracy on CIFAR-100
Method
Distillation from best teacher
Ensemble
Unified Ensemble
Specialized Ensemble
USTE

2.7
2.7.1

KD

nParams
Ratio (S/T )

0.6461
0.657
0.6641
0.6673
0.6714

0.9875
0.2307
0.2307
0.2488
0.2488

Deep Camera Control for Active Scene Understanding
Introduction, objectives and summary of state of the art

The progress witnessed in deep learning (DL) led to a number of impressive applications, which
often involve multi-modal data [117]. Among the most spectacular ones is Visual Question
Answering (VQA) [5, 269, 76], where a deep learning model must answer a textual question
that refers to a given image. VQA is among the most challenging deep learning applications,
since the model must correctly identify the region of the image that concerns the given question
and then process this information to provide the correct answer. This led to development of
many attention mechanisms which allow for processing only the information that is relevant to
the question at hand [252, 11, 139].
Despite the success of the aforementioned attention mechanisms, they suffer from a critical
limitation: the input visual data are analyzed at a fixed resolution despite the higher resolution
of the original images. As a result, most models are restricted at analyzing input images that
are smaller than 500 × 500 pixels, while many of them are still limited to less than half of this.
This process, despite allowing for reducing the computational complexity of the models by
processing lower resolution inputs, comes with several significant drawbacks. First, it restricts
the fidelity of the input, leading to loosing several fine grained details, especially for smaller
or thin objects that might end up covering only a few pixels after resizing the input images.
Furthermore, DL models are sensitive to the scale of the objects appearing in images. Therefore,
if the same object, but in a different size, appear in a novel image, the employed model might
fail to recognize it.
To this end, we propose a deep reinforcement learning (RL)-based active perception approach that can overcome the aforementioned limitations. More specifically, we propose keeping the resolution at which the analysis is performed fixed, which does not increase the computational cost of the analysis, but employing a methodology for first appropriately transforming
the input in order to maximize the accuracy of VQA. To this end, we employ a virtual camera
that can shot at different regions of the original input, simulating the effect of active perception feedback, allowing for a) performing fine-grained information analysis at the same cost
(for each frame processed by the VQA model), b) keeping only the information that is indeed
relevant to the provided question, and c) mitigating the effect of objects that appear at different
scales. The way the proposed method works is illustrated in Fig. 13. The virtual camera zooms
to the region (leaves of the trees) that concerns the given question. This allows for extracting
more fine-grained information, maximizing the confidence on the correct answer and increasing
VQA accuracy.
A summary of this work is provided hereafter. The corresponding paper is listed below, and
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Figure 13: Using active perception to increase the accuracy of VQA by controlling a virtual
camera to shot the region that is relevant to the given question, increasing the granularity of
information analysis
can be found in Appendix 7.4:
• [22] T. Bozinis, N. Passalis, A. Tefas, “Improving Visual Question Answering using Active
Perception on Static Images”, International Conference on Pattern Recognition, 2020
2.7.2

Description of work performed so far

Let x ∈ RH×W ×C denote an input image, where H denotes the height, W the width and C the
number of channels of the image. Also, let q denote the question that we want to answer.
Typically, word embedding models are used to acquire the encoded vector representation of
the question [175, 57]. The notation q ∈ RNw is then used to refer to the encoded question,
where Nw is the dimensionality of embedding space. In this work, we constrain our setup to the
commonly used multiple choice VQA, where the correct answer is selected over a collection
of NC possible answers. Note that this is without loss of generality, since the proposed method
can be also used for any other VQA setup [279]. Also, let X = {(xi , qi , ti )| ∀i = 1, . . . , N} be a
training set that consists of N training triplets of images, questions and correct answers, while
let fW (·) ∈ RNC denote a VQA model, where W are the trainable parameters of the model. The
VQA model fW (·) is trained by minimizing an appropriately chosen loss over the training set:
W = arg min
0
W

1 N
∑ L ( fW0 (xi, qi), ti) ,
N i=1

(30)

where L (·) is typically set to the cross-entropy loss, when a closed set of NC answers is
used [11]. In this work, we also use VQA models that return a probability distribution over
the available answers, e.g., by employing the softmax activation function. Also, following the
relevant literature [279, 252], a deep learning model is used to implement fW (·).
Using attention allows the model to extract only the information relevant to the given question [11, 252]. However, a critical limitation of this approach is that the analysis is performed
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at a fixed, typically low, resolution, even though the original images are usually of significantly
higher resolution, loosing finer details that might be useful for answering the question at hand.
In this work, we propose pre-processing the original images by applying a series of transformation operators A in order select a more appropriate view. This view should, provided the
limitations of the employed VQA model, e.g., input resolution, maximize the accuracy of VQA.
The transformation operations are the result of a virtual camera that is capable of “shooting” at
different regions of the original image, as well as altering its field of view. The camera has fixed
resolution, which is set to be equal to the resolution used by the model fW (·) for the analysis.
The following set of transformation operations are supported:
1. ale f t , which corresponds to horizontal translation of the field of view window to the left
by δT pixels,
2. aright , which corresponds to horizontal translation of the field of view window to the right
by δT pixels,
3. aup , which corresponds to the vertical translation of the field of view window up by δT
pixels,
4. adown , which corresponds to the vertical translation of the field of view window down by
δT pixels,
5. azoom−in , which corresponds to zooming-in (decreasing the field of view by δz %),
6. azoom−out , which corresponds to zooming-out (increasing the field of view by δz %),
7. anull , which corresponds to performing no transformation (this transformation should be
selected when the view is already optimal for answering the given question),
where δT is set to b0.1 · min(W, H)c and δz to 4%.
(t)
(t)
We aim to learn an appropriate model hWh (xi , qi ) ∈ A which, given the camera view xi
at time t and the question qi selects the most appropriate transformation from A in order to
minimize the loss provided in (30). Therefore, the parameters of the model can be learned by
solving the following optimization problem:
Wh = arg min
0
Wh



1 N
(NT )
L
f
(x
,
q
),
t
,
i
i
W
∑
i
N i=1

(31)

subject to
(t)

(t−1)

xi = at (xi

),

(t−1)
at = hWh0 (xi
, qi ),
(0)
and xi = xi ,

where NT is the total number of transformation operations applied. Note that fW (·) can be either
(N )
be a pre-trained model, or jointly optimized during this process. Note that the final image xi T
is the result of NT transformations, as dictated by the constraints of (31).
Directly solving the problem presented in (31) is intractable. Therefore, instead of directly
learning the parameters Wh to minimize (31), we employ a reinforcement learning approach to
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maximize the reward collected by an agent that controls the camera using the operations available in A . The employed reward function must express the optimization objective of (31), i.e.,
to increase the probability of the VQA model answering correctly. Based on this observation,
we defined the employed reward function as:
(t)

(t−1)

rt = [ fW (xi , qi )]c − [ fW (xi

, qi )]c ,

(32)

where the notation [ fW (·)]c is used to refer to the confidence of the correct answer. Therefore,
the agent acquires a positive reward when the VQA model fW (·) becomes more confident on
the correct answers after a control step. Otherwise, a negative reward is obtained. Note that for
datasets with multiple correct answers, such as [76], the answer that provides that maximum
increase in the confidence is used for calculating the reward.
The model hWh (·) can be optimized using any deep reinforcement learning method in order
to maximize the reward obtained through each control episode. In this work, we employed a
state-of-the-art Q-learning approach, the Rainbow [83], which provides an efficient way to fit an
estimator for the expected future discounted reward for each action at every time-step. This, in
turn, provides a straightforward way to implement hWh (·) by simply selecting the action that is
expected to yield the maximum future discounted reward. After analyzing the input image using
a visual information analysis network, we extract an attention-like feature map by calculating
the similarity u ∈ RHa ×Wa between visual and the textual modality as:
[u]i, j = [x̃]Ti, j (WT q) ∈ R

(33)

where the notations [u]i, j is used to refer to the element in the location (i, j) of attention map u,
WT is a linear translation layer that maps the textual space into the visual space, x̃ denotes the
feature map extracted from the visual information analysis module, while Ha ×Wa is the size of
the feature map x̃. Two fully connected layers, with a hidden layer consisting of 512 neurons,
that use the ReLU activation function, were used to implement both the value and advantage
streams, as suggested in [83].
Note that the agent is rewarded for any control action that will lead to increasing the confidence on the correct answer, regardless the time-step at which the action is performed. A side
effect of this is that the final action of the agent can be sub-optimal (since it only partly contributes to the total reward). To overcome this limitation, we propose not to choose the answer
with the highest probability in the last step, but the action with the highest average probability
over the course of each episode. In this way, the agent is less sensitive to noise, while takes
into account the behavior of the VQA model during the whole episode, lessening the effect of
potentially wrong control actions. Therefore, for an episode with NT control steps, the final
answer is calculated as:
"
#
NT
1
(t)
fW (xi , qi )  .
(34)
arg max 
∑
NT i=1
j
j

2.7.3

Performance evaluation

The experimental protocols, along with extensive performance evaluation experiments are presented in the paper provided in Appendix 7.4. We also report a qualitative evaluation which
demonstrates the effect of the proposed active perception approach in Fig. 14. Note that the
selected control action indeed lead to increasing our confidence on the correct answer, while
this behavior is also quantitatively verified in the results reported in Table 15.
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d) Question: Is the dog sleeping? - Answer: No

Figure 14: Deep Camera Control for Active Scene Understanding: Qualitative Evaluation Three episodes during the testing. The select transformation and confidence to the correct
answer is denoted in the upper part of each image.

Table 15: Deep Camera Control for Active Scene Understanding: Evaluation results on the
VQA 2.0 dataset
Method

OpenDR

Accuracy

Acc. Gain

Baseline
Confident Frame
Proposed

60.36
59.81
60.86

-0.55
0.5

Proposed (Best Frame)

66.68

6.32
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Few Shot Domain Adaptation via Graph Embedding

2.8.1

Introduction and objectives

The high performance of deep neural networks is highly dependent on the amount of data available used for training them. When data for a task in a target domain T is scarce, it is therefore
beneficial to utilise related data from a source domain S . The usage of parameter-based methods for transfer learning in visual tasks has gained popularity in tandem with the rise of the
benchmark performance on the ImageNet dataset [55]. Here, the pretrained source model is
simply fine-tuned on the scarce target data. Yet, performance can still be sub-optimal, due to
a domain shift between the source and target domains. If the assumption is made, that the
tasks relating to the source and target domains are the same, and that the domain shift is a covariate shift, i.e. a difference in data distributions between domains, a better approach is to
use Domain Adaptation methods where the source and target data are mapped to a common,
domain-invariant subspace. The few shot supervised setting of Domain Adaptation, where all
data is labelled but there are very few samples available from the target domain, is the focus
of our strain of work in this field, where we have proposed a novel using a Graph Embedding
objective to align domains. In a fair comparison, our methods surpass or perform on par with
current state of the art methods, while they provide an easy way to incorporate prior domain
knowledge in efficiently training the model.
A summary of the state of the art and our work is provided hereafter. The corresponding
papers are listed below, and can be found in Appendices 7.6 and 7.7:
• [154] L. H. Morsing, O. A. Sheikh-Omar and A. Iosifidis, “Supervised Domain Adaptation using Graph Embedding”, International Conference on Pattern Recognition, 2020
• [153] L. H. Morsing, O. A. Sheikh-Omar and A. Iosifidis, “Supervised Domain Adaptation: A Graph Embedding Perspective and a Rectified Experimental Protocol”, arXiv
preprint, arXiv:2004.11262
2.8.2

Summary of state of the art

In order to align the latent-space representations of the source and target domains, a commonly
used approach is to take a image classification model that was pretrained on ImageNet, and let
source and target data pass though all but the classification layer to produce a set of latent-space
features. Based on the corresponding labels for these features, a domain adaptation loss designed to align the domains is used alongside cross-entropy losses for source and target data. A
depiction of the architecture is shown in Fig. 15. Multiple works have utilised variations on this
architecture to produce efficient domain adaptation: In Classification and Contrastive Semantic
Alignment (CCSA) [156], a contrastive loss was employed, which puts a penalty on differentclass samples of different domains that are within a distance margin, and encourages same-class
samples of different domains to have a small distance in the latent space. In [231], a domain
classifier produces a domain confusion loss for each sample independently. Koniusz et al. [110]
use the squared norm of the difference between scatter tensors for each class to produce to produce a domain alignment. In Domain Adaptation using Stochastic Neighborhood Embedding
(d-SNE) [282], they derive a modified Hausdorffian distance, which maximise distance of the
closest different-class different-domain pair in each batch, and minimise the the distance between the furthest same-class different domain pairs. The constastive loss of CCSA is extended
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Figure 15: Two stream architecture for Supervised Domain Adaptation. Samples from source
and target domains, XS and XT are processed separately through a CNN feature extractor
ϕn , to produce latent representation ΦS and ΦT . These give rise to domain adaptation loss
Ldomain , computed from the discrepancy between the two, and separate cross-entropy losses
Lce from the classification performance in each stream.
with an additional Neural Embedding Matching (NEM) loss, matching local neighbours before
and efter the feature extraction, in [244].
2.8.3

Description of work performed so far

In our work, we propose to perform Domain Adaptation via Graph Embedding, by aligning
the latent-space representation of the domains by maximising between-class separability and
minimising same-class distance using a trace-ratio objective.
Defining an adjacency matrix W that encodes the (weighted) pairwise similarity of samples,
and W p that encodes pairwise dissimilarity, it is known from Graph Embedding, that the optimal
embeddings z∗ can be found using the graph preserving criterion [255]:
z∗ = argmin ∑ zi − z j
z> Bz=c

i6= j

2
W(i, j)
2

= argmin z> Lz

(35)

z> Bz=c

Here, c is a constant, L = D − W and B = D p − W p are N × N graph the intrinsic and penalty
(i, j)
Laplacian matrices, and D = ∑ j W(i, j) and D p = ∑ j W p are the corresponding (diagonal)
Degree matrices.
h
i
(b)
(b)
Given a mini-batch b of input data from the source and target domains XS , XT , one
way to construct an embedding
is by subjecting
it to a deep neural network, ϕn . Denoting this
h
i
(b)
(b)
embedding by Φb = ϕn (XS ), ϕn (XT ) , we can define a general trace-ratio loss for aligning
domains:

Tr Φb Lb Φ>
b
,
(36)
LDAGE =
Tr Φb Bb Φ>
b
where Lb and Bb are the intrinsic and penalty Laplacian matrices for the batch b. The behaviour
of the embedding is defined by the choice of similarity and penalty matrices W and W p . A
very simple rule, which is inspired by Linear Discriminant Analysis, is to specify an edge in the
intrinsic matrix when samples in different domains have the same class, and conversely specify
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Table 16: Macro average classification accuracy (%) on the supervised adaptation setting of
Office-31. Top rows: Results using the traditional experiment setup. Bottom rows: Results
when using the rectified experiment setup. Unless stated otherwise, the convolutional layers
of a VGG-16 pretrained on imagenet network were used for feature-extraction. The results are
reported as the mean and standard deviation across five runs.

Traditional

66.6 ± 3.0
71.4 ± 2.0
86.1 ± 1.2
86.3 ± 0.8
84.8 ± 2.1
86.5 ± 2.5
85.9 ± 2.8

A →W

FT-Source [153]
FT-Target [153]
D.C.+S.L. (CaffeNet) [231]
So-HoT (AlexNet) [110]
CCSA [153]
d-SNE [153]
DAGE-LDA [153]

Rectified

A →D

59.8 ± 2.1
74.0 ± 4.9
82.7 ± 0.8
84.5 ± 1.7
87.5 ± 1.5
88.7 ± 1.9
87.8 ± 2.3

CCSA [155]
86.4 ± 2.5 84.5 ± 2.1
d-SNE [155]
84.7 ± 1.3 82.3 ± 2.4
DAGE-LDA [155]
85.4 ± 2.6 84.3 ± 1.7
DAGE-LDA (ResNet-50) [155] 90.8 ± 0.9 90.9 ± 1.8

D →A

42.8 ± 5.2
56.2 ± 3.6
66.2 ± 0.3
66.5 ± 1.0
66.5 ± 1.9
65.9 ± 1.1
66.2 ± 1.4

D →W

92.3 ± 2.8
95.9 ± 1.2
95.7 ± 0.5
95.5 ± 0.6
97.2 ± 0.7
97.6 ± 0.7
97.9 ± 0.6

W →A

44.0 ± 0.7
50.2 ± 2.6
65.0 ± 0.5
65.7 ± 1.7
64.0 ± 1.6
63.9 ± 1.2
64.2 ± 1.2

W →D

98.5 ± 1.2
99.1 ± 0.8
97.6 ± 0.2
97.5 ± 0.7
98.6 ± 0.4
99.0 ± 0.5
99.5 ± 0.5

65.5 ± 1.2 97.5 ± 0.9 60.8 ± 1.5 98.4 ± 1.0
65.1 ± 0.9 98.2 ± 0.4 59.9 ± 1.6 99.7 ± 0.4
64.9 ± 1.2 98.0 ± 0.3 65.5 ± 1.2 98.7 ± 0.5
70.7 ± 0.9 98.9 ± 0.4 70.3 ± 1.7 99.2 ± 0.5

an edge in the penalty graph when classes differ:
(
1, if yi = y j and Di 6= D j
W(i, j) =
0, otherwise
(
1, yi 6= y j and Di 6= D j
(i, j)
Wp =
0, otherwise

Avg.
67.4
74.5
82.2
82.7
83.1
83.6
83.6
82.2
81.6
82.8
86.8

(37)
(38)

In our subsequent experiments, we denote this simple method as DAGE-LDA.
In an extension of our work in [153], we go on to analyse previous state of the art methods
in [155], showing that they can also be readily expressed as Graph Embeddings. Moreover, we
identify fundamental issues with the common experiment setup for supervised few-shot domain
adaptation, and propose a rectified experiment protocol. For additional details on this, we refer
the reader to Appendix 7.7.
2.8.4

Performance evaluation

The performance of the method is evaluated on the Office-31 datasets [195], which is a collection of three datasets containing labelled images of object from an office setting. The three
datasets contain images from Amazon (A ), images taken using a webcam (W ), and images
taken with a DSLR camera (D). Using 8 samples per class from the source domain (20 in case
of A as source), and 3 samples per class for the target domain, the task is to achieve high classification accuracy on a held out target data test set. In the experiments, we reevaluated former
state of the art methods CCSA and d-SNE using the same computational budget for hyperparameter optimisation as for our method, DAGE-LDA, and conducted the the experiments using
both the traditional and rectified setups. The results are presented in Table 16, and show that
DAGE-LDA surpasses of performs on par with the other methods on average.
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Class Mean Vector Discriminant Learning

2.9.1

Introduction and objectives

Following a Transfer Learning setting in multi-class classification problems, image representations obtained by deep neural networks pre-trained on large datasets are expected to form
classes that can be effectively discriminated by statistical methods. The selection of the discriminant directions to be used for representing the input images in a low-dimensional feature
space is commonly performed based on variance criteria formulated as eigenanalysis problems.
We Proposed Component Analysis and its Discriminant Analysis counterpart that formulate the
problem as a regression to the corresponding class mean vectors. Extensive theoretical analysis
on the properties of the proposed methods reveals attractive properties with respect to their ability to incorporate class statistical properties in the learning process. Extension of the proposed
methods to efficient solutions using approximate schemes were also proposed. Experimental
results also demonstrate their ability to perform on par with related methods.
A summary of the state of the art and our work is provided hereafter. The corresponding
paper is listed below, and can be found in Appendix 7.8:
• [94] A. Iosifidis, “Class Mean Vector Component and Discriminant Analysis”, Pattern
Recognition Letters, vol. 140, pp. 207-213, 2020
2.9.2

Summary of state of the art

Statistical methods, like kernel-based methods, have been very effective in classification problems. They are based on a nonlinear mapping of the original data representations to a feature
space of (usually) increased dimensionality and solve an equivalent (but simpler) problem using a simple (linear) method for the transformed data. The data representations in the feature
space are implicitly obtained by expressing their pair-wise products stored in the so-called kernel matrix K ∈ RN×N , where N is the number of samples forming the problem at hand. The
expressive power of K and its resulting basis has also been used in problems requiring representation learning [145] and transfer learning [253]. However, the selection of the kernel subspace
is crucial for the performance of the proceeding processing steps, as discarding information
related to the problem at hand at the initial processing steps would lead to low performance.
Standard approaches for selecting this subspace include kernel Principal Component Analysis
(kPCA), kernel Entropy Component Analysis (kECA) [98] and Kernel Discriminant Analysis
(KDA), each selecting different projection directions. However, application of these methods on
large-scale datasets is computationally intensive. We proposed a new criterion of defining the
subspace of the kernel space and we provide an extensive analysis of the connections and differences between the proposed criterion and those used in (uncentered) kPCA, kECA and KDA.
We show how the proposed criterion can be efficiently combined with kernel approximation
and randomization methods for performing kernel subspace learning on large data sets.
2.9.3

Description of work performed so far

Let us denote by S = {Sc }Cc=1 a set of D-dimensional vectors, where Sc = {xc1 , . . . , xcNc } is the
set of vectors belonging to class c. In kernel-based learning [160], the samples in S are mapped
to the kernel space F by using a nonlinear function φ (·), such that xi ∈ RD → φ (xi ) ∈ F , i =
1, . . . , N, where N = ∑Cc=1 Nc . Since the dimensionality of F is arbitrary (virtually infinite),
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the data representations in F are not calculated. Instead, the non-linear mapping is implicitly
performed using the kernel function expressing dot products between the data representations
in F , i.e. κ(xi , x j ) = φ (xi )T φ (x j ). Using the definition of the kernel matrix, i.e. K = ΦT Φ, and
its PSD property, we can determine a subspace of the corresponding kernel space F . This can
1
be done by its spectral decomposition K = UΛUT , leading to Φ̃ = [φ 1 , . . . , φ N ] = Λ 2 UT , where
Λ = diag(λ1 , . . . , λN ) and U ∈ RN×N are the eigenvalues and the corresponding eigenvectors of
K. Thus, an explicit nonlinear mapping from xi ∈ RD to φ i ∈ RN is defined, such that the d-th
dimension of the training data is:
p
(39)
[Φ̃]d = λd uTd ,

where λd is the d-th largest eigenvalue of K and ud is the corresponding eigenvector. After
sorting the eigen-vectors based on the size of either the eigenvalues, or the entropy values, the
l-th dimension of a samples x j in the kernel subspace is obtained by:
− 12 T
ul k j ,

[y j ]l = λl

(40)

where k j ∈ RN is a vector having elements [k j ]i = κ(xi , x j ), i = 1, . . . , N. We make the assumption that classes in F are unimodal. We express the distance between classes k and m
by:
d(ck , cm ) = kmk − mm k22 ,
(41)

where mc is the mean vector of class cc in F . Since d(ck , cm ) is calculated by using elements
of the kernel matrix K, i.e. d(ck , cm ) = [kk ]k − 2[kk ]m + [km ]m , we exploit the spectral decomN
position of K and express the mean vectors
p in the effective kernel subspace, i.e., mc ∈ R with
their d-th dimension equal to [mc ]d = λd uTd ec , where ec ∈ RN is the indicator vector for class
c having elements equal to [ec ]i = 1/Nc for φ i ∈ Sc , and [ec ]i = 0 otherwise. Then, d(ck , cm )
takes the form:
d(ck , cm ) =

N

∑ λd uTd ek − uTd em

d=1

2

=

Nk + Nm N
∑ λd cos2(ud , ek − em).
Nk Nm d=1

(42)

From the above, it can be seen that the eigen-pairs of K maximally contributing to the distance
between the two class means are those with a high eigenvalue λd and an eigenvector angularly
aligned to the vector ek − em .
We express the weighted pair-wise distance between all C classes in S by:
C

D=

C

∑∑

k=1 m=1

pk pm d(ck , cm ) =

N

∑ λd Dd

(43)

d=1

where each class contributes proportionally to its cardinality pc = Nc /N, c = 1, . . . ,C. To
define the subspace RM of the kernel space F that maximally preserves the pair-wise distances between the class means in the kernel space, we keep the M eigen-pairs minimizing
∆D = (D − D1:M )2 , where D1:M is defined as the weighted pair-wise distance between all C
classes in S when using the M selected eigen-pairs, i.e. using (43):
D1:M =

N

∑ αd λd Dd

(44)

d=1

where αd = 1 if dimension d is selected and αd = 0 otherwise.
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A supervised extension of the above method is obtained by exploiting its connection to
T
KDA, as is described in Appendinx 7.8. Given a kernel matrix K̃ = Φ̃ Φ̃, where ˜ is whitened,
application of CMVCA requires eigen-decomposition of K̃ for calculating the eigen-vectors
ud , d = 1, . . . , N and the corresponding eigenvalues λd to be used for weighting the dimensions
of the kernel subspace based on (43). K̃ has all its eigenvalues equal to λd = 1, d = 1, . . . , N
and, thus, its eigenvectors form the axes of an arbitrary basis, i.e.:

T
T
,
u
u
=
1,
u
u
=
0,
i
=
6
j
.
(45)
{ud }N
i
j
i
i
d=1

Such basis can be efficiently calculated by applying an orthogonalization process (e.g. Cholesky
decomposition) starting from a vector belonging to the span of
√ Φ̃. The vector e is such a vector
and, thus, can be used for generating the basis. The vectors Nc ec , √
c = 1, . . . ,C belong to the
span of Φ̃ and also satisfy the two properties, i.e., Nk eTk ek = 1 and Nk Nm eTk em = 0, k 6= m.
Thus, they can be selected to form the first C eigenvectors of K̃.
2.9.4

Performance evaluation

The proposed method was evaluated on four datasets, namely the MNIST, AR, 15 scene and
MIT indoor datasets. We used to approaches for speeding up the processing in large datasets,
i.e. the approximate kernel subspace learning method in [95] and the randomized kernel approximation in [185]. The experimental protocols, along with performance evaluation experiments
are presented in Appendix 7.8.

2.10

Fast Few-shot Learning with Weight Imprinting

2.10.1

Introduction, objectives and summary of state of the art

The development of advanced Graphics Processing Units (GPUs) [237], as well as Tensor Processing Units (TPUs) [102], allowed for accelerating both the training and inference processes,
as well as lowering the energy requirements of DL. However, most of these accelerators remain
too bulky for many embedded applications, including robotics [210] and Internet-of-Things
(IoT) applications [124], leading to developing extremely energy efficient hardware for accelerating only the inference process, such as Edge TPUs [89]. These platforms can lead to
tremendous improvements in terms of operations/Watt. However, being designed to support
inference-only operations, they are unable to support back-propagation, rendering impossible to
perform on-device training. These limitations severely restrict their applications on open-word
settings, which frequently occur in many applications, e.g., robotics [96], where DL models
should be able to promptly adapt to emerging categories that were not seen during the training.
This problem is known as few-shot learning or low-shot learning [113, 207, 78], where models
are required to learn new categories and generalize the already encoded knowledge using just a
few labeled examples.
Despite the large number of few-shot learning methods proposed in the literature [113, 207,
78, 243], just a few of them support inference-only DL accelerators. Perhaps the most widely
known is the Weight Imprinting (WI) approach [182], which was recently proposed as the default way to perform training on the Google’s Edge TPU accelerator. WI allows for extending
the classes a DL model can recognize by performing gradient descent-free learning. To this
end, an appropriate vector prototype is calculated for each novel class and, then, this prototype
vector is imprinted in the last classification layer of a DL model. Note that this process does not
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require back-propagating any gradients through the network, while the required calculations
can be efficiently performed using an embedded CPU, rending the whole process extremely
efficient.
However, WI suffers from significant limitations, that hinders its application in many realworld cases. First of all, WI implicitly assumes that the distribution of the features extracted
from the DL model for novel categories will be unimodal. While this assumption usually holds
for the distribution of classes for which the DL model was trained, there is no guarantee that
this will hold for novel categories, which were never presented to the network during the training process. Furthermore, the impact of the training process on the actual performance on the
network during few-shot learning has not been adequately examined in existing literature. More
specifically, there seems to be a direct connection between maintaining the variance of the embeddings around the prototypes and the generalization abilities of a representation/model on
unknown classes. This is not a surprising result, since it is well known that overfitted representations almost always lead to worse generalization (after a certain point) [209, 170, 169]. This
naturally leads us to the following question: Is it possible to design a representation in which
the variance around the prototypes will be deliberately controlled to achieve the perfect balance
between overfitting and underfitting instead of relying on early-stopping, implicit regularization or other heuristics to maintain enough variance? Also note that maintaining the variance
will allow more information about the in-class similarities/dissimilarities to be encoded in the
resulting representation.
To this end, we proposed a novel weight imprinting method, which is capable of overcoming the aforementioned limitations. To this end, the proposed method learns a regularized
embedding by maintaining the variance around the prototypes in a structured way. The proposed approach provides an effective a way to directly handle novel categories with multimodal
distributions, as well as natively supports few-shot learning.
A summary of this work is provided hereafter. The corresponding papers are listed below,
and can be found in Appendices 7.5 and 7.9:
1. [167] N. Passalis, A. Iosifidis, M. Gabbouj and A. Tefas, “Hypersphere-Based Weight
Imprinting for Few-Shot Learning on Embedded Devices”, IEEE Transactions on Neural
Networks and Learning System, 2020
2. [168] N. Passalis, A. Iosifidis, M. Gabbouj and A. Tefas, “Robust Hypersphere-based
Weight Imprinting for Few-shot Learning”, European Signal Processing Conference, 2020
2.10.2

Description of work performed so far

First, we will describe the proposed imprinting-aware training process. Let φ (x) ∈ Rm be the
output of a neural network, where m is the dimensionality of the embeddings extracted from the
network, when presented with an input sample x. Also, let wi be the prototype vector for the
i-th class used during the training process and Xi be the set of samples that belong to the class i.
Then, to ensure that the embeddings will be uniformly distributed around each class prototype
wi ∈ Rm we define the appropriate class-induced loss as:
Lc =

1 NC
∑ ∑ (||φ (x) − wl ||2−αr)2 ,
N l=1
x∈X

(46)

l

where N is the total number of training samples, NC is the total number of training classes, ||·||2
denotes the l 2 norm of a vector and α ∈ [0, 1] is a number drawn uniformly from the range [0...1].
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During the optimization a different random value is drawn for α for each sample and iteration,
leading to a uniform distribution of the embeddings within a radius r from each wi . Even
though this process does not ensure that the full space around wi will be occupied, it ensures
that the embeddings will be sampled uniformly at various radiuses around the corresponding
center, significantly improving the generalization abilities of the representation. Furthermore,
to further model the uncertainty regarding the class prototypes, we can use Gaussian noise to
corrupt the prototypes as:
w̃i = wi + N (0, σ ).
(47)
At the same time, each prototype wi is required to be at a distance of at least ρ from each
other prototype (to ensure that there is no overlapping between the hyperspheres that enclose
the embeddings of each class). To this end, we also define the prototype loss as:
Lp =

NC
NC
1
∑ ∑ max(0, ρ − ||wi − w j ||2).
NC (NC − 1) i=1
j=1,i6= j

(48)

Therefore, the model parameters, along with the prototypes, are optimized during the training
to minimize the following loss:
L = Lc + γL p ,
(49)
where γ is a hyper-parameter parameter that alters the weight of the prototype loss.
Classification and Few-shot Learning: To classify an input sample we can directly choose
the class that corresponds to the prototype with the smaller distance to the extracted embedding
φ (x). The network can be used in a similar fashion as a one trained using the softmax activation simply by using a final classification layer that calculates the membership value for each
prototype/class probabilities as:
pi (x) =

1
.
1 + ||φ (x) − wi ||2

(50)

It is worth noting that the probability distribution can be smoothed or sharpened by appropriately transforming it, e.g., using the softmax function with appropriately tuned temperature, if
needed.
To perform few-shot learning we can simply augment the final classification layer with an
additional prototype vector wn calculated as:
wn =

1
∑ φ (x),
|Xn | x∈X
n

(51)

where Xn is the set that contains the training samples for the novel category. Note that similarly
to regular WI, no gradient descent-based optimization is required for extending the classifier to
support novel classes. However, the regularized nature of the learned feature space leads to
significantly better performance compared to regular WI.
Detecting and handling multimodal novel categories: There are several ways to detect if
the distribution of a novel class is indeed multimodal. To this end, we propose using a quite
simple, yet effective way: we propose directly detecting multimodal categories by clustering
the embedding vectors extracted for a novel category. If we detect centers that are at distance
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Table 17: Fast Few-shot Learning with Weight Imprinting: AwA2 - Evaluating the accuracy of
imprinting methods on the combined novel and training categories split.
Method

1-shot

2-shot

5-shot

WI
Proposed

51.03 ± 3.71
56.14 ± 2.70

61.33 ± 2.73
70.16 ± 2.63

75.23 ± 1.85
77.85 ± 1.84

greater than r (or any other user-defined threshold) from each other, then a hypersphere with
radius of r cannot enclose the embeddings of the novel class. To address this, we can simply
add one or more prototypes (according to the number of centers that are at distance greater than
r) to model the distribution of the novel class. In this way, one class can be represented using
more than one prototype. On the other hand, if the centers of the clusters are within a radius
of r, then we assume that proposed classification scheme can directly handle the distribution of
the novel class (even though there is no guarantee that the distribution is not multimodal).
2.10.3

Performance evaluation

The proposed method leads to significant performance improvements over the baseline weight
imprinting approach (WI), as we demonstrated using various experiments, including experiments on the challenging Animals with Attributes (AwA) 2 dataset, reported in Table 17. The
experimental protocols, along with extensive performance evaluation experiments are presented
in the papers provided in Appendices 7.5 and 7.9.

2.11

Quadratic Mutual Information Modeling for Efficient Hashing

2.11.1

Introduction, objectives and summary of state of the art

Many supervised hashing methods have been proposed in recent years [46, 54, 142, 263, 34,
202]. However, most of these methods do not employ an information-theoretic modeling of the
process of information retrieval. Instead, they directly optimize various proxies for the problem
at hand. For example, many methods employ the pairwise distances between the images [249,
112, 284], or are based on sampling triplets that must satisfy specific relationships according
to the given ground truth [270, 275]. On the other hand, information-theoretic measures, such
as entropy and mutual information [181], have been proven to provide robust solutions to many
machine learning problems, e.g., classification [181]. However, only a few steps towards using
these measures for supervised hashing tasks have been made so far [30].
In this Section, we argue that mutual information (MI) can naturally model the process
of information retrieval, providing a solid framework to develop retrieval-oriented supervised
hashing techniques. Even though MI provides a sound formulation for the problem of information retrieval, applying it in real scenarios is usually intractable, since there is no fast way to
calculate the actual probability densities, which are involved in the calculation of MI. The great
amount of data as well as their high dimensionality further complicate the practical application
of such measures.
Motivated by these observations, we proposed a deep supervised hashing algorithm that
optimizes the learned codes using a variant of an information-theoretic measure, the Quadratic
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Mutual Information (QMI) [219]. To derive a practical algorithm that can scale to large datasets:
1. We adapt QMI to the needs of supervised hashing by employing a similarity measure
that leads to higher precision in retrieval applications. This gives rise to the proposed
Quadratic Spherical Mutual Information (QSMI).
2. We propose using a more smooth optimization objective employing a square clamping
approach. This allows for significantly improving the stability of the optimization, while
reducing the risk of converging to bad local minima.
3. We adapt the proposed approach to work in batch-based setting by employing a method
that dynamically estimates the prior probabilities, as they are observed within each batch.
In that way, the proposed method can scale to larger datasets.
A summary of this work is provided hereafter. The corresponding paper is listed below, and
can be found in Appendix 7.10:
• [172] N. Passalis and A. Tefas, “Deep Supervised Hashing using Quadratic Spherical
Mutual Information for Efficient Image Retrieval”, International Conference on Pattern
Recognition, 2020.
2.11.2

Description of work performed so far

Let Y = {y1 , y2 , ..., yN } be a collection of N images, where yi ∈ Rn is the representation of the ith image extracted using an appropriate feature extractor, e.g., a deep neural network. Also, note
that even though the term “information need” is used to described a textual query in traditional
Information Retrieval [196], in this Section we use this term to describe any possible need
that arises from a user’s query, which is not necessarily limited to textual queries. Therefore,
without loss of generality, we focus on the case of content-based image retrieval (CBIR) [121],
where each information need is expected by an image query. The problem of information
retrieval can be then defined as follows: Given an information need q retrieve the images of
the collection Y that fulfill this information need and rank them according to their relevance
to the given information need. Since this work focuses on content-based information retrieval,
the information need q is expressed through a query image, which is usually not part of the
collection Y .
To be able to measure how well an information retrieval system works, a ground truth set
that contains a set of information needs and the corresponding images that fulfill these information needs is usually employed. Let M be the number of information needs Q = {q1 , q2 , ..., qM }.
(i) (i)
(i)
(i)
Then, for each information need qi , a set of images Qi = {y1 , y2 , ..., yNi }, where y j ∈ Rn is
the representation of the j-th image that fulfills the i-th information need, is given. Please note
that the notation y j is used to refer to the representation of the j-th image (out of N images) of
(i)
the dataset, while the notation y j is used to refer to the representation of the j-th image (out
of Ni images) that fulfills the information need qi . We use this overloaded notation to simplify
the presentation of the proposed approach. Also, note that since all images contained in Qi fulfill the same information need, they can be all used as queries to express the information need
qi . However, there are also other images, which are usually not known beforehand, which also
express the same information need and they can be also used to query the database. The distribution of the images that fulfill the i-th information need can be modeled using the conditional
probability density function p(y|qi ).
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Let Y be a random vector that represents the images and Q be a random variable that
represents the information needs. The Shannon’s entropy of information needs, which expresses
the uncertainty regarding the information need that a randomly sampled image fulfills, is defined
as [181]:
H(Q) = − ∑ P(q)log(P(q)),
(52)
q

where P(q) is the prior probability of the information need q, i.e., the probability that a random
image of the collection fulfills the information need q. Note that above definition implicitly
assumes that the information needs are mutually exclusive, i.e., ∑q P(q) = 1, or equivalently,
that each image satisfies only one information need. This is without loss of generality, since
it is straightforward to extend this definition to the general case, where each image can satisfy
multiple information needs, e.g., by measuring the entropy of each information need separately:


(53)
H(Q) = − ∑ P(q)log(P(q)) + (1 − P(q))log(1 − P(q)) .
q

To simplify the presentation of the proposed method, we assume that the information needs
are mutually exclusive. Nonetheless, the proposed approach can be still used with minimal
modifications, even when this assumption does not hold.
When the query vector is known, then the uncertainty of the information need that it fulfills
can be expressed by the conditional entropy:
!
Z
H(Q|Y ) = −

y

p(y)

∑ p(q|y)log(p(q|y))
q

dy.

(54)

Mutual information is defined as the amount by which the uncertainty for the information needs
is reduced after observing the query:
I(Q, Y ) = H(Q) − H(Q|Y )
Z
p(q, y)
)dy
= ∑ p(q, y)log(
P(q)p(y)
q y

(55)

It is desired to maximize the MI between the representation of the images Y and the information needs Q, since this ensures that the uncertainty regarding the information need, which a
query image expresses, is minimized. However, it is usually intractable to directly calculate
the required probability density p(y|qi ) and the corresponding integral in Eq. (55), limiting the
practical applications of MI.
Quadratic Mutual Information: When the aim is not to calculate the exact value of MI,
but to optimize a distribution that maximizes the MI, then a quadric divergence metric, instead
of the Kullback-Leibler divergence, can be used. Despite its advantages. QMI still suffers
from several limitations: For example, QMI involves the calculation of the pairwise similarity
matrix between all the images of a collection. This quickly becomes intractable, as the size of
the collection increases. Also, selecting the appropriate width for the Gaussian kernels is not
always straightforward, as a non-optimal choice can distort the feature space and slow down
the optimization. To overcome these limitations, we propose the Quadratic Spherical Mutual
Information (QSMI). Instead of relying on the Euclidean distance between two samples, as in
OpenDR

No. 871449

D4.1: First report on deep environment active perception and cognition

55/300

the regular QMI, the angle between two samples is used. In this case, the Gaussian distribution
can be replaced with an appropriate circular distribution, e.g., the von Misses distribution [65].
However, such distributions significantly complicate the process of deriving efficient solutions
for calculating QMI. Instead of this, the proposed QSMI directly replaces the Gaussian kernel,
used for calculating the similarity between two images in the information potentials, with the
cosine similarity:


yT1 y2
1
+1 ,
(56)
Scos (y1 , y2 ) =
2 ky1 k2 ky2 k2
where k·k2 is the l 2 norm of a vector. In that way, we maintain the computationally efficient
QMI formulation and avoid the need for manually tuning the width parameter of the Gaussian
kernel. It is worth noting that the proposed QSMI method is not mathematically equivalent
to replacing the Gaussian-based density estimation with cosine-based kernels. Instead, it is
inspired by the QMI formulation, employing the convenient properties of Gaussian kernels
to extract an efficient closed-form estimation, which is then substituted by a different kernel.
Therefore, QSMI is defined as:
cos
cos
cos
ITcos (Q, Y ) = VIN
(Q, Y ) +VALL
(Q, Y ) − 2VBTW
(Q, Y ),

where

1 M Nk Nk
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!
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(57)

(58)
(59)

(60)

Note that instead of directly optimizing the QSMI, we propose using a “square clamp” around
the similarity matrix S, smoothing the optimization surface, as we further explain in Appendix 7.10,
while we also employ an adaptive way to adjust the calculations using the in-batch priors instead
of relying on the statistics of the whole dataset.
2.11.3

Performance evaluation

The proposed method leads to significant performance improvements, compared to several
state-of-the-art hashing approaches, as demonstrated in Table 18. The experimental protocols,
along with extensive performance evaluation experiments are presented in the paper provided
in Appendix 7.10.
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Table 18: Quadratic Mutual Information Modeling for Efficient Hashing: CIFAR10 Evaluation
- Comparison with other state-of-the-art approaches (the mAP for different hash code lengths
is reported)
Method
DNNH
DSH
DPSH
HashNet
HashGAN
PGDH
MIHash
QSMIH

Source

16 bits

32 bits

64 bits

[263]
[263]
[263]
[263]
[34]
[263]
[202]
[172]

0.555
0.689
0.646
0.703
0.668
0.736
0.760
0.762

0.558
0.691
0.661
0.711
0.731
0.741
0.776
0.776

0.623
0.716
0.686
0.739
0.749
0.762
0.761
0.780

2.12

Subset Sampling for Efficient Progressive Neural Network Learning

2.12.1

Introduction and objectives

Progressive Neural Network Learning (PNNL) [90, 281, 38, 40, 107, 223, 224, 221] aims to
build the network’s topology incrementally depending on the training set given for the specific
problem at hand. This learning paradigm is especially useful in robotic applications since different robots have different hardware configurations and thus, having different computation power.
Given a target computational budget for operating a task, progressive neural network learning
algorithms seek to find the most compact and the best performing neural network architectures
that can solve the given learning problem. In order to do so, any PNNL algorithm starts with a
minimal network topology and then, at each incremental training step, a PNNL algorithm adds
a new set of neurons to the existing network topology and optimizes the new synaptic weights
using the entire training set. A PNNL algorithm often stops expanding the network architecture
when the learning performance saturates in order to achieve solution compactness. Throughout
the network’s topology progression, the number of times the PNNL algorithm iterates through
the entire training set is very high. Although being capable of generating very compact neural networks for deployment, this approach leads to an enormous computational cost and long
training process, especially for large datasets.
When building a learning system, the development process often requires running multiple experiments to select the best values for the hyper-parameters associated with the learning
model. For neural networks, such hyper-parameters correspond to the values used e.g. for the
weight decay coefficient, or the dropout percentage. In existing PNNL algorithms, the value associated with each hyper-parameter is fixed throughout the entire training process, and the best
combination of the hyper-parameter values is usually selected by following a grid search strategy training multiple models each corresponding to a different combination of hyper-parameter
values. This process of hyperparameter validation is highly unoptimal since all parameters in
the network share the same hyperparameters’ values.
In order to overcome the two limitations discussed above in PNNL algorithms, our work in
this section makes the following contributions:
• We propose to perform the optimization of each incremental training step using only a
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subset of the training data and evaluate different strategies to perform subset selection,
giving insights into this approach. By training different blocks of the neural network with
different subset of the training data, we encourage the development of neurons that are
specific to the patterns resided within the subset.
• In addition to the subset sampling technique, we propose to incorporate the hyper-parameter
selection process into each incremental training step, enabling adaptive hyper-parameter
assignment during the network’s topology progression process. Coupled with the speed
up gained from subset sampling, this further accelerates the overall training process and
improves generalization performance as indicated by our experimental results.
A summary of this work is provided hereafter. The corresponding publications are listed below,
and can be found in Appendix 7.11:
1. [220] D. T. Tran, M. Gabbouj, A. Iosifidis, “Subset Sampling for Progressive Neural
Network Learning”, IEEE International Conference on Image Processing 2020.
2.12.2

Summary of state of the art

Progressive Learning: In Progressive Neural Network Learning (PNNL), an algorithm starts
with an initial network topology and gradually increases the capacity of the model by adding
and optimizing new blocks of neurons following an iterative optimization process [90, 281,
38, 40, 107, 223, 224, 221, 222, 225]. When a new set of neurons is added to the current
network topology, different PNNL algorithms determine different rules to form new synaptic
connections from the new neurons to the existing ones. For example, in I-ELM [90] and BLS
[40], the progression strategies only allow the algorithms to learn networks with one and two
hidden layers, respectively, while other PNNL algorithms such as PLN [38], StackedELM [281]
or HeMLGOP [224] can generate multilayer networks.
Regarding the adopted optimization strategies, many algorithms employ random hidden
neurons to relax the optimization objective to a convex form and use convex optimization techniques to achieve global solutions such as [90, 40, 281, 38]. While this approach is computationally efficient and often comes with certain theoretical guarantees, most algorithms are sensitive
to hyper-parameter selection and require extensive evaluation of a large set of hyper-parameter
values. Besides, these algorithms often construct very large network topologies to achieve good
performance. Recently, the authors in [224] proposed HeMLGOP, a PNNL algorithm that combines both randomization process and stochastic optimization to progressively train networks of
heterogeneous neurons. Since HeMLGOP not only optimizes the network’s topology but also
the functional form of each neuron, the resulting network are both compact and efficient. This,
however, comes with a much higher training computational cost compared to those employing
random neurons and convex optimization.
Sabset Sumpling: As a variant of HeMLGOP algorithm which only optimizes the network’s
topology with the standard Perceptron, Progressive Multilayer Perceptron (PMLP) yields a
good trade-off between optimization complexity, topology compactness and learning capability.
Thus, in our work, we apply our method to speed-up and enhance PMLP.
In Active Learning, query-acquiring or pool-based method refers to a class of algorithms
that uses different sampling strategies to select the most informative samples from a pool of
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unlabeled data. The most representative examples in this category of methods include the
information-theoretic method in [144], the ensemble method in [147], and the method based
on uncertainty heuristics in [218]. For a comprehensive review of active learning methods, we
refer the reader to [201].
Subset sampling methods have also been proposed in different contexts. For example, submodular function optimization for selecting a subset of samples was proposed in [8] to speed up
neural network training. To study sample redundancy, [17] performs clustering using representations generated by a pre-trained model, while [238] measures the importance of a sample via
the gradient information. In the context of dataset compression and distributed learning, [203]
optimizes sample selection and model’s parameters iteratively based on convex optimization.
2.12.3

Description of work performed so far

Subset Sampling: let us denote by T = {(xi , yi )|i = 1, . . . , N} the training set formed N samples
with xi and yi being the i-th sample and its label, respectively. Let us also denote by fk (x, Θk , Λk )
the function induced by the neural network’s topology at the progression step k, where Θk
representing the set of parameters to optimize, and Λk representing the set of hyper-parameters.
At step k, instead of optimizing fk with respect to Θk on T, we propose to solve the optimization problem on a subset Sk ⊂ T having cardinality M  N, i.e.:
argmin
Θk

∑

L ( fk (x j , Θk , Λk ), y j )

(61)

(x j ,y j )∈Sk

where L denotes the loss function. To this end, we evaluate three different sample selection
methods defined based on the following criteria:
• Random Sampling: at each progression step k, we form Sk by uniformly selecting M
samples from T. Although random sampling has been theoretically proven to be inferior to other sampling strategies in many learning contexts [66, 74, 201, 8], as it will be
shown by our empirical study, this is not necessarily the case for PNNL. Throughout the
architecture progression process, random sampling ensures diverse sets of samples being
iteratively presented to the network, thus promoting diversity of the newly added neurons
with respect to the existing ones.
• Top-M Sampling based on miss-classification: at each progression step k, this method
computes the loss induced by each sample in T using the network’s topology learned at
step k − 1, i.e., L ( fk−1 (xi ), yi ), and selects the top M samples which induce the highest
loss values. Since the loss values directly provide supervisory signal when updating the
model’s parameters, by conditioning on the current model’s knowledge expressed via
fk−1 , this strategy enforces a given algorithm to learn new blocks of neurons which can
correctly classify the most difficult cases.
• Top-M Sampling based on diverse miss-classification: while the previous sampling method
solely considers the most difficult to classify samples, this strategy also aims to promote diversity and reduce similarity among the selected samples. To do so, we perform
K-Means clustering using fk−1 (xi ) as inputs. The number of clusters C, which is predefined, can be set using simple heuristics such as being equal to the number of classes
in classification tasks. We also compute the loss value induced by each sample using
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fk−1 and select the top m samples that induce highest loss values for every cluster, with
m = bM/Cc.
Online Hyperparameter Selection: in most existing PNNL algorithms, the value of each
hyper-parameter is fixed throughout the network’s topology progression. An algorithm is run
for all combinations of hyper-parameter values defined a-priori, and the hyper-parameter values
combination leading to the best performance on the validation set is selected for final model
deployment.
Since PNNL algorithms gradually increase the complexity of the neural network, it is intuitive that the model might require different degrees of regularization at different stages. Besides, with subset sampling incorporated, we train new blocks of neurons with different subsets
of training samples at each step, which might require different hyperparameter configurations.
Thus, instead of performing hyper-parameter selection in an offline fashion, we propose to incorporate the hyper-parameter selection procedure into progressive learning at every incremental
step.
Particularly, let H be the set of all hyper-parameter values combinations, and Q be the
cardinality of H. At each progression step k, after determining Sk , we solve Q optimization
problems corresponding to Q assignments of hyper-parameter values:
Θhk = argmin
Θk

∀Λhk

∑

(x j ,y j )∈Sk

L ( fk (x j , Θk , Λhk ), y j )

(62)

∈H

The algorithm then selects Θhk that achieves the best performance on the validation set for
the newly added block of neurons. Online selection not only ensures the best hyper-parameter
values selection for each newly added block of neurons, but also reduces the computation overhead incurred when running Q individual network progression steps.
2.12.4

Performance evaluation

The experiment protocols, detailed description and analysis of different experiments can be
found in the Appendix 7.11. In the following, we provide representative results to demonstrate
the effectiveness of the proposed method in speeding up and enhancing the performance of
PMLP algorithm in object recognition (Caltech256 [77]), indoor scene recognition (MIT [183])
and face recognition (CelebA [136]) problems.
Table 19 shows the recognition accuracy on the test set of all models on the three datasets.
For compact presentation, we refer to the proposed PMLP variants based on Random Sampling, Top-M Sampling based on miss-classification and Top-M Sampling based on diverse
miss-classification by PMLP-Random, PMLP-Top-Loss and PMLP-C-Top-Loss, respectively.
Different from the empirical results obtained in other learning contexts, the best performing
subset selection strategy is random sampling at the lowest percentage level (10%). In fact,
PMLP-Random at 10% performs better than all other algorithms, including the original PMLP.
This can be attributed to the effects of both random subset sampling and online hyper-parameter
selection. Random sampling with a small percentage leads to the general effect that different
blocks of neurons are optimized with respect to diverse subsets of data. The final network after
optimization can be loosely seen as an ensemble of smaller networks. On the other hand, when a
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Table 19: Test accuracy (%). bold-face results indicate the best performance in each column.

Models

Caltech256 MIT
Subset Percentage 10%
PMLP-Random
80.27
69.93
PMLP-Top-Loss
73.08
66.28
PMLP-C-Top-Loss
77.92
66.73
Subset Percentage 20%
PMLP-Random
70.21
61.87
PMLP-Top-Loss
74.64
66.13
PMLP-C-Top-loss
72.16
68.61
Subset Percentage 30%
PMLP-Random
72.99
63.66
PMLP-Top-Loss
72.61
65.64
PMLP-C-Top-loss
72.63
61.91
Full Set
PMLP
79.48
69.29
StackedELM [281]
56.66
61.69
PLN [38]
78.29
67.46

CelebA
90.33
82.68
84.67
79.61
87.38
81.66
83.03
86.30
84.98
87.99
45.37
87.82

subset of data persists being miss-classified throughout the network’s topology progression process, the corresponding sampling strategies will bias the algorithm to select only these samples
and reduce the diversity of information presented to the network. Further analysis explaining
why random sampling performs the best can be found in our Appendix 7.11.
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2D/3D object localization and tracking
3D Object Detection and Tracking
Introduction and objectives

3D Object Detection and Tracking are important tasks for Autonomous Driving and robotic
systems operating in the 3D world. While prediction accuracy is always a valuable metric
that is used to compare state-of-the-art methods, inference time and memory consumption are
critical for robotic systems with limited hardware capabilities.
3D Object Detection aims to find the location of objects in 3D space (as opposed to regular
2D Object Detection that deals with finding the position of objects’ projection on the 2D image
plane) relative to the position of the sensor. The position of an object is commonly expressed
using 7 numbers, i.e. (cx , cy , cz , l, w, h, θ ), where cx , cy , cz correspond to the position of the center
of the object, l, w, h correspond to the object’s size along x, y, z dimensions and θ is a rotation
angle around the up-axis. 3D Object Tracking is usually based on 3D Object Detection and
aims to detect objects in the 3D space and assign to them their unique IDs. Obviously, the IDs
of objects appearing in the same frame should be different, while the ID assigned to the same
object in different frame should be the same. Assuming a real-time operation, it is expected that
an object detected in some frame should be visible for a number frames and will be assigned
the same ID across all these frames.
There exist different types of sensors that can be used for collecting information of the 3D
scene to perform 3D Object Detection and Tracking. One of the most affordable sensors is a
camera, that will produce monocular images providing only one point of view of the contents
of the 3D scene, or a pair of cameras that are close to each other (or stereo-cameras) that will
produce binocular images suitable for generating also disparity maps encoding relative to the
camera depth information. While binocular images encode pseudo-depth information of the 3D
scene, there are no state-of-the-art methods that use binocular images with object detection accuracy. Lidar is the most commonly used sensor among the state-of-the-art 3D Object Detection
methods. It creates a 3D point cloud, which is an array of a few hundred thousands (x, y, z, ...)
points with a 3D position of a point and, possibly, its reflection level, color, etc. While Point
Cloud data encode a lot of information related to the depth of objects with respect to the sensor’s
position, it is very sparse, i.e. the farther an object is in relation to the sensor, the sparser the
points of its visible surfaces will be. Moreover, the effective range of the sensor is relatively low
(50-150m [28]), while the collected data cannot be easily processed by standard deep learning
models assuming regular-grid data like, for example, is the case of convolutional neural networks. One advantage of radar sensors is that they have higher effective range (200-300m) and
can be useful for measuring objects’ velocity [28]. However, radar sensors have almost no usage among the state-of-the-art 3D Object Detection and Tracking methods, as radar data is even
sparser than lidar data. GPS/IMU data can be used for tracking relying on absolute position of
the ego-object.
3.1.2

Summary of state of the art

Lidar-based 3D Object Detection The most accurate 3D Object Detection methods rely
purely on Point Cloud data generated by lidar sensors. The main difficulty in employing Point
Cloud data is related to their irregular structure that makes it impossible to use them as inputs
to standard deep learning models, like convolutional neural networks, directly. To overcome
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this problem, VoxelNet [283] divides point cloud data of a 3D scene into voxels, i.e. small
same-sized regions of the scene, that contain and describe all points inside them. The method
considers only a subset of the entire 3D scene and transforms the point cloud data using voxels
in the form of a cuboid. Each voxel is represented by a vector of features, which allows to create
a (W, H, D, F) tensor with dimensions equal to the amount of voxels in x, y and z dimensions
respectively. The dimension F corresponds to the features of each voxel. This 4D tensor is
processed using 3D-convolutions to create a feature map that is subsequently used as an input
for Region Proposal Network that has 2 outputs, i.e. classes and 3D-box positions. This process
is illustrated in Fig. 16.

Figure 16: VoxelNet structure
The 4D tensor created by the above-described process is also sparse, as it can contain many
voxels with a small number of points. Application of 3D convolutions requires processing
all entries in this 4D tensor, which leads to low efficiency. PointPillars method [115] adopts
a different approach on processing the voxels. Instead of creating a 4D tensor, it creates a
3D tensor with size (W, H, F) which is almost the same as in VoxelNet, but the size among z
dimension is set equal to 1, which means all voxels in vertical direction are combined. Using
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this approach, a 2D pseudo-image is created with number of channels equal to F. This pseudoimage is processed with a 2D CNN to create detection predictions. PointPillars is much more
efficient compared to VoxelNet, as it can achieve a processing speed of 60 fps compared to the
4.5 fps achieved by VoxelNet [115], [283]. The structure of PointPillars is given in Fig. 17.

Figure 17: PointPillars structure
PointPillars achieves good results with real-time inference speed. TANet [137] aims to increase detection accuracy and robustness of this method by proposing Triple Attention (Fig. 18)
for 2D pseudo-image generation from voxels. The use of Triple Attention modules decreased
the method’s efficiency from 60 fps to 30 fps, but improves the network’s robustness and detection accuracy. TANet is one of the best methods for Pedestrians class detection on KITTI
dataset [71].
All the above methods use 3D anchors for object detection, but it is possible to perform 3D
Object detection without using anchors, as is done in HotSpotNet [44]. This method creates
a voxel-grid and for each ground-truth object it selects only few of the voxels inside it that
are called hotspots and should be the most representative for this object. Such an approach
allows to overcome problems caused by unequal data density, i.e. problems generated by the
fact that objects that are close to the lidar have many more points compared to objects far away
from the lidar sensor. A wide range of distances between the objects and the Lidar can lead
to extreme differences in objects’ representation, as an object of the same size and rotation but
viewed at different distances from the Lidar can have between 100 to 5 points. The structure
of HotSpotNet consists of a backbone network that creates a 3D feature map from voxels, a
convolution layer that passes data to three modules that generate hotspot classes, 3D-boxes and
spatial relations encoding. During the training process gradients of all non-hotspot voxels are
set to zero.
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Figure 18: Triple Attention structure
Image+Lidar-based 3D Object Detection Lidar-based methods lead to a good combination
of detection accuracy and inference speed. To improve their performance even further, PointPainting [240] applies fusion of an image captured by a camera and Point Cloud data obtained
by Lidar to create “painted” points with added RGB values, slightly improving performance of
state-of-the-art methods.
Monocular 3D Object Detection The use of Lidar sensors is not so common in everyday life,
and for this reason Monocular 3D Object Detection aims to use images captured by cameras to
perform 3D Object Detection. The main problem of this approach is related to the lack of depth
information. The method in [9] has an architecture that consists of Feature Pyramid Networks
and generates input for three sub-modules, i.e. 2D bounding box detector, keypoints detector,
and object size regression.
Binocular 3D Object Detection Binocular images contain information about the relative
depth of objects with respect to the position of the camera(s), thus they can be used to overcome depth-related issues in Monocular 3D Object Detection methods. [259] takes 2 color
images and predicts a depth map which is then used to generate a dense Pseudo-Lidar map.
This map almost looks like real lidar Point Cloud, but is much denser. The application of KNN
algorithm leads to a sparser depth map, similar to real point cloud data obtained by lidar.
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Radar+Lidar based 3D Object Detection Radar is the least common sensor to be used in
3D Object Detection. This is probably why it is not used in the most popular dataset for 3D
Object Detection, i.e. the KITTI dataset [71], but is available in the nuScenes [28]. CenterPoint
method [258] represents objects as points and estimates their 3D size, orientation and velocity
based on this. Radar data are good for velocity estimation and helps in 3D Object Tracking.
3D Object Tracking 3D Object Tracking can be performed by receiving as input the outputs
of 3D Object Detection methods. Since the task to be solved corresponds to the assignment
of object IDs between consecutive frames, 3D Object Tracking can be solved by algorithms
similar to those used in 2D Object Tracking. The use of 3D information is also possible, as in
AB3DMOT [247], where a 3D Kalman filter is combined with the Hungarian algorithm. The
process followed in AB3DMOT method is shown in Fig. 19. Another approach to perform
3D Object Tracking is to combine tracking and detection at once. The method in [87] uses
monocular images to create 3D object predictions and uses an LSTM network to create object
ID assignment across frames.

Figure 19: AB3DMOT tracking structure

Datasets and evaluation metrics The KITTI dataset [71] is a widely used dataset for 3D
Object Detection and Tracking. It has 7,481 training samples and 7,518 test samples, each of
which includes left, right RGB camera images, 3 temporal preceding frames for left and right
cameras, Lidar point cloud data, camera calibration matrices and labels for the training set.
The test set does not include labels. The user needs to generate the outputs of their model and
submit them to the KITTI testing server, which will evaluate results of the method. The tracking
dataset is formed by 21 training sequences and 29 testing sequences, and it additionally includes
IMU/GPS data. The dataset includes three object categories, i.e. cars, pedestrians and cyclists,
which are evaluated for selected tasks. Objects are divided into 3 groups by their difficulty, i.e.
Easy, Moderate and Hard, based on their size and occlusion level.
The NuScenes dataset [28] is a relatively new dataset that includes more sensors compared
to the KITTI dataset. It includes 1 lidar, 5 radars, 6 cameras, IMU and GPS. There are 390,000
lidar sweeps for the detection task and 1,000 sequences of 20-second scenes for tracking.
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The main inference speed metric used for the evaluation of 3D Object Detection and Tracking methods is the Frames Per Second (fps), which indicates how many samples per second can
be processed by a method. KITTI dataset uses 3D Average Precision to evaluate the detection
accuracy of a model and focuses on Multi Object Tracking Accuracy (MOTA) NuScenes dataset
uses similar metrics, i.e. mean Average Precision (mAP) for object detection and Average Multi
Object Tracking Accuracy (AMOTA) for object tracking.
3.1.3

Performance evaluation

We conducted a thorough evaluation of two 3D Object Detection methods, i.e. PointPillars
[115] and TANet [137], that were identified to provide a good compromise between high performance and efficiency. In our evaluation of the performance of these methods we considered
both their accuracy in object detection, as well as their efficiency (measured in fps) on a highend workstation GPU (RTX 2080) and on the two low-power GPUs defined as the benchmark
platforms for OpenDR to assess methods’ efficiency, i.e. the NVIDIA Jetson TX2 and the
NVIDIA Jetson AGX Xavier. In the following, we provide the description of our experiments
and the performance values obtained.
PointPillars [115] is the fastest public method for 3D Object Detection among those reported
on KITTI or nuScenes datasets. Many works are either based on it [240], [137] or use it as
a backbone network [258]. This is a pure Lidar-based method which is the most promising
modality for 3D Object Detection in order to achieve good detection accuracy combined with
fast inference.
TANet [137] is based on PointPillars and can be viewed as a more accurate and robust, but
slower version of PointPillars. Both TANet and PointPillars have sets of configurations with
different voxel sizes. Voxel size X (in meters) means each voxel has size (X, X,C) where C is a
height of a selected Lidar sub-scene (usually around 4 meters). Smaller size of a voxel leads to
more voxels per Lidar scene and higher amount of computations and memory usage. The most
accurate models of TANet and PointPillars use voxel size 16. Performance evaluation of TANet
and PointPillars with different voxel sizes on NVIDIA GeForce RTX 2080 is given in Table 21.
Evaluation results on Moderate difficulty objects of TANet and PointPillars are given in
Table 20.
Table 20: Results of 3D Object Detection methods on KITTI test split
Method
TANet
PointPillars

Car

Moderate 3D AP
Pedestrian

Cyclist

75.94
74.31

44.34
41.92

59.44
58.65

NVIDIA Jetson TX2 has 4 power modes: MAXN, MAXP CORE ARM, MAXP CORE ALL
and MAXQ. These power modes define how much power will TX2 use and limit its computational capabilities (unless the mode is MAXN). This may be useful to increase time between
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Table 21: TANet and PointPillars evaluation with different voxel sizes on NVIDIA GeForce
RTX 2080
Method

Voxel Size

RTX 2080 FPS

GPU Memory Usage

TANet

16
20
24
28

17.67
20.04
21.77
23.64

6449 MB
6085 MB
5271 MB
4303 MB

PointPillars

16
28

40.32
58.10

4869 MB
3223 MB

recharges of the autonomous device. We evaluate TANet with voxel sizes 20 and 28 and PointPillars with voxel size 16 on TX2 for different power modes to show FPS drop when going
from full-power to limited-power modes (Table 22). TANet with voxel size 16 could not be
evaluated on TX2 because it requires 6.5GB GPU memory, while TX2 has 8.0GB of shared
between CPU and GPU RAM and the model combined with OS require 2.0GB of CPU RAM
that in total (8.5GB) exceeds the 8GB TX2 has.
Table 22: TANet and PointPillars evaluation with different voxel sizes and power modes on
NVIDIA Jetson TX2
Method
TANet

TANet

PointPillars

Voxel Size

Power Mode

TX2 FPS

20

MAXN
MAXP CORE ARM
MAXP CORE ALL
MAXQ

1.13
0.93
0.86
0.75

28

MAXN
MAXP CORE ARM
MAXP CORE ALL
MAXQ

1.74
1.52
1.35
1.19

16

MAXN
MAXP CORE ARM
MAXP CORE ALL
MAXQ

1.07
0.95
0.89
0.73

NVIDIA Jetson AGX Xavier has 8 power modes: MAXN, 10W, 15W, 30W ALL, 30W
6CORE, 30W 4CORE, 30W 2CORE, 15W DESKTOP. Like in TX2, these power modes can
limit power usage of the device by reducing computational capabilities. We evaluate TANet
with voxel sizes 16 and 28 and PointPillars with voxel size 16 (Table 23). Xavier is a more
powerful device comparing to TX2 and has 32GB of shared RAM so there are no problems in
running ”heavier” models.
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Table 23: TANet and PointPillars evaluation with different voxel sizes and power modes on
NVIDIA Jetson AGX Xavier
Method

Voxel Size

Power Mode

Xavier FPS

TANet

16

MAXN
30W 4CORE
30W 2CORE
30W 6CORE
30W ALL
15W DESKTOP
15W

3.17
2.20
2.20
2.15
2.09
1.70
1.62

TANet

28

MAXN
15W

13.16
6.7

16

MAXN
30W 4CORE
30W 6CORE
15W DESKTOP
30W ALL
30W 2CORE
15W

6.12
4.14
4.02
3.74
3.48
3.30
2.93

PointPillars

The fastest public 3D Object Tracking method is AB3DMOT [247] that achieves 212 FPS
on CPU when detections are given. This method doesn’t need GPU to be used so it will be
easy to run it alongside with one of 3D Object Detection algorithms with almost no influence
on total inference time. As shown in TX2 (Table 24a) and Xavier (Table 24b) evaluations, its
maximum FPS can be achieved using only 2 CPU cores, so it leaves a lot of space for other
methods to work in parallel. AB3DMOT achieves 83.84 MOTA for Car class and 39.63 MOTA
for Pedestrian class on KITTI test split.
Table 24: AB3DMOT evaluation with different power modes on NVIDIA Jetson TX2 and
NVIDIA Jetson AGX Xavier
(a) NVIDIA Jetson TX2 evaluation

Power Mode
MAXN
MAXP CORE ARM
MAXP CORE ALL
MAXQ

OpenDR

TX2 FPS
43.1
42.9
31.0
27.3

(b) NVIDIA Jetson AGX Xavier evaluation

Power Mode
MAXN
30W 2CORE
15W DESKTOP
30W ALL
30W 4CORE
30W 6CORE
15W

Xavier FPS
23.3
23.3
14.7
14.5
13.1
9.5
8.6
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Description of work performed so far

PointPillars is the fastest (stated 60 FPS) public 3D Object Detection method, but its detection
performance is not on the top now. TANet addresses this issue by introducing Triple Attention
(Fig. 18) modules and Coarse-to-Fine Regression (Fig. 20), increasing detection accuracy and
robustness of the model, but makes it twice slower (stated 30 FPS). By improving the speed of
the TANet we can have a fast but still robust and accurate method for 3D Object Detection.

Figure 20: TANet structure
TANet structure can be divided into 3 parts: voxelization, pseudo-image generation and
convolutional neural network for detections generation. Voxelization takes a very small amount
of time, while Pseudo-Image generation and CNN parts are almost equally fill the inference
time. Therefore, optimization of TANet speed can be focused on any of those 2 parts.
CNN optimization First, we focused on CNN optimization by applying Knowledge Distillation [84] to use smaller and faster CNNs while keeping similar accuracy. Coarse-to-Fine
Regression (Fig. 21) consists of 2 parts – Coarse regression that is the same as in PointPillars
Backbone CNN and Refine PSA Module that uses data from 3 Coarse blocks and its intermediate predictions to produce final detections.
To apply Knowledge Distillation for TANet we replace Coarse-to-Fine part with smaller
CNNs by:
• Reducing the amount of blocks (crop)
• Reducing the amount of channels in convolutions (filter)
• Replacing convolutional blocks with other types (mobile, mobileV2).
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Figure 21: Coarse-to-Fine Regression structure
• Replacing whole network with another network (full-mobile, full-mobileV2).
The resulting models are then trained using different weights for soft loss (difference between the student model output and the teacher model output) and hard loss (regular loss that
uses ground truth data). This includes mixing both of them, as well as using only one of them.
Table 25: Comparison of TANet Knowledge Distillation models on KITTI validation split.
Original represents teacher model, coarse represents evaluation of Coarse part of TANet, all
other entries show Knowledge Distillation models
Model

Car Easy 3d AP

FPS gain

original

88.17

0%

crop1
filter1
filter2
crop1+filter1
crop1+filter2
mobile+crop1
full-mobile1
full-mobile2
full-mobileV2

85.81
84.95
83.75
85.68
84.75
78.30
84.24
84.00
82.66

22.73%
28.57%
35.00%
50.00%
42.11%
42.11%
28.12%
31.88%
33.56%

9.63
8.87
7.91
20.08
12.31
4.26
7.16
7.65
6.09

coarse

87.64

29.72%

56.08
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Table 25 shows results of different Knowledge Distillation models. Crop1 reduces the
amount of blocks in Coarse-to-Fine structure; filter1 and filter2 reduce the amount of channels in
convolutions by different values; crop1+filter1 and crop1+filter2 combine previous approaches;
mobile+crop1 uses MobileNet [86] building blocks in crop1 structure instead of regular convolutions; full-mobile1 and full-mobile2 use MobileNet architecture with different amount of
layers; full-mobileV2 uses MobileNetV2 [198] architecture instead. While crop1+filter1 offers
best FPS gain (50%) and best FPS gain per accuracy loss (20.08) among Knowledge Distillation models, it still has far less FPS gain per accuracy loss than just using the outputs of Coarse
submodule, discarding Refine module.
Pseudo-Image generation optimization We also tried to optimize the Pseudo-Image generation part. This module takes voxels as input and applies Stacked Triple Attention to transform
each voxel from (N, P) shape to (N, F) where N is the amount of voxels in a scene, P is the
amount of points inside each voxel (if there are less points, they are zero-padded, if there are
more points – randomly selected) and F is an amount of channels in final Pseudo-Image. We
can replace TA modules with a Graph Convolutional Network (GCN) [106] to create voxel features. To this end we have to create an adjacency matrix for each voxel that will describe the
graph structure and will make it possible to apply GCN. There are 2 possible ways to create the
graph on an existing Point Cloud:
• Connect k nearest points to current point
• Connect all points with distance less than t
The first of the two approaches above allows each point to have the same number of connections, but it can lead to points being connected to very distant points (especially for points
belonging to locations with a sparse point cloud). For the second case, adjacency matrix for
every voxel can be created very fast: we can insert it into voxelization part and for each new
point in a voxel we can scan through all previous points and assign 1 to the corresponding cell
in the adjacency matrix.
We tried applying different GCN architectures with fully connected layers and/or Average
Pooling to combine features of all points to create voxel features, but it led to poor performance,
ranging from 15 to 41 3D Average Precision on Easy objects, which is way worse, than in
original TANet.
Sub-scene learning Moreover, we move out from optimizing internal structure to sub-scene
learning. Lidar Point Cloud is not only sparse, but also its sparsity changes based on the distance
of an object to the Lidar sensor. This means that near objects are described with a large number
of points, while objects far away from the sensor can have only few points. Based on this
observation we try to split scene into sub-regions and apply different models on each region.
Such an approach can lead to faster operation since we can use a smaller model for sub-regions
of the scene being far away from the Lidar sensor.
A lidar scene can be split into multiple parts using different strategies. We split working
scene of TANet into different depth zones along forward-axis, creating near and far splits with
sizes: (0.5, 0.5), (0.33, 0.67) and (0.24, 0.76). This means that roughly 1/2, 1/3, 1/4 of total
scene is selected as near split and 1/2, 2/3, 3/4 as corresponding far split, adjusted to the
requirement that H and W axes of the Pseudo-Image should be divisible by 8 (Fig. 22). Near
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splits will always have higher density of points because they are closer to the sensor, while far
splits will have much lower point density.

Figure 22: Near Far splits
To analyze efficiency of a method we have to introduce 3 different evaluation modes: 1/1,
1/2 and (1+1)/2. Evaluation mode 1/2 means regular evaluation which takes all ground truth
objects, even those which are outside a “visible” sub-scene. This mode can be used to directly
compare results to all other methods. Evaluation mode 1/1 takes only ground truth objects
inside a selected sub-region. This mode evaluates how good is the network in detecting objects
appearing in the sub-region of the scene it is applied to. Evaluation mode (1+1)/2 runs two
separate networks, one for objects appearing near and one for objects being far away from the
Lidar sensor, and combines their outputs to provide the object detection results for the entire
scene.
Table 26: Easy objects 1/2 evaluation of TANet Near models on KITTI validation split

OpenDR

Method

Car Coarse 3D AP

Car Refine 3D AP

RTX 2080 FPS

original
near 0.5
near 0.33
near 0.24

87.64
85.60
67.46
43.41

88.17
87.26
68.16
45.42

47.8
64.4
76.9
83.4
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Table 27: Easy objects 1/1 evaluation of TANet Near models on KITTI validation split
Method

Car Coarse 3D AP

Car Refine 3D AP

In range

Out of range

original

87.64

88.17

20211

659

near 0.5
near 0.33
near 0.24

85.90
87.40
86.41

87.42
88.70
87.47

14575
10109
6841

6295
10761
14029

As can be seen by comparing the values in Tables 26 and 27, for the original TANet some
numbers of 1/1 evaluation are 0.01 higher than those using the 1/2 case but, in general, we
can conclude that the performance levels are the same. Using the model in the near 1/2 leads
to slight increase in 3D AP, i.e. +0.30 for Coarse and +0.16 for Refine settings comparing
1/1 to 1/2 settings. In 0.5 setting the performance decreases by 1.96 and 0.81 for Coarse and
Refine settings, respectively, compared to the original TANet approach. Nearly 1/3 of objects
are outside the visible range. Using the near 0.33 setting leads to much worse 1/2 results but
slightly better 1/1 results (comparing to other cases in 1/1) meaning that the model has learned
almost equally well to detect objects in its visible sub-region but it misses too many objects
(50%). Going from the near 0.33 to near 0.24 setting we see that the performance decreases by
a similar amount of 3D AP as when comparing near 0.5 and near 0.33 settings. In 1/1 evaluation
the model retains roughly the same level of accuracy as all other models, meaning that it has
the same ability to train but sees much less objects.
All the above indicate that due to the fact that the number of objects outside the visible range
(i.e. the one corresponding to the closest to the Lidar sensor sub-region) is small, evaluating the
models only in the visible depth-zone can lead to considerable efficiency improvements.
3.1.5

Future work

In the future we plan to focus on training networks that can achieve good performance in detecting objects appearing far away from the Lidar sensor, and creating paired near-far object
detection models that can lead to lower GPU memory requirements and higher FPS, making
it possible to apply the most accurate TANet model on TX2 (which is not possible now). As
a second branch of research, we plan to apply some GCN-inspired methods for Point Cloud
segmentation and then produce 3D Bounding Boxes based on this segmentation.

3.2

2D Object Tracking

2D Object Tracking is one of the fundamental tasks in Computer Vision and Robotics. Generally, two separate classes of problems are distinguished within this field, namely, Single Object
Tracking (sometimes referred to as Visual Object Tracking) and Multiple Object Tracking. In
Single Object Tracking, the objective is to determine the location of the object of interest in
a sequence of frames, given its location in the initial frame of the sequence. The tracking algorithms are generally agnostic of the specific object classes. In contrast, in Multiple Object
Tracking, multiple objects are present within the video sequence and generally their locations
are known, defined by a set of bounding boxes. The task of the algorithm, therefore, lies in
determining associations of given bounding boxes with objects.
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Single Object Tracking

The problem of Single Object Tracking is formulated as locating the object of interest (target),
defined by a bounding box in the first frame of a certain frame sequence, in all subsequent
frames. A bounding box is generally defined either as b = [cx , cy , w, h], where (cx , cy ) is the
center of the bounding box, and w and h correspond to the width and height of the object,
respectively; or as b = [x1 , y1 , x2 , y2 ], where (x1 , y1 ) and (x2 , y2 ) correspond to the top-left and
bottom-right corners coordinates of the bounding box.
Challenges generally associated with the problem of Single Object Tracking include variations in scale, shape of the target, its illumination transformations, occlusions, or other deformations. When visual appearance of the target changes significantly, or the object is occluded,
trackers can fail and subsequently ”drift” as a result of accumulation of the error due to online
training. Due to this fact, in the recent years, a more clear segregation is being made between
short-term and long-term object tracking methods: unlike short-term trackers, long-term algorithms are expected to be able to detect own failures and re-detect lost objects even after they
leave the scene.
3.2.2

State of the art

Modern approaches to Single Object Tracking can be roughly divided into the ones based on
offline-trained similarity learning models primarily based on Siamese Networks, and the ones
based on online-learned discriminative classifiers. Some of the recent methods combine the two
approaches.
Tracking with Siamese Networks In Siamese trackers, the primary principle is to train offline a similarity model consisting of two branches with shared weights, where one branch corresponds to the target object image (extracted from the previous frame), referred to as template
or exemplar, and the second one to the search image region, i.e., the current frame or a cropped
part of it. During tracking at test time, multiple candidate regions are passed through the trained
model and their similarity is calculated with the current search image, and the candidate region
resulting in highest similarity is chosen as the location of the object in the current frame. By
utilizing fully-convolutional architectures, multiple forward passes for each candidate region
are avoided, and the whole search image can be processed at once. After feature extraction, a
cross-correlation layer is employed, resulting in a heatmap of similarities [14].
The original method proposing such similarity learning based approach [14] was extended
in many ways. The most prominent models achieving state-of-the-art performance include
SiamRPN++ [122] and SiamMask [241]. As was shown in [122], previous Siamese trackers
were not able to achieve performance improvements by utilizing deep architectures as backbones due to loss of translation invariance associated with them, as usage of padding is inevitable in deep networks. SiamRPN++ proposed a spatial sampling approach for overcoming
this limitation and thus was able to achieve a significant performance improvement by utilizing
ResNet-50 as a backbone. In terms of object localization, the method builds on top of earlier SiamRPN [123], that substitutes the cross-correlation layer of SiamFC [14] with a Region
Proposal Network applied to representations obtained from Siamese feature extractor, where
template and search image are processed with RPN and further cross-correlated separately in
the classification and bounding box regression branches. The bounding box coordinates are then
predicted based on these features. Furthermore, in SiamRPN++, depth-wise cross-correlation
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is introduced to the RPN network, reducing the number of parameters and stabilizing the optimization process. In addition, SiamRPN++ takes advantage of the multi-level features extracted
from different layers of the backbone network, thus allowing for more efficient multi-scale location estimation. SiamMask [241] proposes to improve the performance of visual object tracking
by simultaneously learning a segmentation objective, similarly in spirit to Mask R-CNN [129].
In practice, this is achieved by adding an additional branch to the SiamRPN (or alternatively,
SiamFC) architecture and training it with pixel-wise segmentation loss.
In Siamese networks, training is performed fully offline, thus making their potential limited
in terms of accounting for distractors appearing during tracking. Another family of trackers
employs online learning in order to account for this limitation. In fact, already the earliest
works in the field of visual object tracking were primarily relying on online-learnt filters that
were cross-correlated with the search image in order to find the location of the object.
Tracking via discriminative classification Among the recent state-of-the-art methods, several methods employ foreground-background classification as part of their tracking pipeline.
One notable tracker achieving state-of-the-art performance utilizing this approach is the ATOM
tracker [50]. The method segregates the tasks of localization of the bounding box and targetbackground classification, with the former trained fully offline and the latter trained fully online.
The method relies on multi-level features extracted with a convolutional backbone network from
a template and a search image. Instead of relying on RPNs for bounding box prediction, ATOM
performs localization by IoU maximization: assuming an existance of a candidate bounding box
at each frame, the method learns to predict its Intersection over Union with the true location of
the object. The optimal bounding box at each frame is then achieved by IoU maximization via
gradient ascent. Candidate bounding boxes are defined based on the location predicted by the
target-background classifier and the width and height of bounding box in the previous frame.
The classifier consists of a small convolutional network trained fully online with an optimization
process based on Conjugate Gradient method.
Another notable object tracker, referred to as DiMP [15], utilizes the same IoU-based maximization approach for location estimation. However, the classification model is trained with
discriminative loss (in contrast to l2 loss used in ATOM) and an optimization process based on
steepest descent algorithm. Discriminative loss is a combination of l2 loss for positive samples,
and hinge loss for negative samples, thus putting more learning potential of the model towards
positive samples, resulting in better discrimination power.
3.2.3

Multiple Object Tracking

Another problem related to 2D object tracking is referred to as Multiple Object Tracking. In
this formulation, it is assumed that the locations of objects of interest in the form of bounding
boxes are given within the frame sequence, however, the bounding boxes of different frames
are not associated with each other. The task is, therefore, to associate the bounding boxes with
each other through the frame sequence, and find the trajectories of objects.
3.2.4

State of the art

the majority of the works in the field approached the tracking problem in a two-stage manner,
where the bounding boxes are first generated with a detector, and the subsequent tracking is
essentially reduced to a data association problem. Some of the earlier methods in the field
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focused on learning discriminative visual feature representations from the provided detections
followed by simple data association performed using a cost matrix computed with the learned
feature representations. This approach is still widely used to date, due to its applicability to
online real-time setting. Besides, two main trends can be distinguished nowadays, namely,
tracking as a graph optimization problem, and detection-driven tracking. It should be noted that
the former one performs global optimization and is, therefore, not suited for online problems,
where tracking needs to be performed on a frame-by-frame basis.
Tracking as a graph problem A significant amount of methods follow the two-stage trackingby-detection approach, where the association step is solved as a graph optimization, usually
formulated as network flow problem. One of the recent examples achieving state-of-the-art
performance is MPNTrack [23] based on Message Passing Network with learnt feature embeddings. Following the graph-based definition of the multi-object tracking problem, each detection is represented by a vertex of a directed graph, with edges connecting the detections of
different (consequent) frames and denoting potential object correspondences. Each detection oi
with a corresponding image patch αi is described by a feature embedding Nvenc (αi ) obtained
by a convolutional neural network pre-trained for re-id task on public datasets. In addition,
edge embeddings corresponding to the edges between detections oi and o j are created based
on relative distance and size of detections’ bounding boxes, concatenated with the relative appearance change ||Nvenc (α j ) − Nvenc (αi )||2 , and time difference t j − ti , and fed to an MLP to
obtain a feature embedding describing the edge. Further, a set of message passing steps are
performed, where message updates for past and future detections are performed separately (i.e.,
with different models). Finally, association task is solved by formulating it as an edge classification problem, performed with MLP taking as input the updated edge embedding at a given
message passing step and outputting a single sigmoid output. The model is trained with binary
cross-entropy loss over all edges and message passing steps.
Detection-driven object tracking Nevertheless, the paradigm of two-stage multiple object
tracking has recently started to shift towards algorithms combining the steps of detection and
association. This approach allows to take advantage of the shared representation for both tasks
and therefore significantly improve the speed of tracking. Notable recent methods following
this approach include JDE [245], FairMOT [273] and Tracktor++ [13].
JDE [245] model proposes to jointly learn the feature embedding for re-identification and
bounding boxes for localization of the targets, instead of utilizing separate models for these
tasks. This is achieved by utilizing a backbone convolutional network for feature extraction and
passing the feature representations through the prediction head consisting of three branches:
bounding box regression, classification, and feature embedding. Bounding box regression and
classification are essentially similar to the conventional RPN network, and the feature embedding branch consists of several convolutional layers and is trained with cross-entropy loss with
objective of learning such a feature space, in which embeddings corresponding to one object
would lie close to each other, while being far from other objects’ representations. During tracking, model predicts bounding boxes along with feature embeddings, and the motion and appearance affinity matrices are constructed based on them. The assignment problem is then solved
via Hungarian algorithm.
FairMOT [273] uses same approach as JDE, but addresses unfairness problems in simultaneous 2D Object Detection and Tracking. Unfairness means that some goals of the model that
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should have same importance are actually not equal. First unfairness is caused by anchor-based
detection that places detection as a first-order task and re-id as a second-order task. Second
unfairness is caused by difference between detection and re-id feature sizes that decreases detection accuracy in favor for quality of re-id features.
Another detection-driven tracker is Tracktor++ [13] that relies on modified Faster R-CNN
[189] architecture. Specifically, at each frame, a set of detections are predicted, and a separate
branch regresses the bounding boxes of the previous frame to the current frame. In practice, this
is achieved by applying RoI pooling step of Faster R-CNN on feature representations extracted
from the current frame at locations corresponding to bounding boxes at the previous frame.
This way, the new locations for already known tracklets (detections of same object across different frames) are predicted while preserving the identity association. At each frame, from the
predicted detections that do not have sufficiently high IoU with known tracklets, i.e., the ones
corresponding to new objects, new tracklets are initialized. To account for potential significant spatial displacement of tracklets, camera motion compensation is utilized on high velocity
videos. Another extension is used for re-identification of tracklets that were lost for several
frames, achieved by a Siamese network that predicts the similarity between lost tracklets and
new detections guiding the decision of revival of killed tracklets versus initialization of new
ones.
3.2.5

Performance evaluation

As is the case in 3D Multiple Object Tracking, AB3DMOT [247] can be applied for 2D Multiple Object Tracking. To evaluate its efficiency in low-power GPUs as needed in OpenDR we
tested it on the NVIDIA Jetson TX2 and the NVIDIA Jetson Xavier GPUs, as well as on CPU.
AB3DMOT achieves 212 FPS on CPU, speed evaluation on the NVIDIA Jetson is given in Table 24. For 2D MOT evaluation on KITTI dataset it achieves 85.70, 59.76 and 78.78 MOTA for
Car, Pedestrian and Cyclist classes, respectively.
FairMOT [273] is a pure 2D method that applies simultaneous 2D Object Detection and
Tracking. It achieves 61.8 MOTA and 19.41 FPS for MOT20 challenge [53] on RTX 2080
GPU. Speed evaluation on NVIDIA Jetson systems is given in Table 28.
Table 28: FairMOT evaluation with different power modes on NVIDIA Jetson TX2 and
NVIDIA Jetson AGX Xavier
(a) NVIDIA Jetson TX2 evaluation

Power Mode
MAXN
MAXP CORE ARM
MAXP CORE ALL
MAXQ

OpenDR

TX2 FPS
0.76
0.68
0.62
0.53

(b) NVIDIA Jetson AGX Xavier evaluation

Power Mode
MAXN
30W 2CORE
30W ALL
30W 6CORE
30W 4CORE
15W DESKTOP
15W

Xavier FPS
2.01
1.55
1.51
1.49
1.44
1.07
1.01
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Description of work performed so far

Our work in 2D object tracking is in its initial stages. We have analyzed FairMOT [273] in
order to make its inference faster. FairMOT is an anchorless method that performs detection and
tracking simultaneously by generating heatmap, size, offset and re-id predictions per 4 pixels
in (1, H/4,W /4), (2, H/4,W /4), (2, H/4,W /4) and (128, H/4,W /4) shapes respectively. Reid features are compared by cosine distance to identify same objects across frames. While
other re-identification methods use higher amount of features, 128 features per point is still a
pretty high value that can possibly be decreased to improve inference speed while maintaining
tracking accuracy. FairMOT raises the problem of dimensionality unfairness when size of a
detection-related features is much smaller than the re-id feature size and it harms the detection
accuracy.
3.2.7

Future work

We plan to work on increasing the efficiency of the 2D tracking pipeline following two approaches. First, we plan to reduce the number of re-id features extremely and change the method
of tracking part training. This can be done by changing the re-id comparison method from cosine distance to another one that will suit very-low-dimensional re-id features. Second, we plan
to change backbone network of the model and analyze its influence on the method’s efficiency
and features’ quality for original model and low-dimensional re-id model. A possible starting
point in this direction can be the adoption of the lightweight object detectors in Section 2.1.

3.3
3.3.1

MOPT: Multi-Object Panoptic Tracking
Introduction and objectives

Comprehensive understanding of dynamic scenes is a critical prerequisite for intelligent robots
to autonomously operate in their environment. Research in this domain, which encompasses
diverse perception problems, has primarily been focused on addressing specific tasks individually rather than modeling the ability to understand dynamic scenes holistically. Building upon
the our work from the previous section (4.2) In this section, we introduce a novel perception
task denoted as multi-object panoptic tracking (MOPT), which unifies the conventionally disjoint tasks of semantic segmentation, instance segmentation, and multi-object tracking. MOPT
allows for exploiting pixel-level semantic information of ‘thing’ and ‘stuff’ classes, temporal
coherence, and pixel-level associations over time, for the mutual benefit of each of the individual sub-problems. To facilitate quantitative evaluations of MOPT in a unified manner, we
propose the soft panoptic tracking quality (sPTQ) metric. As a first step towards addressing
this task, we propose the novel PanopticTrackNet architecture that builds upon the state-ofthe-art top-down panoptic segmentation network EfficientPS presented in the last section (4.2)
by adding a new tracking head to simultaneously learn all sub-tasks in an end-to-end manner.
Additionally, we present several strong baselines that combine predictions from state-of-the-art
panoptic segmentation and multi-object tracking models for comparison. We present extensive quantitative and qualitative evaluations of both vision-based and LiDAR-based MOPT that
demonstrate encouraging results.
A summary of this work is provided hereafter. The corresponding paper is listed below, and
can be found in Appendix 7.13:
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• [92] J. H. Hurtado, R. Mohan, W. Burgard and A. Valada, “MOPT: Multi-Object Panoptic
Tracking”, The IEEE Conference on Computer Vision and Pattern Recognition (CVPR)
Workshop on Scalability in Autonomous Driving, 2020
3.3.2

Summary of state of the art

Comprehensive scene understanding is a critical challenge that requires tackling multiple tasks
simultaneously to detect, localize, and identify the scene elements as well as to understand the
occurring context, dynamics, and relationships. These fundamental scene comprehension tasks
are crucial enablers of several diverse applications including autonomous driving, robot navigation, augmented reality and remote sensing. Typically, these problems have been addressed
by solving distinct perception tasks individually, i.e., image\pointcloud recognition, object detection and classification, semantic segmentation, instance segmentation, and tracking. The
state of the art in these tasks have been significantly advanced since the advent of deep learning approaches, however their performance is no longer increasing at the same groundbreaking
pace [186]. Moreover, as most of these tasks are required to be performed simultaneously in
real-world applications, the scalability of employing several individual models is becoming a
limiting factor. In order to mitigate this emerging problem, recent works [109, 234, 239, 184]
have made efforts to exploit common characteristics of some of these tasks by jointly modeling
them in a coherent manner.
Two such complementary tasks have gained a substantial amount of interest in the last few
years due to the availability of public datasets [10, 27] and widely adopted benchmarks [239,
10]. The first task is panoptic segmentation [109] that unifies semantic segmentation of ‘stuff’
classes which consist of amorphous regions and instance segmentation of ‘thing’ classes which
consist of countable objects. The second task is Multi-Object Tracking and Segmentation
(MOTS) [239] which extends multi-object tracking to the pixel level by unifying with instance
segmentation of ‘thing’ classes. Since the introduction of these tasks, considerable advances
have been made in both panoptic segmentation [108, 251, 177, 152] and MOTS [178, 141, 140,
241] which has significantly improved the performances of the previously saturated sub-tasks.
Motivated by this observation, we aim to further push the boundaries by unifying panoptic segmentation and MOTS, i.e., interconnecting semantic segmentation, instance segmentation, and
multi-object tracking into a holistic scene understanding problem.
3.3.3

Description of work performed so far

We introduce a new perception task that we name Multi-Object Panoptic Tracking (MOPT).
MOPT unifies the distinct tasks of semantic segmentation (pixel-wise classification of ‘stuff’
and ‘thing’ classes), instance segmentation (detection and segmentation of instance-specific
‘thing’ classes) and multi-object tracking (detection and association of ‘thing’ classes over
time). The goal of this task is to encourage holistic modeling of dynamic scenes by tackling problems that are typically addressed disjointly in a coherent manner. Additionally, we
present the PanopticTrackNet architecture, a single end-to-end learning model that addresses
the proposed MOPT task. The proposed architecture consists of a shared backbone with the 2way Feature Pyramid Network (FPN) [152], three task-specific heads, and a fusion module that
adaptively computes the multi-object panoptic tracking output in which the number of tracked
‘thing’ classes per image could vary. Furthermore, we present several simple baselines for
the MOPT task by combining predictions from disjoint state-of-the-art panoptic segmentation
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Figure 23: Overview of our proposed PanopticTrackNet architecture. Our network consists
of a shared backbone with the 2-way FPN (red), semantic segmentation head (blue), instance
segmentation head (green), instance tracking head (yellow), and the MOPT fusion module.
The fusion module adaptively combines the predictions from each of the aforementioned heads
to simultaneously yield pixel-level predictions of ‘stuff’ classes and instance-specific ‘thing’
classes with temporally tracked instance IDs. Our entire network is trained in an end-to-end
manner to learn these three tasks in a coherent manner.
networks with multi-object tracking methods. To facilitate quantitative performance evaluations, we propose the soft Panoptic Tracking Quality (sPTQ) metric that extends the standard
Panoptic Quality (PQ) metric to account for ‘thing’ masks that were incorrectly tracked. We
present extensive experimental results using two different modalities, vision-based MOPT and
LiDAR-based MOPT on the challenging Virtual KITTI 2 [27] and SemanticKITTI [10] datasets
respectively. With our findings, we demonstrate the feasibility of training MOPT models without restricting or ignoring the input dynamics and providing useful instance identification and
semantic segmentation that are also coherent in time.
PanopticTrackNet Architecture: The goal of our proposed architecture illustrated in Figure 23 is to assign a semantic label to each pixel in an image, an instance ID to ‘thing’ classes,
and a tracking ID to each object instance thereby incorporating temporal tracking of object instances into the panoptic segmentation task. We build upon our state-of-the-art EfficientPS [152]
architecture for panoptic segmentation introduced in Section 4.2. To this end, we employ a
novel shared backbone with the 2-way FPN to extract multi-scale features that are subsequently
fed into three task-specific heads that simultaneously perform semantic segmentation, instance
segmentation, and multi-object tracking. Finally, we adaptively fuse the task-specific outputs
from each of the heads in our fusion module to yield the panoptic segmentation output with
temporally tracked instances.
Shared Backbone: The shared backbone that we employ is based on the EfficientNetB5 [211] topology with the 2-way Feature Pyramid Network (FPN) [152] (see also Section
4.2). This combination enables bidirectional flow of information during multi-scale feature
aggregation and yields features at four different resolutions with 256 filters each, namely downsampled by ×4, ×8, ×16, and ×32 with respect to the input. We make two main changes
to the standard EfficientNet architecture. First, we remove the classification head as well as
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the Squeeze-and-Excitation connections as they were found to suppress the localization ability.
Second, we replace the batch normalization layers with synchronized Inplace Activated Batch
Normalization (iABN sync) [194] followed by a LeakyReLU activation function. This allows
synchronization across different GPUs during multi-GPU training and leads to positive effects
on model convergence in addition to conserving GPU memory while computing in-place operations. This backbone has been demonstrated to achieve a good trade-off between performance
and computational complexity compared to other widely used backbone networks [152].
Semantic Segmentation Head: We employ a three-module semantic segmentation head [152]
that captures fine features and long-range context while mitigating their mismatch in an effective manner. To this end, first, the outputs of the shared backbone are separated into large-scale
(downsampled by ×4 and ×8) and small-scale features (downsampled by ×16 and ×32). The
large-scale features are taken as the input to the Large Scale Feature Extractor (LSFE) module
that consists of two cascaded 3 × 3 separable convolutions with 128 output filters. Simultaneously, the small-scale features are each fed into two parallel Dense Prediction Cells (DPC) [42].
The last module in the semantic head performs mismatch correction between the large-scale and
small-scale features while performing feature aggregation. This module consists of consecutive
3 × 3 separable convolutions with 128 outputs channels and a bilinear upsampling layer that
upsamples by a factor of two. We add this mismatch correction module across the output of the
second DPC and first LSFE branch, as well as between the two LSFE branches. We then upsample the outputs of each of these branches by a factor of four and subsequently concatenate
them to yield 512 output filters which are then passed through a 3 × 3 separable convolution
with N‘stuff’+‘thing’ filters. Finally, this resulting tensor is upsampled by a factor of two and
subsequently fed to a softmax layer which yields the semantic logits.
For training our semantic head, we minimize the weighted per-pixel log-loss [26] for a batch
size n given by
1
(63)
Lsemantic (Θ) = − ∑∑ wi j log pi j (p∗i j ),
n
ij
where pi j and p∗i j are the predicted and groundtruth class of pixel (i, j) respectively. All convolutions in our semantic segmentation head are followed by iABN sync and Leaky ReLU
activation function.
Instance Segmentation Head: Our instance segmentation head is based on the Mask RCNN [80] framework, a widely used architecture that augments the object classification and
bounding box regression heads in Faster R-CNN [190] with a mask generation branch. Mask
R-CNN consists of two stages: Regional Proposal Network (RPN) and RoIAlign feature extraction. The RPN takes the 2-way FPN features as input and produces a set of possible bounding
boxes known as candidates. Subsequently, RoIAlign extracts candidate-specific features used
to simultaneously predict the class, bounding box, and instance segmentation mask of each instance candidate in two parallel branches. The first branch is a mask segmentation network
that consists of four 3 × 3 separable convolutions with 256 output filters, followed by a 2 × 2
transposed convolution with stride 2 and 256 filters, and a 1 × 1 convolution having N‘thing’
output channels. This branch generates a mask logit of dimension 28 × 28 for each considered
class. The second branch performs bounding box regression and object classification simultaneously. It consists of two consecutive fully-connected layers with 1024 channels and an
additional task-specific fully-connected layer with 4 ∗ N‘thing’ and N‘thing’ + 1 outputs for regression and classification respectively. As a result, the instance head is trained by minimizing the
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sum of each specific loss given by
Linstance = Los + Lop + Lcls + Lbbx + Lmask ,

(64)

where Los , Lop , Lcls , Lbbx , and Lmask correspond to the object score, proposal, classification,
bounding box, and mask segmentation losses respectively, as defined in [80]. Additionally, we
replace all the standard convolutional layers, batch normalization, and ReLU activation with
separable convolution, iABN sync, and Leaky ReLU respectively.
Instance Tracking Head: With the aim of tracking object instances across consecutive
frames, we incorporate a novel tracking head in parallel to the semantic and instance heads.
For this purpose, we leverage the multiple objects detected by the instance head, their RoIAlign
features, predicted class, and masks logits, as input to our tracking head. As a first step, we
employ mask pooling [178] to only consider the information related to each detected object
from the RoIAlign features thereby eliminating background pixels. In this step, we downsample
the mask logits by a factor of two using maxpooling to match the resolution of the RoIAlign
output. Specifically, we exploit the instance segmentation mask as an attention mechanism,
where we use the output obtained from our instance head during testing and the ground-truth
instance mask during training.
We obtain a 256-dimensional feature vector from pooling under the object instance mask.
These features are subsequently passed through two consecutive fully-connected layers with
128 and 32 × N‘thing’ outputs respectively. This yields an association vector acs for each segment
candidate s ∈ S for the duration of t frames that are considered in the loss function. As a result,
we enable the network to learn an embedding space where feature vectors of the same semantic
class c and track ID ψ are mapped metrically close to each other, while the segments of different
object instances are mapped distantly. This embedding space is generated by minimizing the
batch hard triplet loss [82] across t frames with margin α as

1
c,ψ
max
max ||as − ac,ψ
Ltrack =
∑
e ||
e∈S
|S| s∈S
(65)

c,ψ
c,ψ̄
− min||as − ae ||+α, 0
e∈S

Finally, we reconstruct the track IDs of each object instance in the inference stage. The main
idea here is to associate the instances of different time frames that belong to the same tracklet
and assign a unique track ID to them. To this end, we only consider new instances that have
classification confidence scores higher than a certain threshold us . Subsequently, we measure
the association similarities by means of the Euclidean distances between the current predicted
embedding vectors at frame t and the embedding vectors of previous object instances. Similar
to [239], we then use the Hungarian algorithm to associate the instances while only considering
the most recent track IDs within a specific window of time NT . Furthermore, we create a
new track ID when instances with high classification confidence scores are not associated with
previous track IDs.
MOPT Fusion Module: In order to yield the panoptic tracking output, we adaptively fuse
the logits from the three task-specific heads of our architecture in our MOPT fusion module.
The MOPT output consists of pixel-level predictions that either belong to ‘stuff’ or ‘thing’
classes or take a void value. Moreover, pixels predicted as ‘thing’ classes will also include
instance and tracking IDs.
During inference, we feed a sequence of t frames into our network which generates a set of
track IDs, a set of segment candidates with predicted class, confidence score, bounding box and
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Figure 24: Qualitative comparisons of multi-object panoptic tracking (MOPT) from our proposed PanopticTrackNet (first and third rows) with {EfficientPS + MaskTrack R-CNN} (second
and fourth rows) on Virtual KITTI 2 validation set. Each row shows the overlaid MOPT output
of consecutive frames.
mask logits, and a M-channel semantic logits, from the three task-specific heads. As a first step,
we attach track IDs to the corresponding segment. Thereafter, we filter the segment candidates
to select the object instances that have confidence scores greater than a given threshold u p .
Subsequently, we rank the segments that are selected by their confidence scores and upsample
their masks to match the input image resolution. As there can be potential overlaps between the
masks, we resolve such conflicts by only retaining the higher ranking logits, thereby generating
a clean set Bd of instance mask logits. We obtain the complementary set of semantic mask logits
Bs by first selecting the channels m ∈ M that have high class prediction scores and retaining only
the instance mask logits in the area inside the corresponding bounding box while ignoring the
mask logits that are outside. Having both sets of mask logits for each segment, we fuse them
into a single segment mask adaptively by computing the Hadamard product similar to [152] as
B = (σ (Bd ) + σ (Bs ))

(Bd + Bs ).

(66)

Finally, we concatenate the segment mask logits B with the ‘stuff’ logits and apply the
argmax operation along the channel dimension. In order to generate the pixel-wise panoptic
tracking output, we first fill an empty canvas with the predictions of the instance-specific ‘thing’
classes and subsequently, fill the empty regions with the ‘stuff’ class predictions that have an
area greater than a set threshold ua .
3.3.4

Performance evaluation

In order to evaluate our approach, we introduced several strong baselines for the MOPT task
that combine predictions from state-of-the-art panoptic segmentation and multi-object tracking models and define multiple evaluation etrics. Both quantitative and qualitative results of
vision-based MOPT on Virtual KITTI 2 [27] and LiDAR-based MOPT on SemanticKITTI [10]
datasets are decribed in detail in the appended paper in Appendix 7.13. In Figures 24 and 25
we show some qualitative results of our approach.
3.3.5

Future work

In our ongoing work we are developing a LiDAR panoptic segmentation algorithm to exploit
parts of our proposed network structure in combination with different sensor modalities. Together with the panoptic segmentation from Section 4.2) these methods will then be integrated
in a SLAM pipeline exploiting the use of semantic information in mapping and localization.
OpenDR

No. 871449

D4.1: First report on deep environment active perception and cognition

84/300

Figure 25: Qualitative comparisons of multi-object panoptic tracking (MOPT) from our proposed PanopticTrackNet (first and third rows) with {EfficientPS + MaskTrack R-CNN} (second and fourth rows) on the SemanticKITTI validation set. Each row shows the MOPT output
of consecutive scans. A live demo can be seen at http://rl.uni-freiburg.de/research/
panoptictracking.

4
4.1
4.1.1

Deep SLAM and 3D scene reconstruction
Multimodal Visual Odometry
Introduction and objectives

Visual odometry plays a significant role for both robot localization and robot mapping. Tasks
such as Structure-from-Motion (SfM), Visual Odometry or Simultaneous Localization and Mapping (SLAM) assume that salient keypoints can be detected and re-identified in diverse settings,
which requires strong invariance to lighting, viewpoint changes, scale etc. Until recently, these
tasks have mostly relied on hand-engineered keypoint features which have been limited in performance. Self-supervised learning-based methods for keypoint detection [213], in contrast,
allow a deep neural network to predict suitable keypoints and depth maps from RGB sequences
in a self-supervised learning framework.
While existing approaches for visual odometry using RGB-only data showed impressive
performance on many benchmarks, they cannot leverage the additional information present in
data from a different image modality such as thermal infrared radiation. This property is particularly useful when the visual quality of RGB images deteriorates due to influences such as
low light, rain or fog, or image glare. What’s more, thermal infrared radiation is absorbed by
most glass surfaces, alleviating the problem of invalid keypoints on reflective surfaces present
with RGB-based image keypoint detection approaches. In this work package, we leverage RGB
and thermal image modalities jointly to enable more robust visual odometry in a wide range of
environmental conditions. This work is still in early stages. In the sections below we will give
a brief overview of it’s current state as well as the planned future work.
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Figure 26: Our perception rig with two RGB and two thermal cameras mounted on top of our
vehicle platform.
4.1.2

Summary of state of the art

Prior work such as [158] and [20] illustrate how thermal infrared images combined with feature
point descriptors such as FREAK can be used to provide fast and reliable matching of thermal
infrared images for stereo calibration and motion estimation. A RGB-Thermal fusion-based
method was proposed by Poujol et al. [180] where both spectra are considered independently
and fused using a Discrete Wavelet Transform approach. More recently, Yamaguchi et al. [254]
propose a method to generate RGB-Thermal maps from a scene in a structure-from-motion
setting, using RGB and thermal infrared images. Finally, Dai et al. [49] propose a multispectral visual odometry method without explicit stereo matching using bundle adjustment on
both visible and infrared images.
RGB image-based keypoint detection was recently proposed by Tang et al. [213] where
the authors propose a fully self-supervised framework for the learning of depth-aware keypoint
detection and description purely from unlabeled videos.
4.1.3

Description of work performed so far and future work

We propose to develop a multimodal keypoint and depth prediction model. Using the thermal modality in addition to the RGB modality allows us to find more discriminative feature
points for the Perspective-n-Point estimation of the camera movement from frame to frame.
While existing work successfully leveraged the thermal infrared modality for multimodal visual odometry, they could not model the ego-motion of the camera using learned keypoints.
We will furthermore investigate an uncertainty-based modality-switching approach for visual
odometry where we plan to select the modality (either RGB or Thermal infrared vision) with
the smalles associated uncertainty w.r.t the detected keypoints and depth based on a learned
uncertainty metric. We will demonstrate the effectiveness of our approach on our own RGBThermal visual odometry dataset created using a stereo-RGB and stereo-thermal camera setup
mounted on a full-scale car.
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Figure 27: Our proposed approach for self-supervised multimodal keypoint and depth estimation for visual odometry in challenging environmental conditions such as nighttime images and
image glare. We propose to encode features from RGB and thermal infrared images separately
and use an uncertainty-based modality switch to select the most robust modality for depth and
keypoint estimation.

4.2

EfficientPS: Efficient Panoptic Segmentation

4.2.1

Introduction and objectives

Understanding the scene in which an autonomous robot operates is critical for its competent
functioning. Such scene comprehension necessitates recognizing instances of traffic participants along with general scene semantics which can be effectively addressed by the panoptic
segmentation task. In this section, we introduce our Efficient Panoptic Segmentation (EfficientPS) architecture that consists of a shared backbone which efficiently encodes and fuses
semantically rich multi-scale features. We incorporate a new semantic head that aggregates
fine and contextual features coherently and a new variant of Mask R-CNN [79] as the instance
head. We also propose a novel panoptic fusion module that congruously integrates the output
logits from both the heads of our EfficientPS architecture to yield the final panoptic segmentation output. Additionally, we introduce the KITTI panoptic segmentation dataset that contains
panoptic annotations for the popularly challenging KITTI benchmark. Extensive evaluations
on Cityscapes, KITTI, Mapillary Vistas and IndianDriving Dataset demonstrate that our proposed architecture consistently sets the new state-of-the-art on all these four benchmarks while
being the most efficient and fast panoptic segmentation architecture to date. A summary of
this work is provided hereafter. The corresponding paper is listed below, and can be found in
Appendix 7.12:
• [152] R. Mohan and A. Valada, “EfficientPS: Efficient Panoptic Segmentation”, arXiv
preprint arXiv:2004.02307, 2020
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Summary of state of the art

Panoptic segmentation is a recently introduced scene understanding problem [109] that unifies
the tasks of semantic segmentation and instance segmentation. There are numerous methods
that have been proposed for each of these sub-tasks, however only a handful of approaches have
been introduced to tackle this coherent scene understanding problem of panoptic segmentation.
Most works in this domain are largely built upon advances made in semantic segmentation and
instance segmentation, therefore we first review recent methods that have been proposed for
these closely related sub-tasks, followed by state-of-the-art approaches that have been introduced for panoptic segmentation.
Semantic Segmentation: Valada et al [235] propose multi-scale residual units with parallel atrous convolutions with different dilation rates to efficiently learn multi-scale features
throughout the network without increasing the number of parameters. [41] propose the Atrous
Spatial Pyramid Pooling (ASPP) module that concatenates feature maps from multiple parallel
atrous convolutions with different dilation rates and a global pooling layer. ASPP substantially
improves the performance of semantic segmentation networks by aggregating multi-scale features and capturing long range context, however it significantly increases the computational
complexity. Therefore, [42] propose Dense Prediction Cells (DPC) and [233] propose Efficient
Atrous Spatial Pyramid Pooling (eASPP) that yield better semantic segmentation performance
than ASPP while being 10-times more efficient. [126] suggest that global feature aggregation
often leads to large pattern features and also over-smooth regions of small patterns which results in sub-optimal performance. In order to alleviate this problem, the authors propose the
use of a global aggregation module coupled with a local distribution module which results in
features that are balanced in small and large pattern regions. There are also several works that
have been proposed to improve the upsampling in decoders of encoder-decoder architectures.
In [43], the authors introduce a novel decoder module for object boundary refinement. [217]
propose data-dependent upsampling which accounts for the redundancy in the label space as
opposed to simple bilinear upsampling.
Instance Segmentation: Mask R-CNN [79] is one of the most popular and widely used
approaches in the present time. It extends Faster R-CNN for instance segmentation by adding
an object segmentation branch parallel to an branch that performs bounding box regression and
classification. More recently, [133] propose an approach to improve Mask R-CNN by adding
bottom-up path augmentation that enhances object localization ability in earlier layers of the
network. Subsequently, BshapeNet [104] extends Faster R-CNN by adding a bounding box
mask branch that provides additional information of object positions and coordinates to improve
the performance of object detection and instance segmentation.
Panoptic Segmentation: Kirillov et al [109] revived the unification of semantic segmentation and instance segmentation tasks by introducing panoptic segmentation. They propose a
baseline model that combines the output of PSPNet [276] and Mask R-CNN [79] with a simple
post-processing step in which each model processes the inputs independently. The methods
that address this task of panoptic segmentation can be broadly classified into two categories:
top-down or proposal based methods and bottom-up or proposal free methods.
Most of the current state-of-the-art methods adopt a top-down approach. [52] propose joint
training with a shared backbone that branches into Mask R-CNN for instance segmentation
and augmented Pyramid Pooling module for semantic segmentation. Subsequently, [127] introduce Attention-guided Unified Network that uses proposal attention module and mask attention
module for better segmentation of ‘stuff’classes.
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Compared to the popular proposal based methods, there are only a handful of proposal free
bottom-up methods that have been proposed. Deeper-Lab [256] employs an encoder-decoder
topology to pair object centers for class-agnostic instance segmentation with DeepLab semantic
segmentation. Cheng et al [47] further builds on Deeper-Lab by introducing a dual-ASPP and
dual-decoder structure for each sub-task branch. SSAP [68] proposes to group pixels based on
a pixel-pair affinity pyramid and incorporate an efficient graph method to generate instances
while jointly learning semantic labeling. In this work, we adopt a top-down approach due to its
exceptional ability to handle large scale variation of instances which is a critical requirement
for segmenting ‘thing’ classes.
4.2.3

Description of work performed so far

In this section, we first give a brief overview of our proposed EfficientPS architecture and a
summary of each of its constituting components. For a in-depth description of the approach
we refer to the full paper [152], which is also included in the appendices. Our network follows the top-down layout as shown in Fig. 28. It consists of a shared backbone with a 2-way
Feature Pyramid Network (FPN), followed by task-specific semantic segmentation and instance
segmentation heads which are then fused in the panoptic fusion module to yield the panoptic
segmentation output. We build upon the EfficientNet [211] architecture for the encoder of our
shared backbone (depicted in red). It consists of mobile inverted bottleneck [250] units and
employs compound scaling to uniformly scale all the dimensions of the encoder network. This
enables our encoder to have a rich representational capacity with fewer parameters in comparison to other encoders or backbones of similar discriminative capability.
Network Backbone The backbone of our network consists of an encoder with our proposed
2-way FPN. The encoder is the basic building block of any segmentation network and a strong
encoder is essential to have high representational capacity. In the context of the project, we
seek to find a good trade-off between the number of parameters and computational complexity
to the representational capacity of the network. EfficientNets [211] which are a recent family of
architectures have been shown to significantly outperform other networks in classification tasks
while having fewer parameters and FLOPs. It employs compound scaling to uniformly scale the
width, depth and resolution of the network efficiently. Therefore, we choose to build upon this
scaled architecture with 1.6, 2.2 and 456 coefficients, commonly known as the EfficientNet-B5
model. This can be easily replaced with any of the EfficientNet models based on the capacity
of the resources that are available and the computational budget.
In order to adapt EfficientNet to our task, we remove the classification head as well as
the Squeeze-and-Excitation (SE) [88] connections in the network and we replace all the batch
normalization [93] layers with synchronized Inplace Activated Batch Normalization (iABN
sync) [194].
Our EfficientNet encoder comprises of nine blocks as shown in Fig. 28 (in red). The outputs
from these blocks with downsampling are also inputs to our 2-way FPN. Additionally to the
conventional multi-scale feature fusion by aggregating features of different resolutions in a topdown manner (shown in blue), we propose to add a second branch that aggregates multi-scale
features in a bottom-up (shown in purple) fashion to enable bidirectional flow of information.
Semantic Segmentation Head Our proposed semantic segmentation head consists of three
components, each aimed at targeting one of the critical requirements. First, at large-scale, the
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Figure 28: Illustration of our EfficientPS architecture. It consists of a shared backbone built
upon on EfficientNet (red) and a new 2-way FPN (purple, blue, and green), our proposed semantic head (yellow), a separable convolution based Mask R-CNN instance head (orange), and
our proposed panoptic fusion module.
network should have the ability to capture fine features efficiently. In order to enable this, we
employ our Large Scale Feature Extractor (LSFE) module that has two 3 × 3 separable convolutions with 128 output filters, each followed by an iABN sync and a Leaky ReLU activation
function.
The second requirement is that at small-scale, the network should be able to capture longrange context. To this end, we employ a modified Dense Prediction Cells (DPC) [42] module
in our semantic head. We augment the original DPC topology by replacing batch normalization
layers with iABN sync, and ReLUs with Leaky ReLUs.
The third and final requirement for the semantic head is that it should be able to mitigate the
mismatch between large-scale and small-scale features while performing feature aggregation.
To this end, we employ our Mismatch Correction Module (MC) that correlates the small-scale
features with respect to large-scale features. It consists of cascaded 3×3 separable convolutions
with 128 output channels, followed by iABN sync with Leaky ReLU and a bilinear upsampling
layer that upsamples the feature maps by a factor of 2.
The four different scaled outputs of our 2-way FPN, namely P4 , P8 , P16 and P32 are the
inputs to our semantic head. The small-scale inputs, P32 and P16 with downsampling factors
of ×32 and ×16 are each fed into two parallel DPC modules. While the large-scale inputs, P8
and P4 with downsampling factors of ×8 and ×4 are each passed through two parallel LSFE
modules. We add our MC modules in the interconnections between the second DPC and LSFE
as well as between both the LSFE connections. These correlation connections aggregate contextual information from small-scale features and characteristic large-scale features for better
object boundary refinement.
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Instance Segmentation Head The instance segmentation head of our EfficientPS network
shown in Fig. 28 has a topology similar to Mask R-CNN [79] with certain modifications.
Mask R-CNN consists of two stages. In the first stage, the Region Proposal Network (RPN)
module employs a fully convolutional network to output a set of rectangular object proposals
and an objectness score for the given input FPN level. Subsequently, ROI align [79] uses object
proposals to extract features from FPN encodings by directly pooling features from the nth
channel with a 14 × 14 spatial resolution bounded within a bounding box proposal. The features
that are extracted then serve as input to the bounding box regression, object classification and
mask segmentation networks. The logits output from the mask segmentation networks for each
candidate bounding box proposal is then fused with the semantic logits in our proposed panoptic
fusion module.
Panoptic Fusion Module In order to obtain the panoptic segmentation output, we need to
fuse the prediction of the semantic segmentation head and the instance segmentation head. We
propose a novel panoptic fusion module to tackle problems due to the inherent overlap between
the two instances in an adaptive manner in order to thoroughly exploit the predictions from both
the heads congruously. We obtain a set of object instances from the instance segmentation head
of our network where for each instance, we have its corresponding class prediction, confidence
score, bounding box and mask logits. First, we reduce the number of predicted object instances
in two stages. We begin by discarding all object instances that have a confidence score of
less than a certain confidence threshold. We then resize, zero pad and scale the 28 × 28 mask
logits of each object instance to the same resolution as the input image. We then sort the class
prediction, bounding box and mask logits according to the respective confidence scores. In the
second stage, we check each sorted instance mask logit for overlap with other object instances.
After filtering the object instances, we have the class prediction, bounding box prediction
and mask logit MLA of each instance. We simultaneously obtain semantic logits with N channels
from the semantic head, where N is the sum of N‘stuff’ and N‘thing’ . We then compute a second
mask logit MLB for each instance where we select the channel of the semantic logits based on
its class prediction. We only keep the logit score of the selected channel for the area within the
instance bounding box, while we zero out the scores that are outside this region. In the end,
we have two mask logits for each instance, one from instance segmentation head and the other
from the semantic segmentation head. We combine these two logits adaptively by computing
the Hadamard product of the sum of sigmoid of MLA and sigmoid of MLB , and the sum of MLA
and MLB to obtain the fused mask logits FL of instances expressed as
FL = (σ (MLA ) + σ (MLB ))

(MLA + MLB ),

(67)

where σ (·) is the sigmoid function and is the Hadamard product. We then concatenate the
fused mask logits of the object instances with the ‘stuff’ logits along the channel dimension to
generate intermediate panoptic logits. Subsequently, we apply the argmax operation along the
channel dimension to obtain the intermediate panoptic prediction. In the final step, we take a
zero-filled canvas and first copy the instance-specific ‘thing’ prediction from the intermediate
panoptic prediction. We then fill the empty parts of the canvas with ‘stuff’ class predictions by
copying them from the predictions of the semantic head while ignoring the classes that have an
area smaller than a predefined threshold called minimum stuff area. This then gives us the final
panoptic segmentation output.
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Performance evaluation

We benchmark our proposed EfficientPS for panoptic segmentation on four challenging urban
scene understanding datasets, namely, Cityscapes [48], KITTI [70], Mapillary Vistas [162],
and Indian Driving Dataset [236]. We use PyTorch for implementing all our architectures and
we trained our models on a system with an Intel Xenon@2.20GHz processor and NVIDIA
TITAN X GPUs. For a detailed performance evaluation we refer to the appended paper in
Appendix 7.12. The implementation of our proposed EfficientPS model and a live demo on various datasets is publicly available at https://rl.uni-freiburg.de/research/panoptic.
In Fig. 29 we show some qualitative results of our approach.
Our proposed Effi-cientPS sets the new state-of-the-art in panoptic segmentation while being
faster and more parameter efficient than existing architectures. In addition to being ranked first
on the Cityscapes panoptic segmentation leaderboard, our model is ranked second on both the
Cityscapes semantic segmentation and instance segmentation leaderboards.
4.2.5

Future work

In our ongoing work we are exploring extensions of the described approach to use the panoptic
segmentation in the context of object tracking in a panoptic tracking pipeline. Furthermore
we are developing a LiDAR panoptic segmentation algorithm to exploit parts of our proposed
network structure in combination with different sensor modalities. These methods will then
be integrated in a SLAM pipeline exploiting the use of semantic information in mapping and
localization.
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Figure 29: Qualitative panoptic segmentation results of our proposed EfficientPS network in
comparison to the state-of-the-art Seamless architecture [177] on different benchmark datasets.
In addition to the panoptic segmentation output, we also show the improvement\error map
which denotes the pixels that are misclassified by the Seamless model but correctly predicted
by the EfficientPS model in green (and blue vice versa) and the pixels that are misclassified by
both the EfficientPS model and the Seamless model in red.
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Sensor information fusion

5.1

Multimodal Feature Fusion via Representation Learning for Robotic
Arm Control

5.1.1

Introduction and objectives

The robot, while performing a specific task, often has access to multiple different data sources
from its sensors. Such sensors include RGB cameras, Lidars, force feedback sensors, microphones, infrared sensors and more. As different modalities vary greatly in their properties, it
is not trivial to meaningfully combine them, although the importance and benefits of fusion
in environmental perception have been long established [19]. While using more data sources
often implies increased task performance, OpenDR also aims to detect and take advantage of
information redundancy between different sensor streams. Specific objectives include:
• robustness to damaged or incomplete inputs (e.g. by focusing on less distorted data
streams)
• producing compact and lightweight representations (e.g. by heavily compressing or discarding redundant data)
• compactness of the model architectures (to expand deployment options)
We choose to focus our attention on robot manipulation tasks, as they are central to the
majority of the robotic applications [111], including the use cases of OpenDR, particularly
industrial robotics. Such tasks include, for example, grasping, inserting, stacking, pushing,
cutting, writing and many more. Learning systems, such as those based on deep learning, are
essential for the robot to acquire these skills, due to the variation in the real world conditions.
Some manipulation tasks, such as grasping, have effective solutions [159, 64], but the majority offer a significant challenge. While it is common for existing solutions to focus on the
individual tasks, designing custom system architectures and evaluation procedures, we instead
adopt a feature fusion framework that could be adapted to an arbitrary manipulation goal while
allowing flexibility in the number and format of the inputs. Our work has significant connections to the OpenDR task 5.3 Deep Action and Control, therefore we are collaborating with the
corresponding OpenDR personnel.
Representation learning [12], which aims to produce an efficient low-dimensional view of
the feature space, has been notably incorporated into robotic control works [164, 51, 118, 119].
Following the general principle of these works, we center our framework around the representation learning core, which allows us to consider multiple different input types, input feature
extractors, fusion methods, as well as representation priors. As a starting point and the baseline
for OpenDR framework implementation, we choose to focus on the insertion task and follow
the general design from [118]. This baseline will then be augmented with additional priors and
a modified fusion technique to encourage robustness w.r.t. inputs, while individual elements
of the system will be optimized to maximize the runtime performance. We plan to utilize the
architecture search algorithm developed by TAU [161] as part of the design and optimization
process. The overview of other related methods, as well as the details on the framework, are in
the following subsections.
The related paper can be found below:
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• [161] A. Muravev, J. Raitoharju and M. Gabbouj, “Neural Architecture Search by Estimation of Network Structure Distributions”, arXiv preprint arXiv:1908.06886, 2020
5.1.2

Summary of state of the art

While there exists a plethora of methods for robot manipulation tasks, their utilization of multiple modalities is somewhat limited. Most traditional approaches rely on task-specific prior
knowledge and handcrafted features [191, 208], which lack the flexibility and power of models. Meanwhile many learning-based approaches rely just on a single modality, most common
being RGB imagery [120, 285]. Still, the research in multimodal manipulation is ongoing, and
we investigate some prominent examples below, focusing on the insertion task. It is important
to note that due to the variety of system designs as well as evaluation protocols these works
cannot be directly compared against each other, and precise state of the art is therefore difficult
to establish.
Triyonoputro et al. [227] solve the peg-in-hole insertion task, assuming the uncertainty of
the initial position of the gripper. They focus their attention on the so-called search phase of the
task, where the goal is to detect the rough position of the hole and move the gripper there. For
this purpose the authors utilize the model with the VGG-16 backbone, which takes as inputs
the concatenated RGB images from multiple camera views and outputs the predicted relative
position of the hole. The gripper then moves a certain distance towards the quadrant of the
coordinate system, which contains the predicted position. The step size of movement decays
to zero over time. Once the hole is predicted to be close enough, the method performs spiral
search for precise alignment, followed by force feedback based insertion, which uses impedance
control (an existing technique). The key advantage of the work is the use of purely synthetic
data for training the visual multiview model. Due to the domain randomization (by randomly
varying textures, hole position and darkness, noise levels) the resulting model can be validated
on the real robot and is quite robust to different backgrounds. The work is, however, limited by
its focus on the search phase, as well as avoiding the fusion of truly heterogeneous inputs.
Camilo et al. [33] tackle the issue of tuning force control parameters for the adaptive compliance controllers of industrial robots. While learning trajectories via RL solutions has proven its
viability, tuning the force gains has been expensive and lacking in generalization. The authors
construct an MLP-based action controller, which inputs the combination of the proprioception
features and the haptic features. The controller outputs the trajectory correction (as the rough
trajectory is assumed to be known), as well as force control parameters. Proprioception features
are extracted via a 2-layer MLP, while the haptic features are produced by the temporal convolutional network (TCN) from the slice of the force feedback time series, and the two are combined
by simple concatenation. Similarly to the previous approach, the training is done on a simulator
with domain randomization, although a brief finetuning on the real robot is performed as well.
While this approach does have a pronounced feature extraction scheme, it does not make use of
visual data, which would likely make the simplistic design insufficient.
Liu et al. [135] approach the peg-in-hole insertion problem by focusing only on the insertion phase, as it is more challenging and requires finer control. The proposed method is
fundamentally based on behavior cloning, i.e., the training data is provided by a human expert
manually solving the task. To allow for more flexibility and prevent overmatching, the reward
is accumulated over multiple steps ahead instead of just one. The multimodal fusion module
uses pre-trained ResNet18 backbone to extract features from the RGB images and concatenates
them with the force feedback and proprioception features, computed via separate MLPs. Only
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the immediate action is predicted this way, while further steps ahead are computed by recurrently applying a separate MLP controller on the current output. The authors discover that the
variant of the model which does not use proprioception actually performs best, as that particular
sensor overfits the training data. Naturally, the main limitation of this approach is the need for
demonstration data to train on.
Ding et al. [58] consider the peg-in-hole problem via a progressive search. Spatial grid
is sampled around the hole, and the robot performs insertion trials in every point of the grid
(plus in shifted positions), recording the RGB images and force feedback while doing so. Force
feedback data is used to train the dynamics model, which outputs the predicted forces in the
next step, given the current ones and the chosen action. RGB images are used to build an
optical flow image between each insertion trial position and the true hole position. This image
is passed through an MLP to obtain flow features. The chosen action, predicted forces and
the flow features are all taken into account by a pose predictor, which outputs the probability
heatmap of hole locations. The pose predictor also uses LSTM to maintain internal memory,
allowing it to gradually refine predictions. Finally, the RL-based agent, which produces actions
based on the heatmap, is trained to minimize the number of insertion trials. This system has
relatively complex modules for each modality, that require separate training.
Lee et al. [118, 119] design the insertion system by separately training the feature encoder
and the policy network (RL controller). The feature encoder takes advantage of representation
learning: every input is separately encoded (via an appropriate block, e.g. CNN for RGB images) and the fusion module combines these encodings in the single feature vector. To train the
parameters of the feature encoder, a set of surrogate objectives is designed, which encourage the
features to retain specific desirable information. Moreover, these objectives are self-supervised,
so the data collection and training of the feature encoder can run without human expert, whether
in simulation or on the real robot (the cited works opt for the combination of both). This training
loop is entirely separate from the RL controller training, which dramatically improves sample
efficiency of the whole system. The cited works use slightly different sets of inputs and objectives, as well as a different fusion approach, which shows the flexibility of design. Experiments
also show that learned representations can generalize well to modified task conditions, demonstrating the high potential for robustness.
As the system proposed by Lee et al. combines the relatively simple design with the extensibility, we choose to adopt it as the baseline and base the following work on its general template.
We elaborate on this in the following section.
5.1.3

Description of work performed so far

Based on the existing works [118, 119], we are developing and implementing a general purpose
modular framework for robot manipulation tasks. In this framework the feature encoder (where
the fusion of modalities is performed) and the robotic RL-based controller are trained separately
in two distinct stages. This speeds up the entire training process and reduces the required
amount of data (decreasing the consumption of resources such as memory and time). As a
result, the trained feature encoder can be potentially reused for a different environment or even
a different task, analogous to the widespread use of pretrained models in computer vision. The
structure of the framework is shown on Figure 30. The details of interaction between the RL
controller and the robot are out of the scope of the framework and not shown. The two baseline
implementations follow the works [118] and [119] respectively. The details of their design can
be found in Table 29.
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Figure 30: Structure of the representation learning driven framework for manipulation

Table 29: Design of baseline feature encoders for sensor information fusion
Element
Inputs

Baseline 1
RGB image

Input encoders

force torque
proprioception
6-layer CNN

Fusion module
Outputs

5-layer causal convolutions
2-layer MLP
concat + 2-layer MLP
action-conditional optical flow

Output encoders

Losses

contact prediction
time alignment
6-layer CNN
2-layer MLP
2-layer MLP
EPE
cross-entropy
cross-entropy

OpenDR

Baseline 2
RGB image
depth image
force torque
proprioception
6-layer CNN
18-layer CNN
5-layer causal convolutions
4-layer MLP
product-of-experts
action-conditional optical flow
next effector pose
contact prediction
time alignment
6-layer CNN
18-layer CNN
2-layer MLP
2-layer MLP
EPE
MSE
cross-entropy
cross-entropy
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The feature encoder module consists of a set of encoders for individual inputs, i.e., modalities, as well as a fusion module. Input encoders are essentially feature extractors with internal
design specific to their modality, e.g. CNNs for visual data such as RGB and depth images,
causal convolutions for time series data e.g. audio and haptic readings, MLPs for small-scale
readings and so on. As per the framework modularity, the number and design of input encoders
can vary for the specific cases. The same input can also provide multiple different features
through parallel encoders. While it is possible (and may be beneficial) to use pretrained encoders based on existing feature extractors, finetuning should be performed to optimize for the
representation objectives.
Fusion module is responsible for merging the encoded features into a single low-dimensional
representation. Previously established examples of the fusion module include trivial concatenation, MLP or product-of-experts [248]. While any combining approach is possible, it is
important for the fusion module to be parameterized and learnable, so it can adapt to the natural
imbalance of information between the different inputs. One goal of OpenDR is to exploit the
cross-input redundancy, which can be achieved primarily by designing novel adaptive fusion
modules. Such a module will be dynamically changing the influence (e.g. weights) of inputs
during runtime. One option currently being investigated is the prediction of weights from the
outputs of auxiliary parallel input encoders.
As previously mentioned, training of the framework instance is performed in two stages.
The first stage involves training the feature encoder to produce compact fused representations
that contain all the necessary information. This training is driven by minimization of the losses
of the defined representation objectives. While traditionally reconstruction losses, which measure the ability to recover the original inputs from the fused encoding, have been the most
widespread, the recent research suggests it is not optimal for robot manipulation [119]. Instead
the more beneficial approach is in designing surrogate objectives, which do not directly correspond to the solution of the task, but encourage the encoding to retain certain information.
For example, one such objective in both [118] and [119] is the prediction of action-conditional
optical flow, which forces the encoding to carry information for visualizing the outcomes of
current decisions: a natural benefit for the task. Another example is contact prediction, which
generates the binary answer on whether the manipulator will come into contact with the target
surface in the next timestep; this objective is also meaningful, as the desired behavior of the
robot after contacting the surface can be expected to change. In addition to having the appropriate loss function, each such objective requires an output decoder to be defined and trained.
Examples of decoders include upsampling convolutional layers for the optical flow, MLP for
the contact prediction flag, etc. Also, in addition to the surrogate objectives, the encoding itself
can have defined priors or associated losses, such as KL divergence for the variational inference
formulation of encoding from [119].
Stage 2 of the framework instance training involves a well-known procedure of tuning the
RL controller in the loop with the robot. As the feature encoder is either briefly finetuned or
completely frozen during this stage, a lot of computation and time can be saved, as the number
of changing parameters is greatly reduced. Many training methods are available for this stage,
such as TRPO [200]. No additional interaction between the controller and the robot is necessary,
as the multimodal fusion specific elements are all defined in the earlier part of the control loop.
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Training data and performance evaluation

One key advantage of the surrogate objectives used in the baseline implementations is their
support for self-supervision. This means that their ground truth labels can be generated automatically without human participation. For example, the optical flow can be computed from
the sequential RGB camera frames, while the contact prediction is obtained by thresholding the
force torque values. The system with such objectives (naturally, the reconstruction objective
also fits) can collect and use significant amounts of training data fully autonomously. Combined with the overall reduction in training costs due to the separation of feature learning and
controller learning, the framework instances can be prepared for operation with minimal expert
involvement. An arbitrary trajectory or a task solving attempt can be a valid data point, provided
that all the defined datastreams are recorded. The only requirement for the training data as a
whole is reasonable diversity, i.e., there should be enough variety in the trajectories, including
varying failures, partial successes, near successes, etc. As long as the variety is maintained,
randomly or heuristically guided trajectories are sufficient as inputs, whether they come from
the simulation or the real robot.
Due to the significant differences in the specific tasks, environments and settings, there are
inevitably few universally accepted benchmarks for manipulation tasks, although the efforts of
such kind continue [31]. While this does imply that the work results are hard to compare against
alternative methods, the nature of the framework allows for a unified evaluation environment.
Given a fixed trajectory dataset, the task performance metrics (e.g. outcome rates) can be compared across different training settings, environmental parameters, input sets, objective sets,
fusion module choices etc. Therefore we are currently collecting a sufficiently large dataset of
both simulated and real trajectories to facilitate such evaluations in the future work. We are
also aiming to publish this dataset and provide open access to it, as this will benefit the future
contributors to the framework.
One concern for the proposed approach is the runtime performance on the devices targeted
by OpenDR. While efficiency is certainly one of the design goals, in the original formulation
the strict constraints on memory or time were not taken into consideration. It is therefore possible for the baselines to not reach acceptable performance in the shared OpenDR framework
evaluation environment. If that is the case, we will further simplify the system by reducing
the complexity of individual blocks, such as encoders and decoders, and conduct additional
experiments to analyze the impact of such compression on task performance.
5.1.5

Future work

The framework offers a lot of flexibility in adding or modifying modules. After the completion
of baseline implementations as well as data collection, we will proceed with analyzing the
influence of individual elements on the task performance. The set of inputs can be expanded
by other available and relevant sensors, e.g. multiple image views or audio signals. Design of
novel representation learning objectives is also expected to produce improvements. The results
of initial research on individual input impact will be used for designing an adaptive fusion
module, that would align with the goal of redundancy exploitation. The neural architecture
search algorithm, proposed by TAU [161], can be applied to the design of individual elements.
Finally, the potential of transferring the knowledge (mainly via pre-trained feature encoders)
between the different manipulation tasks should be investigated.
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Multimodal Object Detection in Harsh Lighting Conditions
Introduction and objectives

Human visual object recognition is often rapid, effortless and largely viewpoint or object orientation independent [72]. However, with the advent of deep neural networks, computer vision
algorithms have achieved unprecedented performance and even surpassed human capabilities
on tasks including image classification, face identification and object recognition [205]. Despite the accuracy of deep neural networks, their generalisation property across changes in the
input distribution e.g., illumination changes and harsh conditions, is not established yet. In a
behavioural comparison of humans and well-known deep neural architectures like ResNet-152
[81], classification performance of neural networks seems to decline rapidly with decreasing
signal-to-noise ratio under image distortions [72, 73]
In the context of object detection, multi-sensor configurations are known to provide redundancy and often enhance performance of the detection algorithms. Moreover, efficient sensor
fusion strategies minimize uncertainties, increase reliability and are crucial in achieving robustness against asymmetric sensor failures. Existing methods that have attempted to solve
object detection problem in cases such as low-illumination or adverse weather conditions have
employed a combination of distinct sensors. Typically, standard passive cameras output degenerates with reduced ambient light while LiDAR, radar, NIR and FIR sensors are less affected by
illumination changes. LiDAR performance degrades by scattering media, while radars though
do not scatter much in adverse weather conditions, only provide low azimuthal resolution. NIR
imagers employ near-infrared source to shine light onto the scene and detect the reflected illumination by a time-synchronized camera [103]. However, they are low range sensors and could
be affected by the external light sources pointed directly towards them. For that reason, NIR
imagers are better suited for indoor robotic applications. FIR imagers on the other hand are passive and high range thermal sensors. However, these sensors can not be mounted behind glass
surfaces [103] and they may fail to differentiate between objects in similar temperature ranges.
Increasing number of sensors might enhance the performance of detection algorithms, however
this comes with a considerable computational/energy cost. This is often not desirable in mobile
robotic systems which typically have constraints in terms of computational power and battery
consumption. In such cases, intelligent choice/combination of sensors is critical.
In this work, we propose a multi-modal fusion strategy for object detection in harsh lighting conditions, specifically for high contrast scenes, by exploiting RGB and thermal/infra-red
sensors.
5.2.2

Summary of state of the art

In this section, we first review deep learning based object detection strategies, followed by a
discussion on existing methods for multi-modal fusion schemes in relevant tasks.
Deep Learning Based Object Detection Detailed literature surveys for deep learning based
object detectors have been published in [99, 131]. Here we briefly discuss some of the wellknown object detection strategies. Typically, object detectors can be classified into two types
namely, two-stage and singe-stage object detectors.
Two-stage object detection: Two-stage object detectors exploits a region proposal network
(RPN) in their first stage with an input image being fed into the backbone of convolutional
neural network. RPN ranks region boxes alias anchors, and proposes the ones that most likely
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contain objects as candidate boxes. In the second stage, the features are extracted by region-ofinterest pooling (RoIPool) operation from each candidate box. These features are then utilized
for bounding-box regression and classification task. The classification and localization accuracy
of two-stage detectors has been higher as compared to well-known single stage detectors, however because of an extra region proposal network, the inference speed is low. Typically, models
in the Region-based Convolutional Neural Networks (R-CNN) family fall into this class of object detectors. Fast R-CNN, Faster R-CNN and Region-based Fully Convolutional Network
(RFCN) are among the popular methods adopting this approach.
Single-stage object detection: Single-stage detectors propose predicted boxes from input
images in one forward pass directly without region proposal step. Thus, this type of object
detectors are time efficient and can be utilized for real-time operations. You Only Look Once
(YOLO) and Single-shot mutilbox detector (SSD) have been the prominent representatives of
single-stage object detectors.
YOLO and its subsequent versions, divide the input image into grid cells. For each object
that is present in the image, one grid cell is responsible for predicting it. Each grid cell predicts
several bounding boxes and class probabilities. Each bounding box prediction has a confidence
score associated with it. Only the bounding boxes with the confidence score higher than the
threshold are considered. To select a single entity out of several overlapping bounding boxes
detected by the network, YOLO like most other object detectors, employs a hand-crafted strategy known as non-maximum suppression (NMS). NMS selects the bounding box with highest
confidence score and removes the overlapping ones with intersection-over-union (IoU) values
higher than the threshold. This step is often additionally required in generating proposals in
two-stage detectors while assigning anchor boxes to the ground-truth labels.
SSD uses convolutional neural network as a backbone feature extractor to extract feature
maps at multiple scales/layers. Each layer is responsible to produce proposals based on default
bounding boxes associated to each feature map similar to anchor boxes in Faster-RCNN. The
default boxes are pre-selected manually to cover a wide spectrum of real-world objects. This
allows classification of objects of various sizes. For each default box, the network learns an
offset for its position and a scaling factor for its size.
Lately, an end-to-end object detection strategy is proposed in [35] that eliminates the need
for hand-crafted components like anchor boxes and non-maximum suppression. It employs
transformers in an encoder-decoder fashion, combined with a set-based Hungarian loss which
forces unique predictions for each ground truth bounding box by utilizing bipartite matching. Transformers consist of multi-headed self-attention modules and are permutation-invariant.
Thus they are supplemented with fixed positional encodings which are added to the encoder input. The decoder transform the learned positional encodings, which are unique for each object
query, into an output embedding. These are subsequently decoded into bounding box coordinates and class labels by a feed forward neural network.
Object detection strategy in [35] is among the pioneering works that have exploited transformers in the image domain. However, technically it is still a combination of CNN and selfattention. Lately, the authors in [59] directly employ a standard transformer in image domain.
They interpret an image as a sequence of patches and process it by a transformer encoder for image recognition task. Promising results were obtained when trained on large scale datasets e.g.,
ImageNet, ImageNet-21k and JFT. The inherent non-sequential architecture of transformers allows parallelization of models. They are computationally efficient thus require substantially
fewer computational resources to train. Therefore, we opted to build upon the methodology of
[35] for our multi-modal object detector for harsh lighting conditions.
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Sensor Fusion Sensor fusion strategies can be roughly divided into three types according to
the level of abstraction where fusion is performed or in which order transformations are applied compared to features combination namely low-level, medium level and high-level fusion
[69]. In low-level or early fusion, raw information from each sensor is fused at pixel level
e.g., disparity maps in stereovision cameras [246, 176]. Further examples of early fusion include strategies where multi-modal data e.g., point cloud from LiDAR and camera images are
stacked in depth and passed through a classifier to predict object classes, or they complement
each other to generate region-of-interest patches for object detection [277]. In medium-level,
a set of features is extracted for each modality in a pre-processing stage while different approaches [166] are exploited to fuse the extracted features. These include multiplication which
computes element-wise product of feature maps, concatenation where feature maps are stacked
without any blend, and convolution where stacked feature maps are convolved with 1×1 filter
size. Other methods employ a combination of two fusing methods e.g., convolution of stacked
feature maps followed by several fully connected layers with dropout regularization [21]. Such
fusion methodologies are otherwise known as late-fusion. In high-level fusion or ensemble
learning methods, predictions are obtained individually for each modality and the learnt scores
or hypotheses are subsequently combined via different methods e.g., weighted majority votes.
[266, 2, 163]. Deep fusion or cross fusion [32] is another type of fusion strategy which repeatedly combines inputs, then transform them individually. In each repetition, the transformation
learns different features [16].
Multi-Modal Object Detection: Most of the efforts on multi-modal object detection in the
literature are focused on pedestrian or vehicles detection in automotive context. In terms of sensors combination choice, fusion strategies are typically proposed for camera-LiDAR, cameraradar and camera-radar-LiDAR setups.
Lately, entropy steered multi-modal deep fusion architecture is proposed in [16] following
the single-shot object detector framework for adverse weather conditions. Fusion is performed
for multiple sensors including RGB camera, gated camera (NIR band), LiDAR and radar. For
LiDAR, instead of employing BeV projection or point cloud representation, the authors encode
depth, height and pulse-intensity on an image plane. Moreover, radar output is also projected
onto an image plane parallel to the image horizontal dimension while considering radar output invariant along the vertical image axis, the data is replicated across horizontal image axis.
A modified VGG architecture is utilized for feature extraction, while features are exchanged
among all modalities driven by sensor entropy, after each pooling operation. Fused feature
maps from the last 6 layers of the features extractors are passed to SSD bounding box regressor
and classification layers.
In [56], the authors propose a pseudo multi-modal object detector from thermal IR images
in Faster-RCNN setting. They exploited I2I translation networks namely CycleGAN and UNIT
to transform thermal images from FLIR ADAS and KAIST datasets to RGB domain. Inputs
from each modality is passed through CNN feature extractors with ResNet blocks. The output
feature volumes are then stacked and passed through 1×1 convolution for combined feature
learning. Subsequently, the output of 1×1 convolution is directly passed to RPN, bounding box
regressor and classification head.
Here we also discuss some fusion strategies which are relevant to our work but originally
proposed for applications other than object detection. Two sensor fusion strategies are proposed in [39] for Visual-Inertial Odometry namely soft fusion and hard fusion. Soft fusion
method is implemented in a deterministic fashion that learns soft masks and assign weights to
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each element in the feature vector. Hard fusion exploits gumbel-softmax resampling strategy
which assigns hard masks resampled from a discrete stochastic distribution, parameterized by
a variable conditioned on feature vectors. This can be viewed as a switcher for each component in the feature map. The performance of the fusion strategies is studied through sensor data
degradation e.g., vision degradation through occlusions, gaussian noise and missing images and
similarly for IMU degradation and cross-sensor degradation.
In [105], the authors propose a sensor fusion strategy for RGB and depth images to steer
a self-driving vehicle. A semantic segmentation network is trained by using RGB images by
employing an encoder-decoder architecture without skip connections. Once it is trained, the
latent semantic vector obtained after passing the RGB image through the encoder, is fused with
the depth features obtained through a separate CNN features extractor. The fusion architecture
proposed by [105] is similar to the gating mechanism driven by the learned scalar weights presented in [174]. To imitate sensor failure cases, the network is trained partially with corrupted
data. More specifically, random RGB images are fed into encoder to obtain irrelevant semantic
features to mimic RGB camera failures while blank images are passed through depth features
extractor module to simulate failure of depth sensor.
In this report, we propose deterministic weighted fusion strategies that enable robust and
sensor-aware object detection in harsh lighting conditions. We also propose a selective fusion
scheme by exploiting Gumbel-softmax trick similar to [39]. We perform extensive experiments and show that our methods have surpassed the state-of-the-art results on FLIR Thermal
Dataset4 .
5.2.3

Description of work performed so far

In our work, multiple sensor fusion strategies have been explored for reliable object detection
in harsh lighting conditions. The overall pipeline of the proposed multi-modal object detector
is illustrated in Figure 31. For the base object detector, we build upon the methodology of [35]
which exploits transformers in an encoder-decoder setting with a set-based Hungarian loss for
bounding box regression and object classification. We propose a multi-modal object detector
for RGB and IR/depth images. Our methodology can be extended to include data from other
sensors like LiDAR or radar, assuming that they are projected onto image plane as proposed in
[16].
Harsh lighting conditions such as dark-shadows/intense-highlights, change in brightness
or extreme low light, substantially affect the performance of CNNs in image classification or
object detection tasks. We propose new data augmentation methods to mimic high-contrast
extreme lighting conditions by creating random shadows and highlights in the images. The
proposed methods can be applied at image level and at patch level as well. These are learning
free lightweight methods and can be integrated with several CNN models without the need to
change the learning strategy. The proposed data augmentation methods are utilized to imitate
the limitations of conventional RGB sensors to handle extreme light conditions in our multimodal object detection algorithm. Our fusion strategies then learn to exploit sensor redundancy
in such cases for correct predictions of objects in the scene.
Random Shadows-Highlights For an image I, Random Shadows-Highlights (RSH) are applied with a probability p. For 1 − p probability, the image is left unchanged. For an image level
4 https://www.flir.com/oem/adas/adas-dataset-form/
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Positional Encoding

Figure 31: Our proposed pipeline for a multi-modal object detector with transformers.
transform, RSH is driven by twelve input parameters to create random shadows and highlights.
These variables include highlight brightness minimum Hbl and maximum Hbh range, shadow
darkness minimum Sdl and maximum Sdh range, left-edge upper minimum lul and maximum
luh range, left-edge lower minimum lll and maximum llh range, right-edge upper minimum rul
and maximum ruh range and, right-edge lower minimum rll and maximum rlh range. When an
image of size W × H is passed to RSH, it randomly determines left-low factor Ll f , left-high
factor Lh f , right-low factor Rl f and right-high factor Rh f , such that:
Ll f ←Rand(lll , llh ) × H
Lh f ←Rand(lul , luh ) × H
Rl f ←Rand(rll , rlh ) × H
Rh f ←Rand(rul , ruh ) × H
RSH then initialize four points Pbl , Ptl , Pbr and Ptr , two on each vertical edge of the image,
such that:
Pbl = (0, Ll f + Lh f )
Ptl = (0, Lh f )
Pbr = (W, Rl f + Rh f )
Ptr = (W, Rh f )
The obtained four points are then utilized to draw a filled contour on the image. This contour
can also be considered as a mask to adjust the brightness of the masked pixels. Later, an inverted
mask is also created by applying a bitwise-not operation on the mask. The brightness of masked
image is decreased by shadow darkness factor Sd f obtained such that Sd f ←Rand (Sdl , Sdh ).
Similarly, the brightness of the image multiplied by the inverted mask is increased by highlights
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Figure 32: Samples of our proposed Random Shadows-Highlights (RSH) data augmentation
algorithm.
brightness factor Hb f , which is obtained such that Hb f ←R and (Hbl , Hbh ). The resultants of
the last two operations are subsequently added to create a new image with randomly created
shadows and highlights. Some sample images of our RSH output is shown in Figure 32. Our
patch level RSH is inspired by Random Erasing data augmentation proposed in [278], except
that we additionally create random patches where the brightness randomly changes similar to
our image level RSH.
Features Fusion Schemes The proposed weighted fusion mechanisms assign weights to the
features extracted from the backbones, guided by separate neural networks trained on the extracted features themselves. To get a deeper insight into the strengths of each modality in
different test cases, we also visualize the learned weights/fusion masks. We actually perform
and evaluate features fusion in two configurations i.e., weighted fusion with scalar and mask
multipliers, and selective feature fusion driven by Gumbel-softmax trick that enables sampling
from a discrete distribution. Separate feed-forward networks are designed for each method to
model the features fusion process.
Weighted Features Fusion Given, features outputs from the backbone feature extractors for
RGB camera sRGB and for IR imager sIR , separate feed-forward neural networks for each
modality, learn to model feature selection process as shown in Figure 33. This is obtained,
in one way, by learning scalar weights which are exploited as weighing multipliers for RGB
and IR features selection. The weighted features are then merged by either taking an average of
the two feature sets, or by concatenating them. Our scalar fusion functions gsa and gsc can be
represented as:
gsa (sRGB , sIR ) = φ (wRGB sRGB , wIR sIR )
gsc (sRGB , sIR ) = [wRGB sRGB ; wIR sIR ]

(68)

φ in the above equation represents mean operation. Moreover, feature selection is also modelled
by learning masks for each modality with spatial size equal to that of the features maps. We can
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similarly represent the fusion scheme with mask multipliers as:
gma (sRGB , sIR ) = φ (mRGB sRGB , mIR sIR )
gmc (sRGB , sIR ) = [mRGB sRGB ; mIR sIR ]

Scalar Weight Learning Network
In: (𝑓𝑤 , 𝑓ℎ , 2048)
Out: 𝑊𝑒𝑖𝑔ℎ𝑡𝑠 (𝑓𝑙𝑜𝑎𝑡)

𝑊𝐼𝑅

𝑊𝑅𝐺𝐵

(69)

Weight-Mask Learning Network
In: (𝑓𝑤 , 𝑓ℎ , 2048)
Out: (𝑓𝑤 , 𝑓ℎ , 1)

𝑊_𝑚𝑎𝑠𝑘𝐼𝑅

𝑊_𝑚𝑎𝑠𝑘𝑅𝐺𝐵

Features Combination

Features Combination

(a)

(b)

Features Combination
Weighted
Features RGB
(𝑓𝑤 , 𝑓ℎ , 2048)

Weighted
Features IR
(𝑓𝑤 , 𝑓ℎ , 2048)

Features Average

(i)

Weighted
Features RGB
(𝑓𝑤 , 𝑓ℎ , 1024)

Weighted
Features IR
(𝑓𝑤 , 𝑓ℎ , 1024)

Concatenation

(ii)

Figure 33: (a) Illustration of our weighted fusion schemes driven by learned scalar values for
each modality. Each feature volume obtained for the respective backbones are passed through
two identical feed-forward networks (shown as a single Scalar Weight Learning Network block).
The output scalar weights are then multiplied with the original feature volumes and later combined in two fashions illustrated in (i) and (ii). (b) Fusion of the features driven by learned
weight mask is shown. A 1-channel mask is learned for each modality by Weight-Mask Learning Network instead of scalar weights. The features combination is performed similar to (a).
Selective Features Fusion In addition to the weighted fusion schemes, we exploit a derivative
of Gumbel-max trick to learn a one-hot encoding that either propagates or blocks each component of the feature maps for intelligent fusion. Gumbel-max resampling strategy allows to draw
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discrete samples from a categorical distribution during the forward pass through a neural network. It exploits the reparametrization trick to separate out the deterministic and stochastic
parts of the sampling process. However, it adds Gumbel noise instead of that from normal distribution, which is actually used to model the distribution of the maximums for samples taken
from other distributions. Gumbel-max then employ the arg max function to find the class that
has the maximum value for each sample.

𝜏

𝐺

𝛼𝐼𝑅

𝛼𝑅𝐺𝐵

𝐺

+

+

𝑠𝑜𝑓𝑡𝑚𝑎𝑥

𝑠𝑜𝑓𝑡𝑚𝑎𝑥

𝜏

Figure 34: Illustration of our Selective Fusion strategy that employs Gumbel Softmax sampling
trick. Feature maps from each modality are first convolved with 1x1 convolutional kernel and
out channels equal to half of that of the input. A feature selection map is obtained after sampling
(shown in black with white and grey samples) which are first multiplied by the corresponding
convolved feature volumes and then concatenated. The concatenated output is passed to the
transformers for bounding box regression and object classification
Considering α be the n-dimensional probability variable conditioned for every row on each
channel of the feature volume such that α = [π1 , ..., πn ], representing the probability of each
feature at location n, Gumbel-max trick can be represented by the following equation:
Q = arg max(log πi + Gi )
i

(70)

where, Q be a discrete random variable with P(Q = i) ∝ πi random variable and {Gi }i≤n be an
i.i.d sequence of standard Gumbel random variables which is given by:
G = − log(− log(U)),U[0, 1]

(71)

The use of arg max makes Gumbel-max trick not differentiable. However, it can be replaced
by softmax with a temperature factor τ, thus making it a fully-differentiable resampling method
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[97]. Softmax indexed by a temperature parameter τ can be represented as:
fτ (x)k =

exp(xk /τ)
K
Σk=1 exp(xk /τ)

(72)

The temperature factor in softmax determines how closely Gumbel-softmax distribution
matches the categorical distribution. With low temperatures e.g., τ = 0.1, τ = 0.5, the expected
value of Gumbel-softmax random variable approaches the expected value of a categorical random variable [97]. Gumbel-softmax resampling function can therefore be written as:


exp((log πi + Gi )/τ)
τ
, i = 1, ..., n
(73)
Q = fτ (log π + G) =
Σnj=1 exp((log π j + G j )/τ) i
We set τ = 1 and obtain feature volume approximate one-hot categorical encodings for
each modality eRGB and eIR . Then a hadamard product is taken between the encodings and the
feature volumes and the resultants are subsequently concatenated and passed on to our bounding
box regressor and classification head. We illustrate our selective fusion process developed for
multi-modal object detector in Figure 34, while the selective fusion function gs f is given as
follows:
gs f (sRGB , sIR ) = [eRGB sRGB ; eIR sIR ]
(74)
Dataset We utilize FLIR Thermal Dataset which provides 8,862 train and 1,366 thermal images recorded in the streets and highways in Santa Barbara, California, USA from November
to May. The videos were recoreded with mostly clear-sky conditions at both day and night.
The thermal images in FLIR dataset are acquired with FLIR Tau2 camera while the dataset also
provides unannotated, non-aligned RGB images as well for each thermal frame. The RGB images are acquired by FLIR BlackFly camera. The thermal images in the dataset are annotated
with mainly four classes namely People, Bicycle, Car, Dog and Other class which might contain other vehicles e.g., large trucks, boats and trailers. The dominant classes in the dataset are
People, Bicycles and Cars. The annotations are provided in MSCOCO format.
For multimodal object detection with FLIR Thermal Dataset, it is necessary to align the
RGB images with their thermal counterparts. The dataset does not provide the camera matrices
or any other information that could be utilized to estimate an ideal transformation between RGB
and thermal images. One way to approach this problem is to create artificial RGB images from
input thermal images through GANs or similar neural networks as performed in [56]. We opted
to employ the concept of homography by manually selecting matching features in multiple
RGB and thermal images. The selected feature points are concatenated and used to estimate a
transformation matrix between the two camera modalities. RGB images are then transformed
with the estimated homography matrix such that they approximately align with their thermal
equivalent. By visual inspection, it is obeserved that some images still do not align well and
the apparent culprit to this problem might be non-identical fixture of RGB and thermal imagers
in different scenarios during the process of dataset acquisition. Moreover, most of the RGB
images in the dataset are of resolution 1600 × 1800, nevertheless there are some RGB images
with resolutions including 480 × 720, 1536 × 2048 and 1024 × 1280. To avoid complications,
we only select RGB images with 1600 × 1800 resolution with their corresponding thermal
images.
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Without Random Shadow-Highlights
Model

mAP@IoU=0.50

FLIR-Baseline
MMTOD-UNIT [56]
MMTOD-CG [56]
sc-avg: gsa
sc-con: gsc
mask-avg: gma
mask-conc: gmc
selective fusion: gs f

0.539
0.615
0.614
0.666
0.718
0.630
0.630
0.607

AP@IoU=0.50
Person

Bicycle

Car

Dog

0.546
0.644
0.633
0.820
0.791
0.792
0.806
0.740

0.396
0.494
0.502
0.637
0.621
0.596
0.539
0.547

0.675
0.707
0.706
0.878
0.870
0.871
0.873
0.837

0.328
0.587
0.260
0.2302
0.302

Table 30: Average Precision of our proposed sensor fusion strategies in comparison to FLIR
Baseline and methodology proposed by [56]. Our models i.e., gsa , gsc , gma , gmc and gs f were
trained and evaluated without our Random Shadow-Highlights data augmentation method.
With Random Shadow-Highlights
Model

mAP@IoU=0.50

sc-avg: gsa
sc-con: gsc
mask-avg: gma
mask-conc: gmc
selective fusion: gs f

0.656
0.696
0.655
0.622
0.609

AP@IoU=0.50
Person

Bicycle

Car

Dog

0.824
0.797
0.827
0.805
0.759

0.596
0.641
0.642
0.599
0.606

0.876
0.862
0.885
0.859
0.845

0.326
0.482
0.266
0.224
0.223

Table 31: Performance evaluation of the proposed sensor fusion strategies with our Random
Shadow-Highlights data augmentation method.
5.2.4

Performance evaluation

We train our multi-modal object detector with the proposed sensor fusion strategies i.e., gsa ,
gsc , gma and gmc for weighted fusion, and gs f for selected feature fusion. The performance
of our fusion methods outscore the reported state-of-the-art results for FLIR Thermal Dataset.
The obtained results are summarized in Tables 30 and 31. gma and gs f have shown prominent
improvements for classes Person, Bicycle and Car with RSH transforms. gsc has performed
best in detecting Dog with or without RSH, however the dataset clearly suffers from huge class
imbalance for this label. The trained models are evaluated on RTX-2080 single laptop GPU and
each forward pass takes approximately 130 ms. To scrutinize the learned weights for RGB and
thermal images, we test our object detection pipeline by either feeding blank images (black or
white) or by applying RSH transforms on the test images for each modality. The quantitative
results with output weights visualization are shown in Figures 35, 36, 37 and 38.
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Future work

We aim to further fine-tune our fusion strategies and train our object detector on SUNRGBD
dataset. This dataset provides approximately 10,000 RGB-D images 2D polygons and 3D
bounding boxes. Instead of thermal images as we have currently used, we will employ the
depth images from SUNRGB-D dataset as the second modality to our multi-modal object detector. This will allow us to have deeper insights to the operation and performance of our
proposed sensor fusion algorithms. The results will also establish the interoperability of our
object detector on different sensor domains.

Figure 35: Qualitative output of our object detector. In this example, we provide both modalities
as inputs. (a) RSH tranform is applied on RGB image to make object detection difficult. The
network intelligently assigns more weight to thermal/IR modality where more data is available.
This can be seen from the color bar displayed on top of this image. (b) RGB image with ground
truth boxes. (c) IR image with predicted boxes. (d) IR image with ground truth boxes.
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Figure 36: Another example when both modalities are given input to our object detector. The
assigned weights are relatively balanced in this case as there is enough information available in
both modalities. Our network is able to detect objects/labels in the images which are missing in
the ground truth.
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Figure 37: This is an example output when we provide an empty (black) image in place of
RGB modality. The network output is influenced purely by thermal image in this case, which is
evident with all green in the color bar.
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Figure 38: A similar example when we provide an empty (black) image in place of IR modality.
The network output is now influenced purely by RGB image in this case, which is evident with
all blue in the color bar.
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Conclusions

In the first phase of the project, the consortium carried out a series of works following the
overall objectives of the project. In the context of work package 4 we focused on goals O1
and O2, which are the creation of a toolkit for robot deep perception, cognition and decision
making focusing on lightweight architectures to allow onboard deployment on a broad variety
of robotic platforms.
AUTH worked towards objective O1 by developing highly-optimized and lightweight implementations for object detection (Section 2.1) and semantic scene segmentation and understanding (Section 2.2). Also, a wide range of different distillation methods that allow for having
faster and more lightweight DL models targeting on-board deployment for deep environmental perception models (Sections 2.4, 2.6 and 2.6) were developed towards O1a, along with a
novel hypersphere-based WI method, allowing for improving the performance of DL models on embedded mobile accelerators (Section 2.10) and a fast supervised hashing algorithm,
which provides a useful tool for retrieving objects similar to a query image, minimizing inference and query time (Section 2.11). Furthermore, a very efficient approach that enables the
real-time semantic analysis of environmental stimuli was also developed (Section 2.3) providing a powerful tool for working towards fulfilling objective O1b. Finally, progress was also
made working towards O2a by providing an active perception approach for challenging Visual
Question Answering (VQA) tasks that often arise in modern robotics applications (Section 2.7).
AU worked towards Objective O1 by identifying and evaluating lightweight and opensource implementations for 3D object detection and tracking (Section 3.1) and 2D object tracking (Section 3.2). A method for transferring information from deep networks pre-trained on
large datasets to new tasks described by small datasets that can address the domain shift problem through Domain Adaptation (Section 2.8) and a discriminant learning method that can
exploit data representations in vector spaces generated by deep neural networks (Section 2.9)
were proposed and developed towards fulfilling objective O1b. Moreover two approaches for
improving the efficiency of 3D object detection deep learning models were investigated and
evaluated (Section 2.2) for contributing to objective O1b.
ALU-FR introduced the EfficientPS architecture (Section 4.2) for panoptic segmentation
that achieves state-of-the-art performance while being computationally efficient. It incorporates
a proposed panoptic backbone with a variant of Mask R-CNN augmented with separable convolutions as the instance head, a new semantic head that captures fine and contextual features
efficiently, and a novel adaptive panoptic fusion module. The panoptic backbone consisting
of the modified EfficientNet encoder and our 2-way FPN achieves the right trade-off between
performance and computational complexity. The 2-way FPN achieves effective aggregation
of semantically rich multi-scale features due to its bidirectional flow of information. Thus in
combination with the proposed encoder, it establishes a new strong panoptic backbone. The proposed new semantic head that employs scale-specific feature aggregation to capture long-range
context and characteristic features effectively, followed by correlating them achieves better object boundary refinement capability. ALU-FR also introduced a parameter-free panoptic fusion
module that dynamically fuses logits from both heads based on their mask confidences and
congruously integrates instance-specific ‘thing’ classes with ‘stuff’ classes to yield the panoptic
segmentation output. In addition to being ranked first on the Cityscapes panoptic segmentation
leaderboard, the model is ranked second on both the Cityscapes semantic segmentation and instance segmentation leaderboards. ALU-FR further introduced and addressed a new perception
task that we named Multi-Object Panoptic Tracking (MOPT). MOPT unifies the conventionally
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disjoint problems of semantic segmentation, instance segmentation, and multi-object tracking
into a single unified dynamic scene understanding task. This poses a set of unique challenges as
well as gives ample opportunities to exploit complementary information from the sub-tasks. The
proposed novel PanopticTrackNet architecture consists of a shared backbone with task-specific
heads for learning to segment ‘stuff’ classes and ‘thing’ classes with temporally tracked instance masks. We demonstrated the performance of our model using two different modalities,
namely vision-based MOPT on Virtual KITTI 2 and LiDAR-based MOPT SemanticKITTI. The
results showed that our model exceeds the performance of several baselines comprised of stateof-the-art task-specific networks while being significantly faster and more efficient. We believe
that these results demonstrate the viability of learning such scalable models for the MOPT task
and opens avenues for future research.
TAU worked towards objective O2c by developing and prototyping a generic representation
learning based system for robot manipulation (Section 5.1). The implementation of the baseline
will be evaluated on the insertion task and include collecting a mixed simulation+reality dataset.
TAU intends to modify this system by adding auxiliary objectives and defining an adaptive
fusion module to achieve the increase in robustness. TAU also plans to benchmark the system on
the target environments and to optimize its individual elements to reduce the processing times.
In addition to the contributions towards objective O2c, TAU also worked towards objective
O1 by developing an efficient methodology to speed up and enhance progressively built neural
networks.
TUD worked towards objective O2c by developing sensor fusion strategies for multi-modal
object detection (Section 5.2). Each sensor modality is passed through an individual sensorspecific feature extractor backbone. The obtained feature volumes are subsequently utilized to
learn respective weights by specialized FFNs in a self-supervised fashion. The feature volumes
are subsequently counterbalanced individually, guided by the learned weights, before they are
passed to the bounding box regressor and object classification head. This allows the network to
intelligently adjusts its focus on the modality that contains the most relevant information for the
task at hand. Furthermore, a selective feature fusion strategy driven by gumbel-softmax trick is
also proposed. This allows to obtain dominant discrete sample from the feature maps of each
sensor modality in an end-to-end fashion. TUD also proposed a lightweight learning free data
augmentation method (RSH) which creates random highlights and shadows in the input images.
The proposed fusion network(s) learns to handle asymmetric data corruption or sensor failures,
guided by RSH which mimics harsh-lighting/sensor-failure conditions. The proposed multimodal object detector is build upon an end-to-end object detection methodology that exploits
transformers in an encoder-decoder fashion. It converges fairly quickly due to transformers thus
reducing training time and optimizing computational resources for large-scale datasets.
The approaches and methods developed so far are well aligned with the project goals and
already set a new state of the art in individual areas. A first version of the toolkit containing the
described algorithms will be released as planned in Month 18. Given the achieved progress we
are confident to achieve the overall goals of the project in the targeted time frame and provide the
robotics community with a useful toolkit for deep perception, cognition and decision making.
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[19] W. Böhmer, J. T. Springenberg, J. Boedecker, M. Riedmiller, and K. Obermayer. Autonomous learning of state representations for control: An emerging field aims to autonomously learn state representations for reinforcement learning agents from their realworld sensor observations. KI-Künstliche Intelligenz, 29(4):353–362, 2015. 93
[20] P. V. K. Borges and S. Vidas. Practical infrared visual odometry. IEEE Transactions on
Intelligent Transportation Systems, 17(8):2205–2213, 2016. 85
[21] G. Borghi, M. Venturelli, R. Vezzani, and R. Cucchiara. Poseidon: Face-from-depth for
driver pose estimation. In Proceedings of the IEEE conference on computer vision and
pattern recognition, pages 4661–4670, 2017. 101
[22] T. Bozinis, N. Passalis, and A. Tefas. Heterogeneous knowledge distillation using information flow modeling. In Proc. International Conference on Pattern Recognition, 2020.
40
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into deep reinforcement learning. IEEE Robotics and Automation Letters, 3(3):1394–
1401, 2018. 93
[52] D. de Geus, P. Meletis, and G. Dubbelman. Panoptic segmentation with a joint semantic
and instance segmentation network, 2019. 87
[53] P. Dendorfer, H. Rezatofighi, A. Milan, J. Shi, D. Cremers, I. Reid, S. Roth, K. Schindler,
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Abstract
Knowledge Distillation (KD) methods are capable of
transferring the knowledge encoded in a large and complex teacher into a smaller and faster student. Early methods were usually limited to transferring the knowledge only
between the last layers of the networks, while latter approaches were capable of performing multi-layer KD, further increasing the accuracy of the student. However, despite their improved performance, these methods still suffer from several limitations that restrict both their efficiency
and flexibility. First, existing KD methods typically ignore
that neural networks undergo through different learning
phases during the training process, which often requires
different types of supervision for each one. Furthermore,
existing multi-layer KD methods are usually unable to effectively handle networks with significantly different architectures (heterogeneous KD). In this paper we propose a
novel KD method that works by modeling the information
flow through the various layers of the teacher model and
then train a student model to mimic this information flow.
The proposed method is capable of overcoming the aforementioned limitations by using an appropriate supervision
scheme during the different phases of the training process,
as well as by designing and training an appropriate auxiliary teacher model that acts as a proxy model capable of
“explaining” the way the teacher works to the student. The
effectiveness of the proposed method is demonstrated using
four image datasets and several different evaluation setups.

1. Introduction
Despite the tremendous success of Deep Learning (DL)
in a wide range of domain [12], most DL methods suffer
from a significant drawback: powerful hardware is needed
for training and deploying DL models. This significantly
hinders DL applications on resource-scarce environments,
such as embedded and mobile devices, leading to the development of various methods for overcoming these limitations. Among the most prominent methods for this task
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Figure 1. Existing knowledge distillation approaches ignore the
existence of critical learning periods when transferring the knowledge, even when multi-layer transfer approaches are used. However, as argued in [1], the information plasticity rapidly declines
after the first few training epochs, reducing the effectiveness of
knowledge distillation. On the other hand, the proposed method
models the information flow in the teacher network and provides
the appropriate supervision during the first few critical learning
epochs in order to ensure that the necessary connections between
successive layers of the networks will be formed. Note that even
though this process initially slows down the convergence of the
network slightly (epochs 1-8), it allows for rapidly increasing the
rate of convergence after the critical learning period ends (epochs
10-25). The parameter α controls the relative importance of transferring the knowledge from the intermediate layers during the various learning phases, as described in detail in Section 3.

is knowledge distillation (KD) [9], which is also known as
knowledge transfer (KT) [27]. These approaches aim to
transfer the knowledge encoded in a large and complex neural network into a smaller and faster one. In this way, it is
possible to increase the accuracy of the smaller model, compared to the same model trained without employing KD.
Typically, the smaller model is called student model, while
the larger model is called teacher model.
Early KD approaches focused on transferring the knowledge between the last layer of the teacher and student mod-

els [4, 9, 16, 23, 25, 28]. This allowed for providing richer
training targets to the student model, which capture more information regarding the similarities between different samples, reducing overfitting and increasing the student’s accuracy. Later methods further increased the efficiency of
KD by modeling and transferring the knowledge encoded
in the intermediate layers of the teacher [19, 27, 29]. These
approaches usually attempt to implicitly model the way information gets transformed through the various layers of a
network, providing additional hints to the student model regarding the way that the teacher model process the information.
Even though these methods were indeed able to further
increase the accuracy of models trained with KD, they also
suffer from several limitations that restrict both their efficiency and flexibility. First, note that neural networks
exhibit an evolving behavior, undergoing several different
and distinct phases during the training process. For example, during the first few epochs critical connections are
formed [1], defining almost permanently the future information flow paths on a network. After fixing these paths, the
training process can only fine-tune them, while forming new
paths is significantly less probable after the critical learning
period ends [1]. After forming these critical connections,
the fitting and compression (when applicable) phases follow [21, 20]. Despite this dynamic time-dependent behavior of neural networks, virtually all existing KD approaches
ignores the phases that neural networks undergo during the
training. This observation leads us to the first research question of this paper: Is a different type of supervision needed
during the different learning phases of the student and is it
possible to use a stronger teacher to provide this supervision?
To this end, we propose a simple, yet effective way to
exploit KD to train a student that mimics the information
flow paths of the teacher, while also providing further evidence confirming the existence of critical learning periods
during the training phase of a neural network, as originally
described in [1]. Indeed, as also demonstrated in the ablation study shown in Fig. 1, providing the correct supervision
during the critical learning period of a neural network can
have a significant effect on the overall training process, increasing the accuracy of the student model. More information regarding this ablation study are provided in Section 4.
It is worth noting that the additional supervision, which is
employed to ensure that the student will form similar information paths to the teacher, actually slows down the learning process until the critical learning period is completed.
However, after the information flow paths are formed, the
rate of convergence is significantly accelerated compared to
the student networks that do not take into account the existence of critical learning periods.
Another limitation of existing KD approaches that em-
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Figure 2. Examining the effect of transferring the knowledge from
different layers of a teacher model into the third layer of the student model. Two different teachers are used, a strong teacher
(ResNet-18, where each layer refers to each layer block) and an
auxiliary teacher (CNN-1-A). The nearest centroid classifier accuracy (NCC) is reported for the representations extracted from each
layer (in order to provide an intuitive measure of how each layer
transforms the representations extracted from the input data). The
final precision is reported for a student model trained by either not
using intermediate layer supervision (upper black values) or by using different layers of the teacher (4 subsequent precision values).
Several different phenomena are observed when the knowledge
is transferred from different layers, while the proposed auxiliary
teacher allows for achieving the highest precision and provides a
straightforward way to match the layers between the models (the
auxiliary teacher transforms the data representations in a way that
is closer to the student model, as measure through the NCC accuracy).

ploy multiple intermediate layers is their ability to handle heterogeneous multi-layer knowledge distillation, i.e.,
transfer the knowledge between teachers and students with
vastly different architectures. Existing methods almost exclusively use network architectures that provide a trivial
one-to-one matching between the layers of the student and
teacher, e.g., ResNets with the same number of blocks are
often used, altering only the number of layers inside of each
residual block [27, 29]. Many of these approaches, such
as [27], are even more restrictive, also requiring the layers
of the teacher and student to have the same dimensionality. As a result, it is especially difficult to perform multilayer KD between networks with vastly different architectures, since even if just one layer of the teacher model is
incorrectly matched to a layer of the student model, then
the accuracy of the student can be significantly reduced, either due to over-regularizing the network or by forcing to
early compress the representations of the student. This be-

havior is demonstrated in Fig. 2, where the knowledge is
transferred from the 3rd layer of two different teachers to
various layers of the student. These findings lead us to the
second research question of this paper: Is it possible to handle heterogeneous KD in a structured way to avoid such
phenomena?
To this end, in this work, we propose a simple, yet effective approach for training an auxiliary teacher model, which
is closer to the architecture of the student model. This auxiliary teacher is responsible for explaining the way the larger
teacher works to the student model. Indeed, this approach
can significantly increase the accuracy of the teacher, as
demonstrated both in Fig 2, as well as on the rest of the
experiments conducted in this paper. It is worth noting that
during our initial experiments it was almost impossible to
find a layer matching that would actually help us to improve
the accuracy of the student model without first designing an
appropriate auxiliary teacher model, highlighting the importance of using auxiliary teachers in heterogeneous KD
scenarios, as also highlighted in [15].
The main contribution of this paper is proposing a
KD method that works by modeling the information flow
through the teacher model and then training a student model
to mimic this information flow. However, as it was explained previously and experimentally demonstrated in this
paper, this process is often very difficult, especially when
there is no obvious layer matching between the teacher and
student models, which can often process the information in
vastly different ways. In fact, even a single layer mismatch,
i.e., overly regularizing the network or forcing for an early
compression of the representation, can significantly reduce
the accuracy of the student model. To overcome these limitations the proposed method works by a) designing and
training an appropriate auxiliary teacher model that allows
for a direct and effective one-to-one matching between the
layers of the student and teacher models, as well as b) employing a critical-learning aware KD scheme that ensures
that critical connections will be formed allowing for effectively mimicking the teacher’s information flow instead of
just learning a student that mimics the output of the student.
The effectiveness of the proposed method is demonstrated using several different tasks, ranging from metric
learning and classification to mimicking handcrafted feature extractors for providing fast neural network-based implementations for low power embedded hardware. The experimental evaluation also includes an extensive representation learning evaluation, given its increasing importance
in many embedded DL and robotic applications and following the evaluation protocol of recently proposed KD methods [16, 28]. An open-source implementation of the proposed method is provided in https://github.com/
passalis/pkth.
The rest of the paper is structured as follows. First, the

related work is briefly discussed and compared to the proposed method in Section 2. Then, the proposed method is
presented in Section 3, while the experimental evaluation
is provided in Section 4. Finally, conclusions are drawn in
Section 5.

2. Related Work
A large number of knowledge transfer methods which
build upon the neural network distillation approach have
been proposed [2, 4, 9, 23, 25]. These methods typically use
a teacher model to generate soft-labels and then use these
soft-labels for training a smaller student network. It is worth
noting that several extensions to this approach have been
proposed. For example, soft-labels can be used for pretraining a large network [22] and performing domain adaption [25], while an embedding-based approach for transferring the knowledge was proposed in [17]. Also, online
distillation methods, such as [3, 30], employ a co-training
strategy, training both the student and teacher models simultaneously. However, none of these approaches take into
account that deep neural networks transition through several learning phases, each one with different characteristics,
which requires handling them in different ways. On the
other hand, the proposed method models the information
flow in the teacher model and then employs a weighting
scheme that provides the appropriate supervision during the
initial critical learning period of the student, ensuring that
the critical connections and information paths formed in the
teacher model will be transferred to the student.
Furthermore, several methods that support multi-layer
KD have been proposed, such as using hints [19], the flow
of solution procedure matrix (FSP) [27], attention transfer [29], or singular value decomposition to extract major
features from each layer [13]. However, these approaches
usually only target networks with compatible architecture,
e.g., residual networks with the same number of residual
blocks, both for the teacher and student models. Also, it
is not straightforward to use them to successfully transfer
the knowledge between heterogeneous models, since even
a slight layer mismatch can have a devastating effect on
the student’s accuracy, as demonstrated in Fig. 2. It is also
worth noting that we were actually unable to effectively apply most of these methods for heterogenous KD, since either they do not support transferring the knowledge between
layers of different dimensionality, e.g., [27], or they are
prone to over-regularization or representation collapse (as
demonstrated in Fig. 2) reducing the overall performance of
the student.
In contrast with the aforementioned approaches, the proposed method provides a way to perform heterogeneous
multi-layer KD by appropriately designing and training an
auxiliary network and exploiting the knowledge encoded by
the earlier layers of this network. In this way, the proposed

method provides an efficient way for handling any possible network architecture by employing an auxiliary network
that is close to the architecture of the student model regardless the architecture of the teacher model. Using the proposed auxiliary network strategy ensures that the teacher
model will transform the representations extracted from the
data in a way compatible with the student model, allowing
for providing a one-to-one matching between the intermediate layers of the networks. It is also worth nothing that the
use of a similar auxiliary network, which is used as an intermediate step for KD, was also proposed in [15]. However
in contrast with the proposed method, the auxiliary network
used in [15] was employed for merely improving the performance of KD between the final classification layers, instead
of designing an auxiliary network that can facilitate efficient
multi-layer KD, as proposed in this paper. Finally, to the
best of our knowledge, in this work we propose the first
architecture-agnostic probabilistic KD approach that works
by modeling the information flow through the various layers of the teacher model using a hybrid kernel formulation,
can support heterogeneous network architectures and can
effectively supervise the student model during its critical
learning period.

3. Proposed Method
Let T = {t1 , t2 , . . . , tN } denote the transfer set that
contains N transfer samples and it is used to transfer the
knowledge from the teacher model to the student model.
Note that the proposed method can also work in a purely unsupervised fashion and, as a result, unlabeled data samples
can be also used for transferring the knowledge. Also, let
(l)
xi = f (ti , l) denote the representation extracted from the
(l)
l-th layer of the teacher model f (·) and yi = g(ti , l, W)
denote the representation extracted from the l-th layer of the
student model g(·). Note that the trainable parameters of the
student model are denoted by W. The proposed method
aims to train the student model g(·), i.e., learn the appropriate parameters W, in order to “mimic” the behavior of f (·)
as close as possible.
Furthermore, let X (l) denote the random variable that describes the representation extracted from the l-th layer of the
teacher model and Y (l) the corresponding random variable
for the student model. Also, let Z denote the random variable that describes the training targets for the teacher model.
In this work, the information flow of the teacher network is
defined as progression of mutual information between every
layer representation of the network and the training targets,
i.e., I(X (l) , Z) ∀ l. Note that even though the training targets are required for modeling the information flow, they
are not actually needed during the KD process, as we will
demonstrate later. Then, we can define the information flow
vector that characterizes the way the network process infor-

mation as:
iT
h
ωt := I(X (1) , Z), . . . , I(X (NLt ) , Z) ∈ RNLt ,

(1)

where NLt is the number of layers of the teacher model.
Similarly, the information flow vector for the student model
is defined as:
iT
h
(2)
ωs := I(Y (1) , Z), . . . , I(Y (NLs ) , Z) ∈ RNLs ,

where again NLs is the number of layers of the student
model. The proposed method works by minimizing the divergence between the information flow in the teacher and
student models, i.e., DF (ωs , ωt ), where DF (·) is a metric used to measure the divergence between two, possibly
heterogeneous, networks. To this end, the information flow
divergence is defined as the sum of squared differences between each paired element of the information flow vectors:
NLs

DF (ωs , ωt ) =

X
i=1

[ωs ]i − [ωt ]κ(i)

2

,

(3)

where the layer of the teacher κ(i) is chosen in order to
minimize the divergence with the corresponding layer of the
teacher:
(
NLt
if i = NLs
κ(i) =
(4)
2
arg minj ([ωs ]i − [ωt ]j ) , otherwise
and the notation [x]i is used to refer to the i-th element of
vector x. This definition employs the optimal matching between the layers (considering the discriminative power of
each layer), except from the final one, which corresponds
to the task hand. In this way, it allows for measuring the
flow divergence between networks with different architectures. At the same time it is also expected to minimize the
impact of over-regularization and/or representation collapse
phenomena, such as those demonstrated in Fig. 2, which often occur when there is large divergence between the layers
used for transferring the knowledge. However, this also implies that for networks with vastly different architectures or
for networks not yet trained for the task at hand, the same
layer of the teacher may be used for transferring the knowledge to multiple layers of the student model, leading to a
significant loss of granularity during the KD and leading
to stability issues. In Subsection 3.2 we provide a simple,
yet effective way to overcome this issue by using auxiliary
teacher models. Note that more advanced methods, such
as employing fuzzy assignments between different sets of
layers can be also used.

3.1. Tractable Information Flow Divergence Measures using Quadratic Mutual Information
In order to effectively transfer the knowledge between
two different networks, we have to provide an efficient way

to calculate the mutual information, as well as to train the
student model to match the mutual information between
two layers of different networks. Recently, it has been
demonstrated that when the Quadratic Mutual Information
(QMI) [24] is used, it is possible to efficiently minimize
the difference between the mutual information of a specific
layer of the teacher and student by appropriately relaxing
the optimization problem [16]. More specifically, the problem of matching the mutual information between two layers
can be reduced into a simpler probability matching problem that involves only the pairwise interactions between the
transfer samples. Therefore, to transfer the knowledge between a specific layer of the student and an another layer
of the teacher, it is adequate to minimize the divergence
between the teacher’s and student’s conditional probability
distributions, which can be estimated as [16]:
(l )

(t,l )

pi|j t = PN

(l )

and

= PN

K(yi

i=1,i6=j

(5)

(l )

∈ [0, 1],

(6)

3.2. Auxiliary Networks and Information Flow

(l )

(ls )

i=1 j=1,i6=j

∈ [0, 1],

, yj s )

K(yi

(8)

(l )

K(xi t , xj t )
(ls )

(s,ls )

pi|j

D(P (t,lt ) ||P (s,ls ) ) =
N
N

 

X
X
(t,l )
(s,l )
(t,l )
(s,l )
pj|i t − pj|i s · log pj|i t − log pj|i s ,

which can be sampled at a finite number of points during the
optimization, e.g., using batches of 64-128 samples. This
batch-based strategy has been successfully employed in a
number of different works [16, 28], without any significant
effect on the optimization process.

(l )

K(xi t , xj t )

i=1,i6=j

where D(·) is a probability divergence metric and the no(t,l )
(t,l )
tation Pc t and PT t is used to denote the conditional
probabilities of the teacher calculated using the cosine
and T-student kernels respectively. Again, the representations used for KD were extracted from the lt -th/ls -th layer.
The student probability distribution is denoted similarly by
(s,l )
(s,l )
Pc s and PT s . The divergence between these distributions can be calculated using a symmetric version of
the Kullback-Leibler (KL) divergence, the Jeffreys divergence [10]:

, yj s )

where K(·) is a kernel function and lt and ls refer to the
student and teacher layers used for the transfer. These probabilities also express how probable is for each sample to
select each of its neighbors [14], modeling in this way the
geometry of the feature space, while matching these two
distributions also ensures that the mutual information between the models and a set of (possibly unknown) classes is
maintained [16]. Note that the actual training labels are not
required during this process, and, as a result, the proposed
method can work in a purely unsupervised fashion.
The kernel choice can have a significant effect on the
quality of the KD, since it alters how the mutual information is estimated [16]. Apart from the well known Gaussian
kernel, which is however often hard to tune, other kernel
choices include cosine-based kernels [16], e.g., Kc (a, b) =
1
aT b
2 ( ||a||2 ||b||2 + 1), where a and b are two vectors, and the
1
T-student kernel, i.e., KT (a, b) = 1+||a−b||
d , where d is
2
typically set to 1. Selecting the most appropriate kernel
for the task at hand can lead to significant performance improvements, e.g., cosine-based kernels perform better for
retrieval tasks, while using kernel ensembles, i.e., estimating the probability distribution using multiple kernels, can
also improve the robustness of mutual information estimation. Therefore, in this paper a hybrid objective that aims at
minimizing the divergence calculated using both the cosine
kernel, which ensures the good performance of the learned
representation for retrieval tasks, and the T-student kernel,
which experimentally demonstrated good performance for
classification tasks, is used:
(t,lt )

L(lt ,ls ) = D(Pc(t,lt ) ||Pc(s,ls ) ) + D(PT

(s,ls )

||PT

),

(7)

Even though the flow divergence metric defined in (3)
takes into account the way different networks process the
information, it suffers from a significant drawback: if the
teacher process the information in a significantly different
way compared to the student, then the same layer of the
teacher model might be used for transferring the knowledge
to multiple layers of the student model, leading to a significant loss in the granularity of information flow used for
KD. Furthermore, this problem can also arise even when the
student model is capable of processing the information in a
way compatible with the teacher, but it has not been yet appropriately trained for the task at hand. To better understand
this, note that the information flow divergence in (3) is calculated based on the estimated mutual information and not
the actual learning capacity of each model. Therefore, directly using the flow divergence definition presented in (3)
is not optimal for KD. It is worth noting that this issue is
especially critical for every KD method that employs multiple layer, since as we demonstrate in Section 4, if the layer
pairs are not carefully selected, the accuracy of the student
model is often lower compared to a model trained without
using multi-layer transfer at all.
Unfortunately, due to the poor understanding of the way
that neural networks transform the probability distribution
of the input data, there is currently no way to select the most
appropriate layers for transferring the knowledge a priori.
This process can be especially difficult and tedious, especially when the architectures of the student and teacher differ a lot. To overcome this critical limitation in this work we
propose constructing an appropriate auxiliary proxy for the
teacher model, that will allow for directly matching between
all the layers of the auxiliary model and the student model,

with the parameters of the student model and η is the employed learning rate.
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Figure 3. First, the knowledge is transferred to an appropriate auxiliary teacher, which will better facilitate the process of KD. Then,
the proposed method minimizes the information flow divergence
between the two models, taking into account the existence of critical learning periods.

as shown in Fig. 3. In this way, the proposed method employs an auxiliary network, that has a compatible architecture with the student model, to better facilitate the process
of KD. A simple, yet effective approach for designing the
auxiliary network is employed in this work: the auxiliary
network follows the same architecture as the student model,
but using twice the neurons/convolutional filters per layer.
Thus, the greater learning capacity of the auxiliary network ensures that enough knowledge will be always available to the auxiliary network (when compared to the student model), leading to better results compared to directly
transferring the knowledge from the teacher model. Designing the most appropriate auxiliary network is an open research area and significantly better ways than the proposed
one might exist. However, even this simple approach was
adequate to significantly enhance the performance of KD
and demonstrate the potential of information flow modeling, as further demonstrated in the ablation studies provided
in Section 4. Also, note that a hierarchy of auxiliary teachers can be trained in this fashion, as also proposed in [15].
The final loss used be optimize the student model, when
an auxiliary network is employed, is calculated as:
NLs

L=

X
i=1

αi L(i,i) ,

(9)

where αi is a hyper-parameter that controls the relative
weight of transferring the knowledge from the i-th layer of
the teacher to the i-th layer of the student and the loss L(i,i)
defined in (7) is calculated using the auxiliary teacher, instead of the initial teacher. The value of αi can be dynamically selected during the training process, to ensure that the
applied KD scheme takes into account the current learning
state of the network, as further discussed in Subsection 3.3.
Finally, stochastic gradient descent is employed to train the
∂L
student model: ∆W = − η ∂W
, where W is the matrix

Neural networks transition through different learning
phases during the training process, with the first few epochs
being especially critical for the later behavior of the network [1]. Using a stronger teacher model provides the opportunity of guiding the student model during the initial critical learning period in order to form the appropriate connectivity between the layers, before the information plasticity declines. However, just minimizing the information
flow divergence does not ensure that the appropriate connections will be formed. To better understand this, we have
to consider that the gradients back-propagated through the
network depend both on the training target, as well as on
the initialization of the network. Therefore, for a randomly
initialized student, the task of forming the appropriate connections between the intermediate layers might not facilitate
the final task at hand (until reaching a certain critical point).
This was clearly demonstrated in Fig 1, where the convergence of the network was initially slower, when the proposed method was used, until reaching the point at which
the critical learning period ends and the convergence of the
network is accelerated.
Therefore, in this work we propose using an appropriate
weighting scheme for calculating the value of the hyperparameter αi during the training process. More specifically,
during the critical learning period a significantly higher
weight is given to match the information flow for the earlier
layers, ignoring the task at hand dictated by the final layer
of the teacher, while this weight gradually decays to 0, as
the training process progresses. Therefore, the parameter
αi is calculated as:
(
1,
if i = NLS
αi =
,
(10)
αinit · γ k otherwise

where k is the current training epoch, γ is a decay factor and
αinit is the initial weight used for matching the information
flow in the intermediate layers. The parameter γ was set to
0.7, while αinit was set to 100 for all the experiments conducted in this paper (unless otherwise stated). Therefore,
during the first few epochs (1-10) the final task at hand has a
minimal impact on the optimization objective. However, as
the training process progresses the importance of matching
the information flow for the intermediate layers gradually
diminishes and the optimization switches to fine-tuning the
network for the task at hand.

4. Experimental Evaluation
The experimental evaluation of the proposed method is
provided in this Section. The proposed method was eval-

Table 1. Metric Learning Evaluation: CIFAR-10
Method

mAP (e)
mAP (c)
top-100 (e)
Baseline Models
Teacher (ResNet-18)
87.18
90.47
92.15
62.12
66.78
73.72
Aux. (CNN1-A)
With Constrastive Supervision
Student (CNN1)
47.69
48.72
57.46
Hint.
43.56
48.73
60.44
MKT
45.34
46.84
55.89
PKT
48.87
49.95
58.44
Hint-H
43.24
47.46
58.97
44.83
47.12
56.28
MKT-H
PKT-H
48.69
50.09
58.71
Proposed
49.55
50.82
59.50
Without Constrastive Supervision
Student (CNN1)
35.30
39.00
55.87
Distill.
37.39
40.53
56.17
43.99
48.99
60.69
Hint.
MKT
36.26
38.20
50.55
PKT
48.07
51.56
60.02
Hint-H
42.65
46.46
58.51
MKT-H
41.16
43.99
55.10
PKT-H
48.05
51.73
60.39
Proposed
49.20
53.06
61.54

top-100 (c)
92.26
75.91
58.50
62.43
57.10
59.48
61.07
57.90
60.20
60.79
58.77
58.56
62.42
52.72
62.50
60.59
57.63
63.01
64.24

Table 2. Classification Evaluation: CIFAR-10
Method
Distill
Hint.
MKT
PKT
Hint-H
MKT-H
PKT-H
Proposed

Train Accuracy
72.50
71.29
69.73
72.70
70.93
69.67
73.43
73.24

Test Accuracy
70.68
70.59
69.13
70.44
69.52
68.82
71.44
71.97

uated using four different datasets (CIFAR-10 [11], STL10 [6], CUB-200 [26] and SUN Attribute [18] datasets)
and compared to four competitive KD methods: neural network distillation [9], hint-based transfer [19], probabilistic
knowledge transfer (PKT) [16] and metric knowledge transfer (abbreviated as MKT) [28]. A variety of different evaluation setups were used to evaluate various aspects of the
proposed method. Please refer to the appendix for a detailed description of the employed networks and evaluation
setups.
First, the proposed method was evaluated in a metric
learning setup using the CIFAR-10 dataset (Table 1). The
methods were evaluated under two different settings: a)
using contrastive supervision (by adding a contrastive loss
term in the loss function [8]), as well as b) using a purely
unsupervised setting (cloning the responses of the powerful
teacher model). The simple variants (Hint, MKT, PKT) refer to transferring the knowledge only from the penultimate
layer of the teacher, while the “-H” variants refer to transferring the knowledge simultaneously from all the layers of
the auxiliary model. The abbreviation “e” is used to refer to
retrieval using the Euclidean similarity metric, while “c” is
used to refer to retrieval using the cosine similarity.
First, note that using all the layers for distilling the

Table 3. Metric Learning Evaluation: STL Distribution Shift
Method
Teacher (ResNet-18)
Aux. (CNN1-A)
Student (CNN1)
Distill
Hint.
MKT
PKT
Hint-H
MKT-H
PKT-H
Proposed

mAP (e)
57.40
44.89
30.60
33.56
37.11
33.46
37.22
35.56
33.57
37.56
38.11

mAP (c)
61.20
48.48
33.04
36.23
40.33
35.91
40.26
37.85
35.23
39.77
40.35

top-100 (e)
66.75
53.54
39.08
43.32
46.60
40.65
44.73
43.83
40.20
44.76
48.44

top-100 (c)
69.70
56.26
41.69
46.01
49.46
43.23
47.98
46.13
42.11
47.17
50.57

knowledge provides small to no improvements in the retrieval precision, with the exception of the MKT method
(when applied without any form of supervision). Actually, in some cases (e.g., when hint-based transfer is employed) the performance when multiple layers are used is
worse. This behavior further confirms and highlights the
difficulty in applying multi-layer KD methods between heterogeneous architectures. Also, using contrastive supervision seems to provide more consistent results for the competitive methods, especially for the MKT method. Using the
proposed method leads to a significant increase in the mAP,
as well as in the top-K precision. For example, mAP (c)
increases by over 2.5% (relative increase) over the next best
performing method (PKT-H). At the same time, note that
the proposed method seems to lead to overall better results
when there is no additional supervision. This is again linked
to the existence of critical learning periods. As explained
before, forming the appropriate information flow paths requires little to no supervision from the final layers, when the
network is randomly initialized (since forming these paths
usually change the way the network process information,
increasing temporarily the loss related to the final task at
hand). Similar conclusions can be also drawn from the classification evaluation using the CIFAR-10 dataset. The results are reported in Table 2. Again, the proposed method
leads to a relative increase of about 0.7% over the next bestperforming method.
Next, the proposed method was evaluated under a distribution shift setup using the STL-10 dataset (Table 3). For
these experiments, the teacher model was trained using the
CIFAR-10 dataset, but the KD was conducted using the unlabeled split of the STL dataset. Again, similar results as
with the CIFAR-10 dataset are observed, with the proposed
method outperforming the rest of the evaluated methods
over all the evaluated metrics. Again, it is worth noting that
directly transferring the knowledge between all the layers of
the network often harms the retrieval precision for the competitive approaches. This behavior is also confirmed using
the more challenging CUB-200 data set (Table 4), where
the proposed method again outperforms the rest of the evaluated approaches both for the retrieval evaluation, as well as
for the classification evaluation. For the latter, a quite large

Table 4. Metric Learning and Classification Evaluation: CUB-200
Method
Teacher
Aux.
Student
Distill
Hint.
MDS
PKT
Hint-H
MDS-H
PKT-H
Proposed

mAP (e)
63.17
17.01
15.60
16.40
14.34
12.99
16.36
13.94
13.83
15.58
16.70

mAP (c)
78.17
18.98
17.24
18.55
15.98
13.39
18.57
15.37
15.39
17.77
19.01

top-10 (e)
76.02
25.77
23.40
24.82
22.31
20.60
24.68
21.75
21.27
23.50
25.41

top-10 (c)
81.64
27.07
24.89
26.57
23.41
20.59
26.70
22.61
22.76
25.39
27.67

Acc.
72.16
32.33
34.08
35.21
28.71
30.46
34.96
28.34
32.08
33.83
36.95

Table 5. HoG Cloning Network: SUN Dataset
Method
HoG
Aux.
Hint
MDS
PKT
Proposed

mAP (c)
32.06 ± 1.20
29.69 ± 2.09
20.87 ± 2.13
21.65 ± 2.79
27.22 ± 2.60
27.63 ± 0.62

top-1 (e)
62.55 ± 1.10
55.26 ± 3.03
44.14 ± 4.11
43.43 ± 4.87
49.90 ± 3.67
51.18 ± 1.74

top-10 (c)
47.93 ± 1.73
42.34 ± 3.71
31.15 ± 4.48
31.29 ± 4.24
36.92 ± 2.64
38.59 ± 1.00

improvement is observed, since the accuracy increases by
over 1.5% over the next best performing method.
Furthermore, we also conducted a HoG [7] cloning experiment, in which the knowledge was transferred from a
handcrafted feature extractor to demonstrate the flexibility
of the proposed approach. The same strategy as in the previous experiments were used, i.e., the knowledge was first
transferred to an auxiliary model and then further distilled to
the student model. It is worth noting that this setup has several emerging applications, as discussed in a variety of recent works [16, 5], since it allows for pre-training deep neural networks for domains for which it is difficult to acquire
large annotated datasets, as well as providing a straightforward way to exploit the highly optimized deep learning
libraries for embedded devices to provide neural networkbased implementations of hand-crafted features. The evaluation results for this setup are reported in Table 5, confirming again that the proposed method outperforms the rest of
the evaluated methods.
Finally, several ablation studies have been conducted.
First, in Fig. 1 we evaluated the effect of using the proposed weighting scheme that takes into account the existence of critical learning periods. The proposed scheme indeed leads to faster convergence over both single layer KD
using the PKT method, as well as over the multi-layer PKTH method. To validate that the improved results arise from
the higher weight given to the intermediate layers over the
critical learning period, we used the same decaying scheme
for the PKT-H method, but with the initial αinit set to 1
instead of 100. Next, we also demonstrated the impact
of matching the correct layers in Fig. 2. Several interesting conclusions can be drawn from the results reported in
Fig. 2. For example, note that over-regularization occurs
when transferring the knowledge from a teacher layer that

Table 6. Effect of using auxiliary networks of different sizes (CNN
order in term of parameters: CNN-1-H > CNN-1-A > CNN-1 >
CNN-1-L)
Method
CNN1-L → CNN1
CNN1-A → CNN1
CNN1-H → CNN1
CNN1 → CNN1-L
CNN-1-A → CNN-1-L
CNN-1-H → CNN-1-L

mAP (e)
35.03
49.20
48.82
36.49
35.72
34.90

mAP (c)
37.89
53.06
52.77
39.25
38.61
37.51

top-100 (e)
46.31
61.54
61.25
48.21
47.25
45.83

top-100 (c)
49.27
64.24
63.99
50.88
50.13
48.50

has lower MI with the targets (lower NCC accuracy). On the
other hand, using a layer with slightly lower discriminative
power (Layer 1 of ResNet-18) can have a slightly positive
regularization effect. At the same time, using too discriminative layers (Layer 3 and 4 of ResNet-18) can lead to an
early collapse of the representation, harming the precision
of the student. The accuracy of the student increases only
when the correct layers of the auxiliary teacher are matched
to the student (Layers 2 and 3 of CNN-1-A).
Furthermore, we also evaluated the effect of using auxiliary models of different sizes on the precision of the student model trained with the proposed method. The evaluation results are provided in Table 6. Two different student
models are used: CNN-1 (15k parameters) and CNN-1-L
(6k parameters). As expected, the auxiliary models that are
closer to the complexity of the student lead to improved performance compared both to the more complex and the less
complex teachers. That is, when the CNN-1 model is used
as student, the CNN-1-A teacher achieves the best results,
while when the CNN-1-L is used as student, the weaker
CNN-1 teacher achieves the highest precision. Note that
as the complexity of the student increases, the efficiency of
the KD process declines.

5. Conclusions
In this paper we presented a novel KD method that that
works by modeling the information flow through the various
layers of the teacher model. The proposed method was able
to overcome several limitations of existing KD approaches,
especially when used for training very lightweight deep
learning models with architectures that differ significantly
from the teacher, by a) designing and training an appropriate auxiliary teacher model, and b) employing a criticallearning aware KD scheme that ensures that critical connections will be formed to effectively mimic the information
flow paths of the auxiliary teacher.
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A. Appendix
A.1. Datasets and Evaluation Setups
The proposed method was evaluated using four different
datasets: the CIFAR-10 [11] dataset, the STL-10 [6] dataset,
the CUB-200 [26] dataset and the SUN Attribute [18]
dataset. For the CIFAR-10, the training split was used for
training and transferring the knowledge to the student models, while for the retrieval evaluation the training split was
also used to compile the database. Then, the test set was
used to query the database and measure the retrieval performance of various representations. For the STL-10 dataset
we followed the same setup as for the CIFAR-10, but we
also used the provided unlabeded training split for transferring the knowledge to the student models. For the CUB-200
we also followed the same setup, however the experiments
were conducted using the first 30 classes of the data, due
to the significantly restricted learning capacity of the employed student models (recall that among the objectives of
the paper is to evaluate the performance of KD approaches
for ultra-lightweight network architectures and heterogeneous KD setups). Finally, images from the eight most common categories (for which at least 40 images exist) were
used for training and evaluating the methods when the SUN
Attribute dataset was employed, since a very small number of images exist for the rest of the categories. The 80%
of the extracted images was used for training the networks
and building the database, while the rest 20% was used to
query the database. The evaluation process was repeated
5 times and the mean and standard deviation of the evaluated metrics are reported. For the SUN attribute dataset, the
knowledge was distilled from a 2 × 2 HoG features.
For the CIFAR-10 and STL dataset we used the supplied images without performing any resizing (the original
32 × 32 images were used). However, the training dataset
was augmented by randomly performing horizontal flipping
and randomly cropping the images using padding of 4 pixels. A similar augmentation protocol was used for the CUB200 dataset. However, the images of the CUB-200 dataset
were first resized into 256 × 256 pixels and then a random
crop of 224×224 pixels was used (a center crop of the same
size was used during the evaluation process). Also, random
rotation up to 20◦ was used when training the models. Finally, the images of the SUN attribute dataset were resized
into 128×128 pixels, before feeding them into the network,
following the protocol used in [16].

A.2. Network Architectures
The network architectures used for the conducted experiments are shown in Fig. 4. The CNN-1 family was used for
the experiments conducted using the CIFAR-10 and STL
dataset, the CNN-2 family was used for the experiments
conducted using the CUB-200 dataset, while the CNN-3
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CNN-1-A

CNN-1-H

Convolutional 2D
(3 x 3, 4 ﬁlters)

Convolutional 2D
(3 x 3, 8 ﬁlters)

Convolutional 2D
(3 x 3, 16 ﬁlters)

Convolutional 2D
(3 x 3, 32 ﬁlters)

Convolutional 2D
(3 x 3, 8 ﬁlters)

Convolutional 2D
(3 x 3, 16 ﬁlters)

Convolutional 2D
(3 x 3, 32 ﬁlters)

Convolutional 2D
(3 x 3, 64 ﬁlters)

Convolutional 2D
(3 x 3, 16 ﬁlters)

Convolutional 2D
(3 x 3, 32 ﬁlters)

Convolutional 2D
(3 x 3, 64 ﬁlters)

Convolutional 2D
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Fully Connected
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Fully Connected
(128 Neurons)
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Figure 4. Network architectures used for the conducted experiments. The green model was used as the student for the conducted
experiments (unless otherwise stated), while the red model was
used as the auxiliary teacher. For experiments involving classification, an additional fully connected layer with NC (number of
classes) neurons was added.

family was used for the SUN Attribute dataset. The suffix
“-A” is used to denote the model that was used as the auxiliary teacher. The auxiliary teacher was trained using the
PKT method [16], by transferring the knowledge from the
penultimate layer of a ResNet-18 teacher (for the CIFAR10, STL and CUB-200 datasets) or from handcrafted features (for the SUN Attribute dataset). The ReLU activation
function was used for all the layers, while the batch normalization was used after each convolutional layer.

A.3. Training Hyper-parameters
For all the conducted experiments we used the Adam optimizer, with the default training hyper-parameters. For the
experiments conducted using the CIFAR-10 dataset the optimization ran for 50 training epochs with a learning rate of
0.001 (batches of 128 samples were used) for all the evaluated methods. For the ablation results reported in Fig. 2 of
the main manuscript the optimization ran for 20 epochs. For
the STL dataset the optimization ran for 30 training epochs
with a learning rate of 0.001 and batch size equal to 128.
For the CUB-200 dataset the optimization ran for 100 training epochs, using a learning rate of 0.001 for the first 50

training epochs and 0.0001 for the subsequent 50 training
epochs. Also, for the SUN Attribute dataset the optimization ran for 20 training epochs. Furthermore, the decay factor γ was set to 0.6 for this dataset, due to the smaller number of training epochs. Finally, note that for the experiments
conducted with the contrastive supervision (CIFAR-10) we
employed the contrastive loss with the margin set to 1 and
the loss was combined with the KD loss after weighting it
with 0.1. Also, for the classification experiments reported
in Table 2, all the methods were also trained using a supervised classification term (cross-entropy loss). Finally, for
all the experiments conducted using the distillation loss, a
temperature of T = 2 was used.
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Abstract Deploying state-of-the-art deep learning models on devices with limited computational power dictates certain computation and storage restrictions.
During the recent years, Knowledge Distillation has been established as a promising way to address this issue. However, conventional knowledge distillation constitutes an enduring, computationally and memory demanding process. In this
paper, we propose a novel single-stage self-distillation method, namely Online
Self-Acquired Knowledge Distillation (OSAKD), aiming to improve the performance of any deep neural model in an online manner. We utilize k-nn nonparametric density estimation technique for estimating the unknown probability
distributions of the data samples in the output feature space. This allows us to
directly estimate the posterior class probabilities of the data samples, and we
use them as soft labels that encode explicit information about the similarities of
the data with the classes, negligibly affecting the computational cost. The experimental evaluation on five datasets validates that the OSAKD method improves
the baseline classification performance.
Keywords Knowledge Distillation · Self-Acquired Knowledge Distillation ·
Online Distillation · K-nn Non-Parametric Density Estimation.
1 Introduction
Deep learning models [1], and especially Convolutional Neural Networks (CNN)
[2], have been extensively utilized over the recent years so as to resolve a broad
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range of computer vision tasks [3,4,5,6,7,8,9,10,11]. However, their superior performance usually stems from their depth and complexity. That is, recent years
witnessed significant success of deep neural networks based on the enhanced capacity of the proposed models containing millions or even billions of parameters
[12,13,14,15], empowered by the availability and affordability of powerful GPUs.
For example, amongst others, ResNets [16], introducing the concept of residual
learning, accomplish state-of-the-art performance by increasing the depth of the
networks, whilst Wide-ResNets [17] are designed to be wider.
However, this constitutes a major impediment on applying these models for
real-time applications as well as on devices with limited computational resources
such as mobile phones and embedded systems, leading to the need of reducing
the computational cost and the storage requirements and developing compact yet
effective models. During the recent years, several solutions have been proposed
to circumvent this limitation [18]. We can discriminate these works as follows. Firstly, considerable research has been conducted on developing compact
and effective models by design, such as [19,20,21,22,23,24] satisfying the computational and memory requirements without notably sacrificing the accuracy.
Another research direction is the parameter pruning, where the redundancy in
the parameters of the model is investigated and the complexity of the model is
reduced by removing the redundant parameters [25,26]. Network quantization
pursues a similar direction by removing the required bits for the parameter representation in order to compress the model [27,23]. Finally, Knowledge Transfer
(KT) [28,29,30,31,32,33] has emerged as a very effective way to address this
issue proposing to transfer the knowledge from one model (usually larger) to a
more compact one. Knowledge Distillation (KD) [34,35,36] widely disseminated
through [37] is the most prominent method of KT.
In its conventional version, KD describes the procedure where the knowledge
of a high-capacity model (known as teacher) which exhibits high performance,
is transferred to a more compact and faster model (known as student). The
student model is trained to regress the so-called soft labels generated by the
teacher model by raising the temperature of the softmax activation function
on the output layer of the network. These soft labels convey more information
of the way the model learns to generalize, as compared to the hard labels,
trying implicitly to reveal similarities over the data. Other approaches include
the transfer of knowledge from a weaker to a more powerful model [30] or the
transfer of knowledge from teachers to students of identical capacity [38,39,40].
The latter procedure is known as self-distillation.
KD methods can be discriminated into two broad categories: online and
offline KD. The latter is what has already been described as the multi-stage
procedure of first training a more complex and powerful teacher network and
then distilling the knowledge to a simpler student network by training it to
mimic the teacher network. On the contrary, online KD describes the procedure
where the teacher and the student networks are trained simultaneously, that
is without the stage of pre-training the teacher network. Online KD includes
works proposing to train multiple models mutually from each other [41], as well
as works proposing to create ensembles of multiple identical branches of a target
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network in order to build a strong teacher and distill the knowledge from the
teacher to the target network [42].
In this work, we pursue the direction of online KD through a different
perspective: We propose a single-stage self-acquired knowledge distillation approach, namely Online Self-Acquired Knowledge Distillation (OSAKD) for improving the performance of any deep neural model in an online manner. The
motivation behind this work is to train effectively small networks with an additional supervision that conveys extra knowledge beyond the hard labels from
the model itself. That is, the traditional KD methods argue that the class probability distribution of a strong teacher model, provides useful information on the
similarities of the data with all the classes, which is generally ignored during
the training using a conventional supervised loss. Thus, instead of training a
smaller and simpler student model merely with the hard labels, it is useful to
maintain the similarities of the samples with the classes in order to enhance
the generalization ability of the model, [37]. In addition, in [39] it is demonstrated that useful information about the similarities of the samples with the
classes can be obtained even by transferring the knowledge through the class
probability distribution from a teacher network of identical capacity to student.
Furthermore, in [36] it is stated that small networks usually have the same
representation capacity as large networks, however they are harder to train,
compared to large networks.
Thus, taking the aforementioned observations into consideration, the question that arises is how can someone efficiently train small yet effective networks,
deriving additional information about the similarities between the classes from
the model itself and also in an online manner. That is, without the need of
training first a larger network (or even identical network) so as to use the posterior class probabilities, since this is a complex, long, and computational and
memory demanding process, and also without the requirement of employing
multiple copies of a model, or using multiple models to train each other, which
is followed by the existing online approaches, since this procedure comes also
with additional computational and memory cost.
Therefore, we argue that it is feasible to recover and maintain knowledge
about the similarities of the samples with the classes in the student model itself
by appropriately selecting the soft labels. Towards this end, we utilize the k-nn
non-parametric density estimation technique [43] for estimating the unknown
probability distributions of the data samples in the feature space of the output
layer. In this way, we are able to directly estimate the posterior class probabilities
of the data samples, and use them as soft labels. The estimated soft labels
explicitly encode information on the similarity of each training sample with the
classes, while it is expected that as the training progresses we learn more and
more reliable and meaningful soft labels, since they are driven by the supervised
loss. This argument is also experimentally validated. Furthermore, it should
be emphasized that as opposed to a general classification task where when
estimating the posterior class probabilities some errors lead to the accumulation
of errors, and the goal is to minimize them, in our case, propose to estimate
the posterior class probabilities utilizing the k-nn density estimation technique,
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so as to use them as soft labels, that is as an auxiliary task to the conventional
supervised loss. Thus, our goal is not to directly minimize the estimation error
for them, but rather to continuously estimating and considering them through
the training process, so as to assist the main classification objective.
The intuition of the proposed online distillation method, considering a probabilistic view of KD is as follows: Deep neural models transform the probability
distribution of the data, layer by layer, learning increasingly complex layer representations. Considering a multi-class classification problem, a conventional
supervised loss, forces the data representations in the output layer of a neural model to become one-hot representations. However, trying to convert the
complex data representations to one-hot representations usually leads to overtraining and also requires deeper and more complicated models. Thus, in this
work considering the neighborhood of each sample as it is explained in the
subsequent Section, we produce the soft labels that encode the similarity of
each sample to each of the classes. That is, as it is shown in the upper part of
Fig. 1, the hard label objective forces all the data representations belonging to
a certain class to concentrate one point. On the contrary, as it is shown in the
lower part of the figure, each data representation is forced to approach its own
soft label encoding its similarity with the classes of the problem. In this way,
we learn representations that recover the similarities of the samples with the
classes, improving the generalization ability of the model.
To recapitulate, in this paper a novel KD method for training small and effective models able to meet the low-memory and fast execution requirements of deploying DL models on embedded systems is proposed. The proposed method, as
opposed to the conventional KD methodology which requires a complex pipeline
that includes training first a strong teacher and transferring then the knowledge
to the student e.g. through the posterior class probabilities of the teacher, [37],
is faster and simpler, since it is a single-stage online KD method, and thus it
is also rendered as more commercially attractive [44]. The absence of the stage
of training first a strong and heavyweight teacher comes also with significant
gains in terms of computation and memory cost.
The proposed method is capable of deriving additional knowledge beyond
hard labels from the model itself. Surveying the relevant literature, we can observe that the competitive online distillation methods require multiple copies
of the target network to build a strong teacher, or utilize multiple models to
train each other in order to derive additional knowledge, leading to multiple
times more computationally expensive training procedures. In opposition, the
proposed method derives the additional knowledge from the model itself in an
online manner, without the need of utilizing multiple models, and hence it
has negligible additional computational cost. As it is demonstrated in the Experimental Results Section, the proposed method is more efficient in terms of
memory and computational cost against conventional KD as well as competitive online KD approaches. Furthermore, the proposed method, as it is validated
through the conducted experiments, is able to derive useful information about
the similarities of the data, progressively more reliable throughout the training
procedure, since they are driven by the supervised loss. On the contrary, com-
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Fig. 1: Hard label objective and soft label objective. In the upper part, the hard
label objective forces all the data representations belonging to a certain class
to concentrate one point, while in the lower part, each data representation is
forced to approach its own soft label.

petitive approaches, which for example include the mutual training of multiple
students from a different initial condition may only provide restricted additional
information.
Additionally, the OSAKD method does not require fine-tuning any other
hyper-parameter such as the temperature of the softmax activation function.
Furthermore, it is model agnostic, that is it can be applied to any DL model
to improve its performance. In the performed experiments, several architectures
have been utilized, varying from simple and lightweight models to deeper ones
(e.g. ResNet [16]), considerably improving the classification performance in any
considered case. Finally, it should be highlighted that the proposed distillation
method can be combined with any other method for developing effective and
faster models, e.g. [20,21]. To the best of our knowledge, the OSAKD method
is the first method proposing a self-distillation methodology in a single stage
training pipeline, and at the same time in an online manner, without affecting
the model architecture or employing multiple models.
The main contributions of this paper can be summarized as follows:
– We propose a novel Online Self-Acquired Knowledge Distillation method.
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– The OSAKD method acquires the soft labels from the model itself in an
online manner, without requiring the utilization of multiple models or copies
of the model like the most online KD methods, rendering it more efficient.
– The proposed method is model-agnostic, that is, it is applicable to several
neural network architectures.
– The experimental evaluation indicates the OSAKD method can improve the
classification performance of simple and deeper models.
The reminder of the manuscript is structured as follows. Section 2 discusses
prior work on the field of Knowledge Transfer. The proposed method is presented
in detail in Section 3. Subsequently, in Section 4 we provide the experiments
conducted to validate the proposed method, including the utilized CNN model
and the datasets, the implementation details, as well as the experimental results.
Finally, the conclusions are drawn in Section 5.
2 Prior Work
In this Section we first discuss prior studies in the general field of KT and
its most famous sub-field of KD, and subsequently we present recent works on
online KD.
2.1 Knowledge Transfer
Knowledge Transfer, for transferring the knowledge from one neural network to
another, is a research topic that flourishes over the recent few years with a wide
spectrum of applications [45,46,47,48], due to the high complexity of state-ofthe-art neural models and the need for meeting the computation requirements
for deploying them on devices with limited computation resources. Firstly, the
idea of distilling the knowledge from a complex teacher to a simpler student
model by encouraging the student model to match the soft labels produced
by the teacher model by appropriately raising the temperature of the softmax
activation function on the output layer of the network, is proposed in [35] and
[37]. Subsequently, a new pretraining approach is proposed in [49], utilizing soft
labels.
The knowledge transfer process is utilized for domain adaptation in combination with limited labelled data in [50], while similarly knowledge is transferred from a recurrent neural network (RNN) model to a small CNN model,
in [29]. From a different perspective, knowledge from conventional deep neural
networks is used to train a RNN model in [30], which is quite different from
the vast majority of relevant works since the teacher model is assumed to be
weaker than the student model.
Subsequently, the idea of KD, [37], is extended to allow for thinner and
deeper student networks, by using not only soft labels but also hints from the
teacher’s intermediate layers in order to guide the training of the student model
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in [34]. The student model is encouraged to mimic the attention map of the
teacher model in [51], while the parameters of the student model are initialized according to the parameters of the teacher model in [28]. Subsequently, a
method that uses similarity-induced embedding to transfer the knowledge between two layers of neural networks, is proposed in [31], whilst the student
model is trained so as to maintain the same amount of mutual information between the learned representation and a set of labels as the teacher model in [32].
In addition, under the information-theoretic perspective, knowledge transfer is
formulated as maximization of the mutual information between the student and
the teacher networks in [52]. A multi-step KD approach where an intermediatesized network is utilized to eliminate the gap between the student model and the
teacher model is proposed in [53], since as it is stated the performance degrades
when the gap between the teacher model and student model is large.
Several works have also been emerged in the recent literature, proposing
self-distillation approaches. Self-distillation as we have previously mentioned
can be defined as the distillation that is applied from one network to another of
identical architecture. KD is applied from a teacher model to a student model of
identical architecture where the student accomplishes better performance being
also much faster in [38]. The flow of solution procedure matrix is utilized in
this approach instead of the previously mentioned hints for transferring the
knowledge between the intermediate layers. A self-distillation approach where
a teacher model is initially trained, and then after its convergence, an identical
student model is trained with both the goals of the hard labels and matching the
output of the teacher model, however without softening the logits (i.e., the inputs
to the final softmax activation function) by raising the temperature, is proposed
in [39]. Similarly, a target model is trained with a conventional supervised loss,
the self-discovered knowledge is extracted, and in the second training stage, the
model is trained with both the supervised and the distillation losses in [40].
In this paper, a self-distillation method is also proposed. However, a key
attribute of the proposed method is that the knowledge is distilled within the
same model online. The proposed approach does not use the aforementioned
multiple stages of the training pipeline, which renders it more efficient. It also
uses soft labels explicitly, recovering the similarities of each training sample
with the classes.

2.2 Online Knowledge Distillation
Several works proposing online distillation have been also recently proposed.
A method namely codistillation has been proposed in [44]. It improves the
accuracy by proposing to train k copies of a target model in parallel, by adding
a distillation term to the loss function of the i-th model to match the average
prediction of the other models. A quite similar approach is proposed in [41]
where an ensemble of students teach each other throughout the training process.
That is, each student is trained with a conventional supervised learning loss,
and a distillation loss that aligns each student’s class posterior with the class
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probabilities of other students. In this way, each model acts as a teacher of the
other models. In this approach, as opposed to the aforementioned codistillation
method [44], different networks can be used for the mutual training.
Subsequently, an online distillation approach where a multi-branch version
of the network is built by adding identical branches each of which constitutes an independent classification model with shared low level layers, and a
strong teacher model is created utilizing a gated logit ensemble of the multiple
branches, in [42]. Each branch is trained with the conventional classification
loss and the distillation loss which regresses the teacher’s prediction distributions.
Finally, a very recent work [54], combines the previous works [41] and [42]
proposing an online mutual knowledge distillation method for enhancing both
the performance of the fusion module and the sub-networks. That is, when
different sub-networks are used, the sub-networks are trained similar to [41],
while when identical sub-networks are used, the low level layers are shared, and
a multi-branch architecture similar to [42] is used. The architecture consists of
an ensemble classifier using the ensemble logit produced from the sub-networks
and a fused classifier, using the fused feature map. The model distills knowledge
from the ensemble classifier to the fused classifier, and concurrently from the
fused classifier to each sub-network classifier.
Contrariwise, we propose a self-supervised online KD methodology which
allows synchronous model updating, without the need of building multiple identical models, or using multiple possibly different models to mutually teach each
other, which comes with additional computational cost.
3 Proposed Method
N
We consider a C -class classification problem, and the labelled data {xi , yi }i=
1,
D
C
where xi ∈ < an input vector and D its dimensionality, while yi ∈ Z corresponds to its C -dimensional one-hot class label vector. For an input space
X ⊆ <D and an output space F ⊆ <C , we consider as φ(· ; W) : X → F a deep
neural network with NL ∈ N layers, and set of parameters W = {W1 , . . . , WNL },
where WL are the weights of a specific layer L, which transforms its input vector
to a C -dimensional probability vector. That is, φ(xi ; W) ∈ F corresponds to the
output vector of xi ∈ X given by the network φ with parameters W.
Thus, considering the typical classification problem, we seek for the parameters W∗ that minimize the cross entropy loss, `ce , between the output vector
φ(xi ; W) and the one-hot class label vector yi :

W∗ = arg min
W

N
X
i=1


`ce yi , φ(xi ; W) ,

(1)

The cross entropy loss for a sample i is formulated as:

`ce (yi , zi ) =

C
X
m=1

m
ym
i log(zi ),

(2)
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m
where ym
i is the m-th element of yi one-hot label vector, and zi is defined as the
output of the softmax operation on the C -dimensional network’s output:

exp(φ(xi ; W)m )
.
zm
=
P
i
C
j
j=1 exp(φ(xi ; W) )

(3)

In this work, we propose to distill additional knowledge online from the model
itself throughout the network’s training. To this end, we propose to utilize k-nn
non-parametric density estimation [43] for estimating the unknown probability
distributions of the data samples in the output space F ⊆ <C . Generally, the
idea of non-parametric density estimation relies on the fact that the probability
P that a vector x will fall in a region R is given by:

P=

Z

R

p(x0 )dx0 .

(4)

Hence, P is a smoothed version of the density function p(x) and this smoothed
value of p can be estimated by estimating the probability P. Considering, that
N
N samples {xi }i=
are drawn independently and identically distributed according
1
to the probability law p(x), then the probability that k of these N fall in R is
given by the binomial law:

!
N k
Pk =
P (1 − P)N−k ,
k

(5)

E[k] = NP.

(6)

and the expected value for k is given by:

Moreover, this binomial distribution for k peaks very sharply about the mean,
so that it is expected that the ratio Nk will be a very good estimate for the
probability P, and therefore for the smoothed density function. The larger the
N , the more accurate the estimate is. Assuming also that p(x) is continuous
and that the region R is so small that p does not considerably vary within it,
we can arrive at the following equation:

Z

R

p(x0 )dx0 ' p(x)V,

(7)

where x is a point within R and V is the volume enclosed by R. By combining
Eq. (4), (6), and (7) we arrive at the following estimate for p(x):

p(x) '

k
N

V

.

(8)

In the k-nn density estimation we determine the number of nearest neighbors, k, and we adjust the volume, as compared to the parzen windows method
where for a fixed-length volume V we observe how many points k fall into the
region.
The key advantage of the k-nn density estimation method is that it allow
us to directly estimate the posterior probabilities P(cm |x) of the class being
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cm , m = {1, · · · , C}, from a set of N labelled data by using the samples to estimate
the densities involved, [43]. That is, assuming that we place a cell of volume V
around x and capture k samples, km of which belong to the class cm . Then, the
estimate for the joint probability p(x, cm ) is:
p(x, cm ) =

km
,
Nm V

(9)

where Nm is the number of samples which belong to the class cm , and similarly
the unconditional density is estimated as:

p(x) =

k
,
NV

(10)

Nm
.
N

(11)

and the priors can be approximated by:

P(cm ) =

Thus, the posterior probabilities using the Bayes rule are given by:

P(cm |x) =

p(x, cm )P(cm )
=
p(x)

km Nm
Nm V N
k
NV

=

km
.
k

(12)

Therefore, for a specific number of nearest neighbors, k, the posterior probabilities can be estimated and used as soft labels for the network’s training. That
is, the soft label for a sample i is formulated as:

si =

 k1 k2
kC 
, ,...,
k k
k

(13)

Thus, in the proposed distillation training procedure, we seek for the parameters W∗ that minimize the overall loss of cross entropy, `ce and self-distillation,
` sd :
W∗ = arg min
W

N
X


[λ`ce yi , φ(xi ; W) + (1 − λ)` sd si , φ(xi ; W) ],

(14)

i=1

where balances the importance between predicting the hard labels in yi and
regressing the soft labels in si .
Either Kullback-Leibler (KL) divergence or the Mean Squared Error (MSE)
between the soft labels, and the actual predictive vectors can be utilized to train
the network. In this work, we utilize MSE, which, for a sample i is formulated
as follows:

` sd (zi , si ) = (zi − si )2 ,

(15)

where si is the C -dimensional soft label vector, and zi is the output of the
softmax operation on the C -dimensional network’s output, as defined in Eq. (3).
Simple SGD is utilized to train the model:

∆W = −η

ϑ`total
,
ϑW

(16)
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Fig. 2: OSAKD Training Procedure: The input images are fed to the network, and
for each sample the predictions for belonging to each of the classes are produced.
Subsequently, the soft labels are computed based on the neighborhood of each
sample. Then, the network is trained at the same time using the cross entropy
loss with the hard labels and using the distillation loss with the produced soft
labels.

where `total corresponds to the overall loss. The optimization process is summarized in Algorithm 1.
Consequently, the OSAKD training procedure is as follows. The input images
are fed to the network, and for each sample the predictions for belonging to each
of the classes are produced. Subsequently, the soft labels are computed based on
the neighborhood of each sample, according to the procedure described above.
Then, the network is trained using the cross entropy loss with the hard labels,
and concurrently using the distillation loss so as to regress the produced soft
labels, enforcing it to regard the similarity of each sample with the classes. The
OSAKD training procedure is also illustrated in Fig. 2

Algorithm 1: OSAKD Training
N
Input: Labelled data {xi , yi }i=
1 ; Training epochs T ;
Parameters : Learning rate η; Parameter λ; Number of nearest neighbors k;
Output: Trained model φ
1
2
3
4
5
6
7

Initialization: t=1; Randomly initialize model φ parameters;
while t 6 T do
Compute the prediction of the network φ using Eq. (3);
Compute the soft labels using Eq. (13);
Compute the overall loss using Eq. (14);
Update the model φ parameters by SGD algorithm using Eq. (16);
end
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4 Experiments
Five datasets were used to validate the performance of the proposed method. The
descriptions of the datasets and the models’ architectures used for each dataset
follow bellow. We performed two sets of experiments for two different batch
sizes considering also two different number of nearest neighbors in each case.
Throughout this work, we use test accuracy to evaluate the OSAKD method.
Each experiment is repeated five times and the mean value and the standard
deviation are reported, considering the maximum value of test accuracy for each
experiment. We also provide the curves of mean test accuracy. Finally, we use
the sum of floating point operations (FLOPs) to evaluate the complexity of the
proposed OSAKD method.

4.1 Datasets
In order to evaluate the performance of the proposed online self-distillation
method we conduct experiments on five datasets.

4.1.1 Cifar-10
The Cifar-10 dataset, [55], consists of 60,000 images of size 32 × 32 divided
into 10 classes with 6,000 images per class. 50,000 images are used as the train
set and 10,000 images as the test set. Sample images of the Cifar-10 dataset are
provided in Fig. 3

Fig. 3: Sample images of the Cifar-10 dataset.

4.1.2 Street View House Numbers
The Street View House Numbers (SVHN) dataset, [56], obtained from house
numbers in Google Street View images. It contains 73,257 train images and
26,032 test images, divided into 10 classes, 1 for each digit from 0 to 9. Input
images are of size 32 × 32 and sample images are provided in Fig. 4
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Fig. 4: Sample images of the SVHN dataset.

4.1.3 Fashion MNIST
The Fashion MNIST dataset, [?] comprises of 28 × 28 grayscale images of 70,000
fashion products from 10 categories, with 7,000 images per category. The training set has 60,000 images and the test set has 10,000 images. Sample images
are presented in Fig. 5

Fig. 5: Sample images of the Fashion MNIST dataset.

4.1.4 Tiny ImageNet
The Tiny ImageNet dataset 1 consists of a training set of 200 classes, each
containing 500 images, and a validation set consisting of 50 images per class.
Input image are of size 64 × 64. Sample images are provided in Fig. 6.

1

https://tiny-imagenet.herokuapp.com/
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Fig. 6: Sample images of the Tiny ImageNet dataset.
4.1.5 Retina
The Retina dataset, is a subset of the kaggle2 dataset for diabetic retinopathy
detection. Retina comprises of 7,000 of diseased retina train images and 10,000
train images without diabetic retinopathy. The test set consists of 4,630 equally
distributed healthy and diseased retina images. The dataset can be described as
very challenging, since the initial images, which are resized to 224 × 224, are
of size 2592 × 1944 or even 4752 × 3168, and also there is a strong imbalance
between healthy and diseased images. To this end, we create a small dataset
utilizing only 17,000 train images. Sample images are presented in Fig. 7.

Fig. 7: Sample images of the dataset.

4.2 CNN Models
In the case of the first two datasets (i.e. Cifar-10, and SVHN-10) we utilize
a simple CNN model consisting of five layers; two convolutional layers with
6 filters of size 5 × 5 and 16 filters of size 5 × 5 respectively, followed by a
Rectified Linear Unit (ReLU) [57] activation, and three fully connected layers
(128 × 64 × 10). The convolutional layers are followed by a 2 × 2 max-pooling
layer with a stride of 2. In the first two fully connected layers the activation
function is the ReLU, while the last output layer is a 10-way softmax layer
which produces a distribution over the 10 class labels of the utilized datasets.
In the case of the Fashion MNIST dataset we also utilize a simple architecture
2

https://www.kaggle.com/c/diabetic-retinopathy-detection/overview
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consisting of two convolutional with 20 filters of size 5 × 5 and 50 filters of size
5 × 5 followed by a ReLU activation, and two fully connected layers (64 × 10).
The convolutional layers are followed by 2 × 2 max-pooling layer with a stride
of 2. In the fist fully connected layer a ReLU activation is applied, while the
last output layer is a 10-way softmax layer.
In the case of Retina dataset, we utilize a deeper architecture, since we
deal with a much more difficult task. That is, we utilize an Alex-Net like CNN
architecture, [58] consisting of eight layers; five convolutional and three fully
connected layers, adapting the last output layer which to a 2-way softmax layer
producing a distribution over the 2 class labels of the Retina dataset. Finally, in
the challenging case of Tiny ImageNet dataset we utilize the common ResNet-50
[16] architecture, without utilizing any pre-trained model in order to avoid image
resizing. It is noteworthy that the target of this work is not to provide state-ofthe-art models, but rather to to evaluate the effect of the proposed online selfdistillation method on training lightweight model that can be effectively deployed
on embedded and mobile devices. To this aim, we use the aforementioned simple
CNN architectures in three out of five cases, while we also utilize a stronger
one in the case of Retina dataset, and a common powerful network in the
case of Tiny ImageNet, validating our claim that the proposed method can
be applied to any deep neural model and improve the baseline performance.
Finally, for comparison purposes against previous online KD approaches, we
also utilize ResNet-32 [16] and Wide-Res 16-2 [17] to perform experiments on
Cifar-10 dataset.
4.3 Implementation Details
All the experiments conducted using the Pytorch framework. We use the minibatch gradient descent for the networks’ training. That is, an update is performed
for every mini-batch of Nb training samples. Experiments conducted for Nb =
32, 64. The learning rate is set to 10−3 , and the momentum is 0.9. The models
are trained on an NVIDIA GeForce GTX 1080 with 8GB of GPU memory for
100 epochs, except for the case of the Retina dataset, where the models are
trained for 200 epochs. The parameter λ in eq. (14) for controlling the balance
between the contributing losses, is set to 0.9 for all the utilized datasets except
for the Tiny ImageNet where it is set to 0.99.
4.4 Experimental Results
The evaluation results for the first set of experiments conducted with mini-batch
of 32 samples for all the utilized datasets are presented in Table 1, while the
corresponding results for mini-batch size of 64 samples are presented in Table
2. We use two different values of nearest neighbors (NN), that is 8NN and
16NN (abbreviated as OSAKD-8NN and OSAKD-16NN respectively), and we
compare their performance with the baseline model, without applying knowledge
distillation (abbreviated as w/o OSAKD). Best results are printed in bold.
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Table 1: Test Accuracy - Mini Batch Size: 32
Method

Cifar-10

SVHN-10

Fashion MNIST

Tiny ImageNet

Retina

w/o OSAKD
OSAKD-8NN
OSAKD-16NN

64.826% ± 0.573%
66.446% ± 1.045%
66.106% ± 0.0635%

88.822% ± 0.217%
89.733% ± 0.308%
89.594% ± 0.508

91.278% ± 0.141%
91.866% ± 0.115%
91.79% ± 0.210%

29.776% ± 1.266%
30.960% ± 0.600%
30.534% ± 0.704%

62.699% ± 0.323%
62.964% ± 0.430%
63.093% ± 0.478%

Table 2: Test Accuracy - Mini Batch Size: 64
Method

Cifar-10

SVHN-10

Fashion MNIST

Tiny ImageNet

Retina

w/o OSAKD
OSAKD-8NN
OSAKD-16NN

64.734% ± 0.654%
66.734% ± 0.086%
65.97% ± 0.733%

88.706% ± 0.306%
89.567% ± 0.436%
89.207% ± 0.39%

91.214% ± 0.141%
91.49% ± 0.006%
91.418% ± 0.124%

31.050% ± 1.550%
31.282% ± 0.506%
31.916% ± 0.982%

62.868% ± 0.238%
63.434% ± 0.160%
63.460% ± 0.244%

First, it can be observed that the proposed method improves the baseline
performance, for various network architectures, varying from lightweight ones
(for example the model used in the three first datasets) to heavyweight ones
(e.g. ResNet-50 in the Tiny ImageNet dataset), and also for various problems,
varying from binary to multi-class problems.
Furthermore, from the demonstrated results, it can be observed that in two
out of the three 10-class problems better performance utilizing the proposed
OSAKD method is accomplished for mini-batch of 32 samples (better performance considering the baseline approach is achieved for the two out of the
three 10-class problems for mini-batch of 32 samples, too, not allowing for safe
conclusions), however in the case of 200-classes it is observed that better accuracy is achieved considering mini-batch of 64 samples (31.916% against 30.96%).
This can be attributed to the fact that it is expected to appear more samples of
different classes in a larger batch considering a problem with considerable more
classes, allowing for producing more reliable soft labels about the similarity of
the samples with the classes. Regarding the 2-class problem, marginally better
performance is achieved considering mini-batch of 64 samples.
As we can also observe from the demonstrated results, the proposed online distillation method improves the baseline performance for both the values
of nearest neighbors on all the utilized datasets. It can also be noticed that,
in case of mini-batch of 32 samples, more useful soft labels that better reveal
the similarities of the data can be produced by using fewer nearest neighbors
to estimate the posterior class probabilities. That is, better performance is accomplished utilizing 8NN in all the considered cases except for the case of the
Retina dataset where we can achieve slightly better performance considering
16NN.
In the case of mini-batch of 64 samples, even slightly better performance for
the 10-class problems is also achieved considering 8NN. However, studying the
marginal case -based on the number of classes (i.e. 200 classes)- of Tiny ImageNet, we can draw the conclusion that in problems consisting of considerably
more classes, computing the soft labels using more nearest neighbors in a large
mini-batch size allows for producing more reliable soft labels that convey more
useful information about the similarities of the samples with the classes.
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Fig. 8: Test accuracy improvement for different number of classes - Batch 32

Fig. 9: Test accuracy improvement for different number of classes - Batch 64
Subsequently, we evaluate the improvement of the OSAKD method over the
baseline approach of training without distillation, considering the number of
classes. That is, three out of five datasets consist of 10 classes, and thus we
compute the mean improvement, one dataset consists of 2 classes, and the last
dataset consists of 200 classes. In Fig. 8 the improvements for the three different number of classes, considering batch size of 32 samples are presented, while
in Fig. 9 the corresponding evaluation results for batch size of 64 samples are
presented. As it is observed, the proposed method achieves better improvement
in datasets consisting of multiple classes. That is, in first case of batch size of
32 samples, the best improvement is achieved for the 200-class dataset, while in
the second case of batch size of 64 samples, the best improvement is achieved
for the 10-class datasets. In both cases, the proposed method achieves the worst
improvement on the 2-class dataset. This is attributed to the inherently richer
information about the similarities with the classes conveyed in multi-class problems, against the two-class problems, allowing the model for learning to better
generalize using the proposed distillation method.
Figs 10-14 illustrate the comparisons of the mean test accuracy over the
epochs of training of the proposed method considering 8NN and 16NN, for
the two considered mini-batch sizes. The enhanced performance of the OSAKD
method is illustrated in the Figures. Furthermore, the generalization ability of
the proposed online distillation method is clearly depicted. In addition, it is
demonstrated that the proposed method provides in general more stable performance, as compared to the baseline of training without distillation. Another
observation that can be made from the Figures, is that as the training process
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progresses, more meaningful soft labels are produced, since as we have already
stated the soft labels are driven by the supervised loss, and we expect to produce more reliable soft labels throughout the training procedure. Moreover, it
can be observed that in the first few epochs of training the performance of the
OSAKD method in some cases is even inferior to the baseline. To this aim, we
have also conducted experiments utilizing an adaptive policy for the parameter
λ in eq. (14), that is we set the parameter to 0.99 during the first 20 epochs
and then adapt it to 0.9. In Fig. 15 we show the mean test accuracy over the
training epochs for the Cifar-10 dataset, with mini-batch size equal to 32, and
considering 8NN. As we can see, we can achieve better performance in the first
training epochs with the adaptive policy, however the first model (of the fixed
parameter) exhibits an overall slightly better performance (test accuracy of the
adaptive policy is 66.390±0.457 against 66.446% ± 1.045% of the fixed policy).
Furthermore, since as we have stated the proposed method is model agnostic,
we have also conducted experiments in order to compare the proposed methods
with state-of-the-art online distillation methods. More specifically, we utilize two
common architectures, that is ResNet-32 [16] and Wide ResNet 16-2 (abbreviated
as WRN 16-2) [17], we apply the proposed online distillation method on Cifar10 dataset, and compare the performance with competitive online distillation
methods, [42,54]. For fair comparisons we follow the same training setup as
in [42, 54]. That is, for the ResNet-32 case we use the SGD with Nesterov
momentum and set the momentum to 0.9. The initial learning rate is set to 0.1
and drops to 0.01 at 50% training and to 0.001 at 75%. The network is trained
for 300 epochs. For the WRN 16-2 case, we also use the SGD with Nesterov
momentum and set the momentum to 0.9. The initial learning rate is set to 0.1
and drops by 0.2 at 60, 120 and 160 epochs. Models are trained for 200 epochs
using mini-batch of 128 samples.
We compare the proposed method with ONE [42] and FFL [54]. We should
note that since the proposed method is a unique branch method, without utilizing multiple branches of the network, for as much as possible fair comparisons,
we use only two sub-networks in all the competitive approaches, similar to [54].
Thus, we compare the OSAKD method with ONE distillation method, considering the average performance of the two branches, and correspondingly with
the FFL-S distillation method considering the average performance of the two
sub-networks. We should highlight that the number of parameters in both FFLS and ONE cases in the test phase is identical to the OSAKD case, since the
additional branches in both cases as well as the fusion module in FFL-S are
removed during the test phase.
Furthermore, except for the competitive online distillation methods, we also
compare the performance of the proposed method with the ensembling methods,
that is ONE-E and FFL, even we do not follow an ensembling methodology. That
is, we also compare the performance of the proposed student model, not against
the student models of the competitive methods, but against the ensemble models
with serve as teachers. It should be emphasized that the number of parameters
is 0.83M in ONE-E and 0.85M in FFL, while the number of the parameters of
OSAKD is 0.50M considering ResNet-32, while the number of parameters in
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(b) Mini-batch: 64

Fig. 10: Cifar-10

(a) Mini-batch: 32

(b) Mini-batch: 64

Fig. 11: SVHN-10

(a) Mini-batch: 32

(b) Mini-batch: 64

Fig. 12: Fashion MNIST
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(a) Mini-batch: 32

(b) Mini-batch: 64

Fig. 13: Tiny ImageNet

(a) Mini-batch: 32

(b) Mini-batch: 64

Fig. 14: Retina

Fig. 15: Cifar-10, Batch 32: Adaptive λ in eq. (14)

ONE-E is 1.24M, and 1.29M in FFL, while the number of parameters of OSAKD
is 0.70M, considering WRN 16-2.
Evaluation results utilizing ResNet-32 are presented in Table 3, while utilizing WRN 16-2 are presented in Table 4. As we can see from the demonstrated
results, the proposed online distillation method is superior over competitive on-
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line distillation methods in both the considered cases. Furthermore, the proposed
method can even outperform ensembling methods. Specifically, OSAKD achieves
superior performance over ONE-E and FFL utilizing WRN 16-2 model, while
it also outperforms one out of two competitive ensembling methods utilizing
ResNet-32 model.
Table 3: Comparisons against online distillation methods on Cifar-10 utilizing
the ResNet-32 architecture.
Method

Test Accuracy

ResNet-32
ONE [42]
FFL-S [54]
ONE-E [42]
FFL [54]
OSAKD

93.07% ± 0.17%
93.76%± 0.12%
93.81% ± 0.12%
93.93%± 0.17%
94.02% ± 0.12%
93.93% ± 0.09%

Table 4: Comparisons against online distillation methods on Cifar-10 utilizing
the WRN 16-2 architecture.
Method

Test Accuracy

WRN 16-2
ONE [42]
FFL-S [54]
ONE-E [42]
FFL [54]
OSAKD

93.55% ± 0.11%
93.76%± 0.16%
93.79% ± 0.12%
93.84%± 0.20%
93.86% ± 0.11%
94.13% ± 0.13%

Finally, we evaluate the complexity of the proposed online distillation method
using the sum of floating point operations (FLOPs) in one forward pass on a
fixed input size. Model size, represented by the model’s parameters, is also reported for each of the utilized models. We use the ResNet-32 and Wide ResNet
16-2 models on the Cifar-10 dataset. In order to highlight the effectiveness of the
proposed method we compare the complexity with the most famous offline KD
method, [37]. In this case, for the ResNet-32 student model, we use as teacher the
stronger ResNet-110 model. Correspondingly, for the WRN 16-2 student model,
we use as teacher the stronger Wide ResNet 40-2 model (abbreviated as WRN
40-2).
Evaluation results are presented in Table 5. From the demonstrated results, it
is validated the proposed online distillation method is significantly more efficient
as compared to the conventional offline methodology. We should also note that
competitive online distillation methods that utilize multiple branches or copies
of a given network, require at least two times more FLOPs than the proposed
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Table 5: Complexity of the proposed OSAKD and KD [37] methods using the sum
of floating point operations (FLOPs) in one forward pass on a fixed input size
utilizing the Cifar-10 dataset. Model size, represented by the model’s parameters,
is also reported inside parentheses for each of the utilized models.
Method

Teacher

Student

Complexity

KD [37]
OSAKD
KD [37]
OSAKD

ResNet-110 (1.7M parameters)
WRN 40-2 (2.26M parameters)
-

ResNet-32 (0.5M)
ResNet-32 (0.5M)
WRN 16-2 (0.7M parameters)
WRN 16-2 (0.7M parameters)

0.33 GFLOPs
0.07 GFLOPs
0.43 GFLOPs
0.10 GFLOPs

one. That is, the proposed online distillation method is also more efficient as
compared to competitive online methods, too.
5 Conclusions
In this paper, we proposed a novel single-stage online self-distillation approach,
namely Online Self-Acquired Knowledge Distillation (OSAKD). The proposed
method utilizes the k-nn non-parametric density estimation in order to estimate
the unknown density distributions of the data samples in the output feature
space. In this way, we are able to directly estimate the posterior class probabilities revealing explicitly the similarities of the data samples with each class.
Thus, the model is trained to regress these probabilities in combination with the
conventional cross entropy loss. This approach, allows us for deriving additional
knowledge directly from the data, without affecting the model architecture by
adding multiple branches or employing multiple models, and at the same time
in a single stage training pipeline. The experimental evaluation indicates the
effectiveness of the proposed method to improve the performance of any model,
regardless its complexity. Comparison results against competitive online distillation approaches validate the superiority of the proposed approach.
The proposed method, allows for efficiently lightweight deep learning models without training first a powerful model as in the conventional KD. However, in spite of the discussed advantages over the conventional KD and existing online KD methods, this also may restricts the potentials of the method,
since it is based on the features produced by the lightweight model. Thus, despite lightweight models were utilized in the conducted experiments, an ultralightweight model could possibly produce non-reliable soft-targets. Therefore,
in future work, we intend to investigate the limits of the baseline lightweight
model.
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using the extracted knowledge of a network in order to
improve its own tolerance to adversarial samples. Using
KD can also significantly increase the speed and effectiveness of a model’s pre-training process (Tang et al.,
2015), providing a good starting point at the optimization space for the student. Rusu et al. (2015) successfully
transferred the policies learned by large Deep Q-learning
networks to smaller ones. More recent evidence (Chen
et al., 2017; Li et al., 2018) suggest that KD can also
be effectively applied for transferring the knowledge of
object detection models, used to learn from noisy samples (Li et al., 2017), improve the performance of lowprecision networks (Mishra and Marr, 2017), or even
boost self-supervised learning, allowing us to use different
models for the pretext and the main task (Noroozi et al.,
2018). The large number of KD applications highlights
the importance of developing more efficient methods for
transferring the knowledge from larger and more complex
networks to a smaller one, an area on which current approaches seem to be adversely affected by the capacity
gap between the models (Mirzadeh et al., 2019).
Several efforts have been made to improve the efficiency of KD. Romero et al. (2015) used the representations of intermediate layers of the learning networks as
a hint, in order to assist deep and thin students in the distillation process. Later, Zhang et al. (2017) developed a
new framework in which the student learns a projection of
the knowledge of a teacher’s intermediate layer, while being trained at the same time. Zagoruyko and Komodakis
(2016); Song et al. (2018) combined KD with the attention methodology. Radosavovic et al. (2018) used distillation, in order to transfer knowledge from data and not
from models in an omni-supervised learning task. In their
analysis, Yang et al. (2018) question the need for a more
tolerant teacher, instead of the most accurate one. They
report that it is more important for a teacher to produce
a smooth distribution over its predictions and conclude
that high accuracy with spiked distribution of confidence
is not that important, since the student can be more easily
over-fitted. Lan et al. (2018) proposed an online distillation framework in which the teacher is being trained and
at the same time its knowledge is being distilled to the student. Passalis and Tefas (2018) extended the applications
of KD to representation learning tasks through a Probabilistic Knowledge Transfer (PKT) framework. Similarity embeddings (Passalis and Tefas, 2019) were also

proposed, which can lead to more general, unsupervised
KT and can have many applications, such as cross-domain
data exploitation. Yuan et al. (2019) suggested that we can
remove the role of the teacher from the KD process and
develop a self-learning student. This study differs from
the aforementioned ones in that it aims to improve the
method by focusing on the teacher, instead of focusing on
distillation per se. It should be noted that most of these
approaches can be readily combined with the proposed
one to further improve distillation performance.
To the best of our knowledge, this is the first work
which employs an efficient unified ensemble of diversified, task-specialized students in order to overcome the
apparent ineffectiveness of distillation, when powerful
teachers are used. It is worth noting that Hinton et al.
(2015) mentioned in their work that it is possible to create specialized teachers by utilizing smaller datasets enriched with more samples from the classes of their specialty, which also requires each teacher to be separately
trained. On the other hand, the proposed method employs
an efficient unified ensemble approach that allows for the
one-step training of the whole ensemble, without the need
of individual datasets. Also, Lan et al. (2018) developed a
framework which allows the simultaneous training of all
the teachers in an ensemble. However, teachers are unspecialized and trained to predict all the classes, reducing
the diversity of the models in the ensemble, which limits
the efficiency of KD, as also experimentally demonstrated
in Section 4.
3. Proposed Method
The proposed Unified Specialized Teachers Ensemble
method, abbreviated as USTE, is presented in this Section. First, the KD process is briefly introduced in the
Background Subsection, while the proposed method is
analyzed in the following one. It is worth noting that
even though the proposed method has been combined
with the plain KD, most of the more advanced distillation approaches described in Section 2, can also be used,
potentially further increasing its effectiveness.
3.1. Background
KD was introduced as a model compression framework, which eases the training of deep networks by following a student-teacher paradigm, in which the student
3

is trained according to a softened version of the teacher’s
output (Hinton et al., 2015). This suggests that the learned
knowledge of a teacher network is hidden in the soft probabilities of its predictions. Therefore, if we were to
teach a student model the way a teacher model “thinks”,
it would be useful to try and impart these similarities between the classes for each sample and not only the final
predictions. In order to efficiently transfer the knowledge
encoded in the similarity among different classes, Hinton
et al. (2015) also introduced a temperature parameter T in
the softmax activation. This enables us to tune the fuzziness of class probability estimations, rendering the output
probability distribution less spiky.
More specifically, KD works as follows. Let {xi |i =
1, . . . , m} be a set of m training samples with Ψ number of
classes, while the notation T (·) ∈ RΨ is used to refer to the
teacher network that extracts Ψ logits, one for each class.
To simplify the notation, li j is used to refer to the j-th logit
for the i-th training sample. Then, the probability for the
j-th class for the corresponding sample is estimated as:

trained on a subset of the available classes, allowing it to
be highly specialized. At the same time, they can still provide predictions for input samples that belong to classes
out of their specialization field, diversifying the ensemble.
Furthermore, instead of training each model separately, a
unified one-step training procedure is employed, significantly reducing the computational complexity. As a result, this approach allows for the perspective of the most
certain model to prevail, while at the same time permitting a multitude of opinions, leading to richer dark knowledge. The dominant teacher is likely to be one of those
whose specialization relates to the correct class and therefore enhances its specialization ability even more through
the training process. As a result, we believe that the distribution of the unified ensemble will be more spiked for
the controversial classes and may require a higher temperature to transfer knowledge optimally, as experimentally
demonstrated in Subsection 4.2.
Let {T k } = {T 1 , T 2 , . . . , T N } be the set of N specialized
teachers. These teachers are trained on the whole training dataset x1 , · · · , xm , where xi denotes the i-th training
exp(li j /T )
.
(1) sample. Also, note that ground truth annotations ti , which
pi j = PΨ
t=1 exp(lit /T )
are one-hot-encoded vectors, also exist for each training
Higher temperatures will result in a softer probability dis- sample xi , as explained in the previous Subsection. The
(k)
tribution, while lower temperatures will result in a sharper output of the k-th specialized teacher is denoted by pi j ,
probability distribution. When tuned properly, temper- after passing through a softmax function. Applying the
ature allows for revealing the intra-class similarities for softmax function individually for each model is essential
to ensure that their output is normalized prior to the fieach sample.
The student model fW (·), where W refers to the its nal aggregation. Furthermore, note that the output can be
trainable parameters, can be trained as follows. The soft softened using the appropriate value for the temperature
student’s probabilities qi j are calculated similarly to (1), as described in (1), if needed.
Each specialized teacher predicts a subset of r =
while the notation zi j is used to refer to the regular (T = 1)
dKΨ/Ne
classes. The parameter K is called overlapping
student’s output. Then, the distillation loss is defined by
factor
and
controls how many times each class will be precombining the regular cross entropy loss with the aforementioned constraint of “mimicking” the teacher’s behav- dicted by a different teacher T k . The number of times a
class is predicted can be calculated as: K = Nr/Ψ, asior:
suming
that KΨ mod N = 0. In order to ensure that
m X
Ψ
m X
Ψ
X
X
no
two
models
are specialized in the same classes, they
LKD = −λ
pi j log qi j − (λ − 1)
ti j log zi j ,
are distributed cyclically over the ensemble. Note that K
i=1 j=1
i=1 j=1
(2) should be set to an appropriate value so that models do not
where ti is the one-hot encoded ground-truth vector for predict all the available classes, i.e., K < N. Furthermore,
K should be large enough to ensure that models will not
the i-th training sample.
predict one single class, i.e., K > dN/Ψe.
3.2. Unified Specialized Teachers Ensemble
Each teacher is also equipped with an extra “bucket”
The proposed method works by compiling an ensem- neuron that is responsible for gathering the predictions of
ble of teacher models, as shown in Fig. 1. Each teacher is the rest Ψ − r classes, as shown in Fig. 2. This bucket
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Figure 1: Unified Specialized Teachers Ensemble structure: The teacher models become separate branches of a large unified network. The large
network receives the data as an input and distributes them in every teacher T k . Subsequently, each teacher T k predicts the classes of its specialization
field, along with an extra bucket class, which represents every other choice, unrelated to its specialization field. The softmax activation function
is then applied over each teacher’s output, in order to produce the normalized probabilities pi . At this point, the probabilities of the identical
classes which have been chosen to be overlapped, are averaged. Finally, the distinct probabilities are aggregated in order to extract the final output
distribution of USTE.

neuron can be used to train each teacher with data that
belong to classes out of its expertise. Another advantage
of this method is that we can train all the teachers simultaneously by feed-forwarding and back-propagating only
one time through the resulting unified architecture. More
specifically, the final output of the model is calculated by
averaging the K values for each class, as predicted by the
individual models. Therefore, the final ensemble’s probability estimation for the j-th class is calculated as:

where

exp(ai j /T )
pi j = PΨ
,
l=1 exp(ail /T )
ai j =

Figure 2: An individual teacher model. Note that one additional neuron
exists, apart from the r classes the model predicts. This “bucket” neuron
facilitates the effective training of the models with classes that do not
belong in the r classes (specialization) of each model, i.e., the remaining
Ψ − r classes.

1 X (k)
p ,
N t∈L( j) t j

(3)

(4)

and L(i) denotes the set of teachers that predict the j-th
class. Note that pt(k)j refers to the neuron of the k-th teacher
that predicts the j-th class. As with regular distillation,
appropriately tuning the temperature for the ensemble’s
output is crucial to ensure that the output distribution will
not be overly spiked, which can negatively impact the distillation efficiency.
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The teacher ensemble model is then directly trained in
a unified, one-step fashion to minimize the regular crossentropy loss:

the rest of them (Clevert et al., 2015), while at the same
time we fluctuate the weight decay (ranging from 1e − 4
to 1e − 7) that is used for the l2 regularization. The student that is used, consists of two blocks and was built folN X
Ψ
X
lowing the same methodology. The CIFAR-100 dataset
ti j log wi j ,
(5) consists of 60, 000 100-class images, 32 × 32 in size and
Lt =
i=1 j=1
is divided into 50, 000 training data and 10, 000 test data.
where wi j refers to the output of the teacher ensemble For the CIFAR-100, the same architectures were used afwith T = 1. Note that the whole ensemble can be di- ter adding one additional block (with 256 filters). Finally,
rectly trained, since only one forward and backward pass the Fashion-MNIST dataset consists of 60, 000 10-class
are required to update the parameters of all the employed images, 32 × 32 in size and is divided into 50, 000 training
models. On the other hand, the student model is trained to data and 10, 000 test data. For the experiments conducted
minimize the combined distillation loss L s , as described with the Fashion MNIST dataset, the same architecture
in (2), where the teacher ensemble model is used to pro- with the CIFAR-10 teachers/students was used, but only
vide the training targets. The Adam algorithm (Kingma one convolutional layer was kept per block. All the moand Ba, 2014), with the default training hyper-parameters, dels were trained for 150 epochs using a learning rate of
is used for the optimization in this paper. Note that the 1e − 4, which was scheduled to be reduced, multiplying
loss Lt is minimized by updating the parameters of the it by 0.4 for each 8 consecutive epochs that showed no
teachers, while the loss L s is minimized by updating the improvement in the 3-rd decimal place and a minimum
possible value of 5e − 6. A mini-batch of 64 samples was
parameters of the student.
used for all the conducted experiments. The baseline accuracy between the different trained models is reported in
4. Experimental Evaluation
Table 1. Note that apart from the accuracy of the individual models, the ensemble accuracy is also reported. The
First, the datasets used for evaluating the proposed me- student was also trained normally, using the same hyperthod are briefly introduced, along with the employed net- parameters with the teachers, in order to compare the rework architectures. Next, the evaluation results are pro- sults with that of KD. In order to transfer the knowledge, a
vided and discussed.
temperature T = 6 was used and a λ = 0.9 for CIFAR-10,
T = 2 and λ = 0.6 for CIFAR-100, T = 8 and λ = 0.6 for
4.1. Datasets and Evaluation Setup
Fashion-MNIST. The knowledge was transferred for 150
The proposed method was evaluated using three differ- epochs, with a learning rate of 1e−3, which was scheduled
ent datasets: CIFAR-10, CIFAR-100 (Krizhevsky, 2012) to be halved, for each 8 consecutive epochs that showed
and Fashion-MNIST (Xiao et al., 2017). The CIFAR-10 no improvement in the 3-rd decimal point and a minimum
dataset consists of 60, 000 10-class images, 32×32 in size possible value of 1e − 8. A mini-batch of 64 samples was
and is divided into 50, 000 training data and 10, 000 test used.
data. Five teachers that consist of three blocks are used.
The proposed method was also compared to four other
Each block is composed of two convolutional layers with approaches:
the same number of filters, which are doubled on each
consecutive block (32/64/128 filters). The convolutional
1. “Best Teacher”: Five individual teacher models were
layers are followed by a max pooling and among them,
trained and the best of them was used to perform regbatch normalization is used. After every block, a dropout
ular KD to the student model.
layer is used, with an incremented probability of turning
a neuron off each time, which does not exceed 50%. All
2. “Ensemble”: The knowledge contained in an ensemthe convolutional layers are being l2 regularized. In orble of five teachers was directly transferred to the
der to introduce some diversity among the teachers, we
student model using KD, after averaging their outuse a ReLU activation function in two models and eLU in
put predictions.
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Table 1: Evaluating the accuracy of different teachers, student and ensembling approaches

Method
Dataset
CIFAR-10
CIFAR-100
Fashion-MNIST

Student

Teacher 1

Teacher 2

Teacher 3

Teacher 4

Teacher 5

Ensemble

Unified Ensemble

82.19
61.57
88.49

84.17
59.43
92.08

84.45
60.44
92.33

83.72
58.28
92.42

85.65
60.54
92.02

85.63
63.14
92.10

87.10
64.36
92.99

84.47
59.26
92.89

3. “Unified Ensemble”: The approach proposed in (Lan
et al., 2018), was employed to train a unified ensemble with unspecialized teachers and then the knowledge was transferred from this ensemble to the student model.

and unified ensemble approach by about 1% (relative increase).
Table 2: Comparison between different distillation approaches on three
different datasets

Method

4. “Specialized Ensemble” (“S. Ensemble”): Training
individual specialized models using the proposed
class distribution approach (but without using a unified model structure).

CIFAR-10

CIFAR-100

Fashion MNIST

Best Teacher
Ensemble
Unified Ensemble

84.28%
84.90%
85.03%

64.61%
65.70%
66.41%

91.26%
91.75%
92.00%

S. Ensemble

85.43%

66.73%

92.70%

For the proposed method we used N = 5 teachers, while
USTE
85.90%
67.14%
93.07%
the replication factor was set to K = 2. To ensure a fair
comparison between the evaluated methods, the same stuSimilar conclusions can be drawn for the other two dadent network was used for all the conducted experiments
tasets
(CIFAR-100 and Fashion MNIST). For example,
with the same dataset.
USTE improves the accuracy by 2.8% over plain distillation and about 1% over unified ensemble approach for
4.2. Experimental Results
CIFAR-100 dataset. These results once again confirm that
The evaluation results using the CIFAR-10 dataset are a diversified and specialized teachers’ ensemble helps to
reported in Table 2 from which several conclusions can transfer knowledge better and that unified training leads
be drawn. First, note that using plain distillation (“Best to better results than training the models individually. It
Teacher”) indeed improves the accuracy of the student, in- is worth noting that, the results of Table 1, also confirm
creasing it to 84.28% from 82.19% (baseline student). Us- the hypotheses reported in (Yang et al., 2018), i.e., that
ing the ensemble of the different teachers further increases classification accuracy is not the major goal of the teacher
the classification accuracy to 84.90%. Quite interestingly, network when used for KD. Indeed, they report in their
employing a unified ensemble, apart from faster training, work that “.. although this harms the accuracy of the
allows to also slightly increase the effectiveness of the dis- teacher network, it indeed provides more room for the
tillation process. We hypothesize that this happens due to student network(s), and eventually, the students are betthe implicit diversification that emerges through the train- ter than those educated by a strict teacher.”. The proing process. That is, in the unified ensemble, a few con- posed method builds upon these observations, providing
fident models are enough to correctly classify an input efficient and diversified teachers that are better suited for
sample, allowing for an implicit specialization to emerge the task of KD.
among different models. Moreover, when this specialAs mentioned in the previous Section, the distribution
ization is induced explicitly, through the specialized en- of the unified ensemble could possibly be more spiked,
semble, accuracy further improves. Finally, the best re- and as a result, a higher temperature may be required in
sults are acquired when the proposed USTE approach is order to extract a suitable probability distribution that can
employed, outperforming plain distillation by about 2% be used for KD. To evaluate this hypothesis, an additional
7

Figure 3: Effect of raising the temperature with Baseline and USTE in Fashion-MNIST

drawn, providing further insight on the distillation process: a) classification accuracy of the teacher network is
not as important in the distillation process as its ability to
extract its knowledge in a way that can be easily transferred to a student network, b) explicitly or implicitly diversifying the models of a teacher ensemble always seems
to provide a positive effect on KD efficiency, and c) tuning
the temperature of the softmax function seems to indeed
allow for more effective KD, but only for certain models
that have been trained in a KD-aware way and have not
been severely over-fitted.

set of experiments was conducted. As shown in Figure 3,
the baseline KD performs better with a low temperature,
highlighting that raising it inhibits the extraction of any
additional useful knowledge from the teacher model. On
the other hand, increasing the temperature for USTE allows for the appropriate transformation of the probability
distribution in order to better facilitate KD. This can be
explained by the fact that for USTE, despite the multitude
of opinions, the most specialized teacher prevails as the
training epochs increase. As a result, a more peaked distribution occurs and higher temperatures are required in
order to appropriately smoothen it. Note that regular models typically collapse due to over-fitting, and increasing
the temperature does not, in turn, increase the distillation
efficiency. However, the proposed method effectively recovers the latent dark knowledge encapsulated in the output of the model by increasing the distillation temperature.
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5. Conclusion
A method capable of training KD-aware teachers was
proposed in this paper. This method works by training
separate task-specific teachers in a unified ensemble structure that enables the simultaneous end-to-end training of
all the teachers. Experiments conducted on three datasets demonstrated the effectiveness of the proposed method compared to other baseline and state-of-the-art approaches. Moreover, several interesting conclusions were
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Abstract—Visual Question Answering (VQA) is one of the most
challenging emerging applications of deep learning. Providing
powerful attention mechanisms is crucial for VQA, since the
model must correctly identify the region of an image that is relevant to the question at hand. However, existing models analyze
the input images at a fixed and typically small resolution, often
leading to discarding valuable fine-grained details. To overcome
this limitation, in this work we propose a reinforcement learningbased active perception approach that works by applying a series
of transformation operations on the images (translation, zoom)
in order to facilitate answering the question at hand. This allows
for performing fine-grained analysis, effectively increasing the
resolution at which the models process information. The proposed
method is orthogonal to existing attention mechanisms and it can
be combined with most existing VQA methods. The effectiveness
of the proposed method is experimentally demonstrated on a
challenging VQA dataset.

I. I NTRODUCTION
The progress witnessed in deep learning (DL) led to a
number of impressive applications, which often involve multimodal data [1]. Among the most spectacular ones is Visual
Question Answering (VQA) [2], [3], [4], where a deep learning model must answer a textual question that refers to a given
image. VQA is among the most challenging deep learning
applications, since the model must correctly identify the region
of the image that concerns the given question and then process
this information to provide the correct answer. This led to
development of many attention mechanisms which allow for
processing only the information that is relevant to the question
at hand [5], [6], [7], [8].
Despite the success of the aforementioned attention mechanisms, they suffer from a critical limitation: the input visual
data are analyzed at a fixed resolution despite the higher
resolution of the original images. As a result, most models
are restricted at analyzing input images that are smaller than
500 × 500 pixels, while many of them are still limited to less
than half of this. This process, despite allowing for reducing
the computational complexity of the models by processing
lower resolution inputs, comes with several significant drawbacks. First, it restricts the fidelity of the input, leading to
loosing several fine grained details, especially for smaller or
thin objects that might end up covering only a few pixels
after resizing the input images. Furthermore, DL models are
sensitive to the scale of the objects appearing in images.
Therefore, if the same object, but in a different size, appear

in a novel image, the employed model might fail to recognize
it.
The main contribution of this work is proposing a deep reinforcement learning (RL)-based active perception approach that
can overcome the aforementioned limitations. More specifically, we propose keeping the resolution at which the analysis
is performed fixed, which does not increase the computational
cost of the analysis, but employing a methodology for first
appropriately transforming the input in order to maximize
the accuracy of VQA. To this end, we employ a virtual
camera that can shot at different regions of the original input,
allowing for a) performing fine-grained information analysis
at the same cost (for each frame processed by the VQA
model), b) keeping only the information that is indeed relevant
to the provided question, and c) mitigating the effect of
objects that appear at different scales. The way the proposed
method works is illustrated in Fig. 1. The virtual camera
zooms to the region (leaves of the trees) that concerns the
given question. This allows for extracting more fine-grained
information, maximizing the confidence on the correct answer
and increasing VQA accuracy.
To the best of our knowledge, this is the first method
that employs an active perception approach for increasing the
accuracy of VQA on static datasets. Note that the proposed
method is orthogonal to existing attention mechanisms, since
the proposed method appropriately transforms the input (by
zooming in/out and translating the content) to accommodate
the task at hand and it is capable of directly adapting to
the scale of the objects that appear on images. On the other
hand, attention mechanisms only allow the model to suppress
irrelevant features, without re-analysing the input data, as the
proposed method does. The ability of the proposed method to
be effectively combined with attention mechanisms, increasing
the VQA accuracy, is demonstrated in this paper through
several experiments using a powerful attention-equipped VQA
model, MUTAN [6]. Also, in contrast with existing RLbased methods proposed for similar tasks, such as caption
generation [9], [10], [11], the proposed method provides a
powerful active perception approach that can be combined
with any existing VQA model, instead of addressing VQA
per se. Finally, compared to interactive VQA approaches,
such as [12], in this work we do not employ 3D simulation
environments in which complex iterations with objects are

Fig. 1: Using active perception to increase the accuracy of VQA by controlling a virtual camera to shot the region that is
relevant to the given question, increasing the granularity of information analysis
possible, but we focus on handling static images.
The rest of the paper is structured as follows. First, the
proposed method is analytically derived in Section II. Then,
the experimental evaluation is provided in Section III. Finally
conclusions are drawn in Section IV.
II. P ROPOSED M ETHOD
First, we provide a brief introduction to used notation, as
well to the VQA problem at hand. Next, we describe how
active perception, which is typically used in the context of
robotic perception [13], can be employed to increase the
accuracy of VQA, when used on static, yet high-resolution,
images, and formally define the optimization problem. Finally,
we derive the proposed method by providing a relaxation to the
optimization problem at hand, which allows us to effectively
employ deep reinforcement learning.
A. Visual Question Answering and Active Perception on Static
Images
Let x ∈ RH×W ×C denote an input image, where H denotes
the height, W the width and C the number of channels of
the image. Also, let q denote the question that we want to
answer. Typically, word embedding models are used to acquire
the encoded vector representation of the question [14], [15].
The notation q ∈ RNw is then used to refer to the encoded
question, where Nw is the dimensionality of embedding space.
In this work, we constrain our setup to the commonly used
multiple choice VQA, where the correct answer is selected
over a collection of NC possible answers. Note that this
is without loss of generality, since the proposed method
can be also used for any other VQA setup [16]. Also, let
X = {(xi , qi , ti )| ∀i = 1, . . . , N } be a training set that
consists of N training triplets of images, questions and correct
answers, while let fW (·) ∈ RNC denote a VQA model, where
W are the trainable parameters of the model. The VQA model
fW (·) is trained by minimizing an appropriately chosen loss
over the training set:
W = arg min0
W

N
1 X
L (fW0 (xi , qi ), ti ) ,
N i=1

(1)

where L(·) is typically set to the cross-entropy loss, when a
closed set of NC answers is used [6]. In this work, we also
use VQA models that return a probability distribution over the
available answers, e.g., by employing the softmax activation
function. Also, following the relevant literature [16], [5], a
deep learning model is used to implement fW (·).
As we also discussed in Section I, using attention allows
the model to extract only the information relevant to the given
question [6], [5]. However, a critical limitation of this approach
is that the analysis is performed at a fixed, typically low,
resolution, even though the original images are usually of
significantly higher resolution, loosing finer details that might
be useful for answering the question at hand. In this work,
we propose pre-processing the original images by applying
a series of transformation operators A in order select a more
appropriate view. This view should, provided the limitations of
the employed VQA model, e.g., input resolution, maximize the
accuracy of VQA. The transformation operations are the result
of a virtual camera that is capable of “shooting” at different
regions of the original image, as well as altering its field of
view, similar to other applications related to control [17]. The
camera has fixed resolution, which is set to be equal to the
resolution used by the model fW (·) for the analysis. The
following set of transformation operations are supported:
1) alef t , which corresponds to horizontal translation of the
field of view window to the left by δT pixels,
2) aright , which corresponds to horizontal translation of the
field of view window to the right by δT pixels,
3) aup , which corresponds to the vertical translation of the
field of view window up by δT pixels,
4) adown , which corresponds to the vertical translation of
the field of view window down by δT pixels,
5) azoom−in , which corresponds to zooming-in (decreasing
the field of view by δz %),
6) azoom−out , which corresponds to zooming-out (increasing the field of view by δz %),
7) anull , which corresponds to performing no transformation
(this transformation should be selected when the view is
already optimal for answering the given question),
where δT is set to b0.1 · min(W, H)c and δz to 4% for all the

Fig. 2: Overview of the proposed method: The reinforcement learning agent can control a virtual camera in order to apply a
series of transformations (translation and zoom) on the original input image in order to acquire a view that is more relevant to
the given question. Then, the transformed image is fed to the VQA model and the agent is trained to maximize the expected
reward, which is a function of the confidence of the VQA model for the correct answer.
experiments conducted in this paper. The cumulative effect
of these operations was demonstrated in Fig. 1, while more
examples are provided in Section III.
(t)
We aim to learn an appropriate model hWh (xi , qi ) ∈ A
(t)
which, given the camera view xi at time t and the question qi
selects the most appropriate transformation from A in order to
minimize the loss provided in (1). Therefore, the parameters of
the model can be learned by solving the following optimization
problem:
Wh = arg min
0
W

subject to

h

N

1 X 
(N )
L fW (xi T , qi ), ti ,
N i=1
(t)

(t−1)

xi = at (xi
at =

(2)

),

(t−1)
hWh0 (xi
, qi ),
(0)
and xi = xi ,

where NT is the total number of transformation operations
applied. Note that fW (·) can be either be a pre-trained model,
or jointly optimized during this process. Note that the final
(N )
image xi T is the result of NT transformations, as dictated
by the constraints of (2). In this work, we choose to keep the
fW (·) fixed during the optimization of hWh (·), since jointly
optimizing both models is significantly more computationally
intensive and increases the complexity of the proposed method.
B. Problem Relaxation and Deep Reinforcement Learning
Directly solving the problem presented in (2) is intractable.
Therefore, instead of directly learning the parameters Wh to
minimize (2), we employ a reinforcement learning approach
to maximize the reward collected by an agent that controls
the camera using the operations available in A. The employed
reward function must express the optimization objective of (2),
i.e., to increase the probability of the VQA model answering

correctly. Based on this observation, we defined the employed
reward function as:
(t)

(t−1)

rt = [fW (xi , qi )]c − [fW (xi

, qi )]c ,

(3)

where the notation [fW (·)]c is used to refer to the confidence
of the correct answer. Therefore, the agent acquires a positive
reward when the VQA model fW (·) becomes more confident
on the correct answers after a control step. Otherwise, a negative reward is obtained. Note that for datasets with multiple
correct answers, such as [4], the answer that provides that
maximum increase in the confidence is used for calculating
the reward.
The proposed method is summarized in Fig. 2. The model
hWh (·) can be optimized using any deep reinforcement learning method in order to maximize the reward obtained through
each control episode. In this work, we employed a state-ofthe-art Q-learning approach, the Rainbow [18], which provides
an efficient way to fit an estimator for the expected future
discounted reward for each action at every time-step. This,
in turn, provides a straightforward way to implement hWh (·)
by simply selecting the action that is expected to yield the
maximum future discounted reward. The network architecture
used to estimate the Q-values is also shown in Fig. 2. After
analyzing the input image using a visual information analysis
network, we extract an attention-like feature map by calculating the similarity u ∈ RHa ×Wa between visual and the textual
modality as:
[u]i,j = [x̃]Ti,j (WT q) ∈ R‘
(4)
where the notations [u]i,j is used to refer to the element in the
location (i, j) of attention map u, WT is a linear translation
layer that maps the textual space into the visual space, x̃
denotes the feature map extracted from the visual information
analysis module, while Ha ×Wa is the size of the feature map
x̃. Two fully connected layers, with a hidden layer consisting

Fig. 3: Applying the proposed method on an unseen image-question pair (inference): The agent is allowed to apply NT
transformations on the input image. Then, the answers obtained for each intermediate transformation are aggregated and the
final answer is inferred according to (5).
of 512 neurons, that use the ReLU activation function, were
used to implement both the value and advantage streams, as
suggested in [18].
Note that the agent is rewarded for any control action that
will lead to increasing the confidence on the correct answer,
regardless the time-step at which the action is performed. A
side effect of this is that the final action of the agent can
be sub-optimal (since it only partly contributes to the total
reward). To overcome this limitation, we propose not to choose
the answer with the highest probability in the last step, but the
action with the highest average probability over the course
of each episode. In this way, the agent is less sensitive to
noise, while takes into account the behavior of the VQA model
during the whole episode, lessening the effect of potentially
wrong control actions, as further demonstrated in Section III.
Therefore, for an episode with NT control steps, the final
answer is calculated as:
"
# 
NT
X
1
(t)
(5)
arg maxj 
fW (xi , qi )  .
NT i=1
j

The inference process is further illustrates in Fig. 3. Note that
the reward function is used only during the training process,
while the VQA model is employed at each time step for
calculating the confidence for each possible answer.

III. E XPERIMENTAL E VALUATION
In this Section, we briefly provide the experimental setup
used in this work, and then present and discuss the experimental results. The MUTAN model [6] was used as the
base VQA model (fW (·)), while a ResNet-50 model [19],
pretrained on the ImagetNet dataset [20], was used to perform
the visual information analysis (hWh (·)). For extracting vector
representations of questions we used the GRU-based encoder
employed by MUTAN. The Rainbow method was used to
optimize the RL model, while the discount factor was set to
0.99 and the size of the replay memory was set to 100,000.
The deep RL model was trained for 300,000 steps. The Adam

TABLE I: Evaluation results on the VQA 2.0 dataset
Method

Accuracy

Acc. Gain

Baseline
Proposed (Confident Frame)
Proposed

60.36
59.81
60.86

-0.55
0.5

Proposed (Best Frame)

66.68

6.32

optimizer was used [21], while the learning rate was set to
0.5×10−4 . For evaluating both the baseline method, as well
as the proposed one we ran 5,000 episodes on the validation
set of the employed dataset. Note that we used a different
image for each episode, while the same images/questions were
used when evaluating different methods. Finally, the number
of control steps for each episode was set to NT = 5 for all the
conducted experiments. All the evaluation results are reported
on the VQA 2.0 dataset [2], [4], which employs the images
provided by the MS COCO dataset [22]. The VQA model was
also pretrained on the used dataset.
The evaluation results are reported in Table I. We compared
the proposed approach to the baseline VQA model, where no
transformation has been applied on the original images, as well
as to the proposed RL-based active perception approach that
employs three different ways to select the correct answer:
1) “Proposed (Confident Frame)”, where the answer with
the higher confidence during the course of the episode is
selected, i.e., the frame t is selected as:



(t0 )
arg max
max
f
(x
,
q
)
,
(6)
W
i
i
0
t

2) “Proposed”, where the proposed answer selection method
presented in (5) is used, and
3) “Proposed (Best Frame)”, where the frame that leads to
the higher confidence on the correct answer is selected
to provide the answer, i.e., the frame t is selected as:


(t0 )
arg max
[f
(x
,
q
)]
(7)
i c ,
W
i
0
t

Original: 0.443

Zoom in: 0.624

Up: 0.570

Zoom in: 0.433

Right: 0.651

Up: 0.660

a) Question: Are there leaves on the trees? - Answer: No
Original: 0.434 Zoom out: 0.416

Right: 0.374

Left: 0.416

Left: 0.427

Zoom in: 0.563

b) Question: Is this a toaster oven? - Answer: Yes
Original: 0.136 Zoom out: 0.204

Left: 0.201

Zoom in: 0.047

Zoom in: 0.517

Zoom in: 0.580

c) Question: What color is the train? - Answer: Silver, Gray
Original: 0.435

Zoom in: 0.252

Zoom in: 0.259

Zoom in: 0.509

Zoom in: 0.466 Zoom out: 0.509

d) Question: Is the dog sleeping? - Answer: No
Original: 0.191 Zoom out: 0.254

Left: 0.250

Zoom in: 0.585

Right: 0.494

Zoom in: 0.636

e) Question: Are there vegetables on the counter? - Answer: No

Fig. 4: Qualitative Evaluation: Three episodes during the testing. The select transformation and confidence to the correct answer
is denoted in the upper part of each image.
where c is the index of the correct answer.
The proposed method increases the VQA accuracy by 0.5%,
while when the proposed frame selection approach is replaced
by the most confident frame (“Proposed + Confident Frame”)
a decrease of over -0.5% is observed. To understand why this
happens, we need to consider the case in which the deep RL
agent loses the object of interest and the question refers to the
existence of the aforementioned object, e.g., the question is
“is there a dog?”, the original image contains a dog, while the
transformed image no longer contains a dog. In this case, the
VQA model will be very confident on the selected answer
(“no”), since the object of interest no longer exists in the

transformed frame, despite the correct answer is “yes”, since
the object exists in the original frame. Employing the proposed
averaging-based approach allows to withstand such phenomena, increasing the accuracy of VQA, and demonstrating the
effectiveness of the proposed method. Finally, note that we
also examined whether developing more robust frame selection
approaches would allow for further increasing the accuracy
of the proposed method by directly selecting the frame that
maximizes the confidence to the correct answer (“Proposed +
Best frame”). Indeed, this approach led to an enormous 6.32%
increase in the accuracy. This demonstrates that the proposed
RL agent was indeed able to reveal fine-grained information,

which was not available to the VQA model when the original
image was used, highlighting the potential of the proposed
approach.
Finally, in Fig. 4, we provide several test episodes to
qualitatively examine the behavior of the proposed method.
Several interesting conclusions can be drawn. First, note that
in the first case (a) the model correctly zooms in toward the
leaf area of the trees, demonstrating that the agent is indeed
capable of identifying the region that is relevant to the question
at hand. This gives an important advantage to the model, since
it can perform more fine-grained analysis, i.e., revealing fine
details that would be lost if the whole image was processed
instead. Indeed, the confidence to the correct answer increases
from 0.44 in the original image to 0.66 in the final one, while
providing an average confidence of about 0.56, which is almost
30% higher than the original one. These control sequences
also illustrate the intrinsic instability of many VQA models.
For example, note that in the second case, the confidence
to the correct answer slightly decreases, without any obvious
change in the input image. This highlights a critical limitation
of VQA models, since the accuracy of the employed RL agent
relies on the feedback provided by the VQA model. Another
interesting phenomenon is shown in the fourth case (d), where
the agent correctly chooses the “zoom out” transformation,
when the visual clues that would lead to the correct answer
are absent (note that correctly answering this question requires
detecting whether the eye of the dog is open or closed and this
information is not available in the penultimate frame).
IV. C ONCLUSIONS
In this paper, we presented an active perception approach,
that employs deep reinforcement learning, and can be directly
used on static images to increase the accuracy of VQA. The
proposed method works by applying a series of transformations on the input images in order facilitate answering
the question at hand. As experimentally demonstrated, the
proposed method is capable of increasing the accuracy of
VQA, by performing fine-grained information analysis and
mitigating various issues, such as performing inference about
objects that appear at different scales. The conducted experiments also demonstrated the high potential of the proposed
method, since developing more accurate frame selection and
aggregation approaches can lead to significant further accuracy
improvements.
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Hypersphere-based Weight Imprinting for Few-shot
Learning on Embedded Devices
Nikolaos Passalis, Alexandros Iosifidis, Moncef Gabbouj, and Anastasios Tefas

Abstract—Weight Imprinting (WI) was recently introduced as
a way to perform gradient descent-free few-shot learning. Due
to this, WI was almost immediately adopted for performing fewshot learning on embedded neural network accelerators that
do not support back-propagation, e.g., Edge TPUs. However,
WI suffers from many limitations, e.g., it cannot handle novel
categories with multimodal distributions and special care should
be given to avoid overfitting the learned embeddings on the
training classes, since this can have a devastating effect on
classification accuracy (for the novel categories). In this paper,
we propose a novel hypersphere-based WI approach that is
capable of training neural networks in a regularized, imprintingaware way effectively overcoming the aforementioned limitations.
The effectiveness of the proposed method is demonstrated using
extensive experiments on three image datasets.
Index Terms—Weight Imprinting, Few-shot Learning, Edge
TPU, Embedded Deep Learning

I. I NTRODUCTION
Deep Learning (DL) has achieved remarkable results on a
wide range of difficult problems [1], from image and video
analysis to natural language processing and visual questioning
answering. However, DL models are especially computationally intensive, both during the training and inference. Even
though the use of Graphics Processing Units (GPUs) and
Tensor Processing Units (TPUs) has led to significant performance improvements, both in terms of training/inference speed
and energy consumption, they remain too bulky and energyintensive to be used in most embedded applications, where
significant energy and weight constraints exist [2]. This led
to the development of embedded neural network accelerators,
specifically designed to accelerate only the inference process,
e.g., Edge TPUs. Even though these devices led to tremendous
improvements in terms of operations/Watt, most of them suffer
from the same limitation: they cannot be used to further
train the network using back-propagation. This limits their
usefulness under open-world settings, where the models must
be able to continuously adapt to emerging categories that were
not seen during the training, which is especially challenging
for several robotic perception scenarios [3], as well as for a
Nikolaos Passalis and Moncef Gabbouj are with the Faculty of Information Technology and Communication, Tampere University, Finland. Anastasios Tefas is with the Department of Informatics, Aristotle University
of Thessaloniki, Greece. Alexandros Iosifidis is with the Department of
Engineering, Aarhus University, Denmark. E-mail: nikolaos.passalis@tuni.fi,
alexandros.iosifidis@eng.au.dk, moncef.gabbouj@tuni.fi, tefas@csd.auth.gr.
This project has received funding from the European Union’s Horizon
2020 research and innovation programme under grant agreement No 871449
(OpenDR). This publication reflects the authors’ views only. The European
Commission is not responsible for any use that may be made of the
information it contains.

wide range of different multimedia applications [4], [5], [6],
[7]. Therefore, the models should be able to draw connections
and generalize their knowledge to new novel classes using
only a few labeled examples, usually acquired during their
interaction with the world. This problem is known as lowshot learning or few-shot learning [8], [9], [10], [11]. Note
that zero-shot learning [12], [13], [14], is a related extreme
case of the same problem, in which no labeled samples are
available for each category.
It is worth noting that even though several methods have
been recently proposed for few-shot learning, only a few of
them are suitable for inference-only neural network accelerators. Among them, Weight Imprinting (WI) was recently
proposed as a way for performing gradient descent-free fewshot learning [15]. WI allows for directly expanding the set of
categories which a neural network can recognize by directly
imprinting a new weight vector in the last layer of the network,
without requiring back-propagating through the network. This
is done by simply calculating the average embedding vector
wi of the new (i-th) category using a few training samples
and then calculating its similarity with the embeddings φ(x),
extracted through the penultimate layer of the network, where
x is the input to the network. Therefore, the probability that
the input x belongs to the class i can be readily calculated,
without performing any additional learning, as:

exp cwiT φ(x)
,
(1)
pi (x) = P
T
l exp cwl φ(x)

where c is a trainable scaling factor (fixed during the inference
process). Note that the embedding vectors are normalized to
have unit l2 norm, and, as a result, wiT φ(x) equals to the
cosine similarity between the two vectors. Also, using the
scaling factor c ensures that the cosine similarity will range
between −c and c, allowing for effectively training the network
without imposing a strict lower-bound on the cross-entropy
loss [15]. This process found an immediate application on
edge accelerators, e.g., Edge TPUs, since it can be readily
applied to any neural network simply by extending the last
fully connected layer.
WI, despite its immediate adoption, suffers from many
limitations. First, it assumes that the distribution of the new
categories will be unimodal. This assumption is mostly true for
the distribution of classes presented to the network during the
training process. However, this is not always the case for novel
categories for which the network has not been optimized [15].
Furthermore, the process of imprinting can negatively affect
the accuracy of the network for the existing categories, if
there is a significant overlap between the class boundaries.
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Fig. 1. Weight Imprinting: Visualizing the embeddings for two different initial
values of c using the MNIST dataset and the setup described in Section III.
The data were visualized by projecting them into 2 dimensions using PCA.
TABLE I
E FFECT OF PARAMETER c ON WEIGHT IMPRINTING
c

1-shot

2-shot

5-shot

1
10
20

43.19 ± 3.0
57.51 ± 5.8
54.59 ± 4.0

43.26 ± 3.2
58.35 ± 6.4
57.10 ± 2.9

43.02 ± 0.6
64.49 ± 3.2
62.30 ± 2.9

Results reported on the MNIST dataset using the setup described in Section III. Classification accuracy (%) on all the classes (novel and training) is
reported.

WI does not provide any efficient mechanism for detecting if
adding a new category will negatively impact the existing ones.
Finally, the impact of the scaling factor c was not thoroughly
discussed in [15]. We experimentally found out that the initial
value of c can significantly affect the behavior of the model
in some cases. For smaller initial values of c the embeddings
tend to gather closely around the class prototypes, while for
larger initial values of c the embedding vectors are spread
around each class prototype wi . This behavior is illustrated in
Fig. 1 (please refer to Section III for more details on the setup
used for this experiment). This does not only affect how the
embeddings are distributed through the space, but it has also a
significant impact on the classification accuracy, as shown in
Table I. Using larger initial values of c (up to a point) leads to
better classification performance. Therefore, we observe that
the embeddings that maintained larger variance around the
prototypes allowed for performing better weight imprinting
later on.
These observations hint to a direct connection between
maintaining the variance of the embeddings around the prototypes and the generalization abilities of a representation/model
on unknown classes. This is not a surprising result, since it
is well known that overfitted representations almost always
lead to worse generalization (after a certain point) [16]. This
naturally leads us to the following question: Is it possible
to design a representation in which the variance around the
prototypes will be deliberately controlled to achieve the perfect
balance between overfitting and underfitting instead of relying
on early-stopping, implicit regularization or other heuristics
to maintain enough variance? Also note that maintaining
the variance will allow more information about the in-class
similarities/dissimilarities to be encoded in the resulting representation.

Novel Class

Fig. 2. Hypersphere-based Weight Imprinting: The representation space is
constructed in a way that natively supports imprinting, spreads the embeddings
in hyperspheres with radius r (the in-class variance is better preserved) and
allow for detecting when the imprinting process cannot be performed safely
(e.g., potential overlap between the novel class and the j-th class).

Motivated by the aforementioned observations, in this paper we propose a novel weight imprinting method for fewshot learning that can overcome the limitations of WI by:
a) learning a regularized representation that maintains the
variance around the prototypes in a structured way, while
natively supporting weight imprinting and few-shot learning,
b) providing a way to directly handle novel categories with
multimodal distributions, and c) allowing for detecting beforehand if imprinting a new category will significantly affect the
performance of the model for the rest of the categories. An
open-source implementation of the proposed method, along
with code that can be used to reproduce the conducted
experiments, will be available online at [17].
To the best of our knowledge, this is the first work that
provides a structured way to perform imprinting-aware neural
network training, while at the same time proposing a simple, yet efficient classification scheme for few-shot learning.
Compared to the weight imprinting method proposed in [15],
the proposed method models each class using a hypersphere,
instead of just using a softmax-based classification formulation. This allows for learning a more regularized feature
space that leads to better generalization on unknown classes by
maintaining the variance around each class prototype, as well
as being able to handle multimodal classes by using multiple
prototypes per class.
The rest of this paper is structured as follows. First, the
proposed method is derived and discussed in Section II. Then,
the proposed method is evaluated and compared to regular WI
under different scenarios in Section III. Finally, conclusions
are drawn in Section IV.
II. P ROPOSED M ETHOD
The proposed method, called Hypersphere-based Weight
Imprinting (HWI), learns a carefully designed feature space

3

to more effectively support weight imprinting. To this end,
it employs a centroid-based loss which uniformly distributes
the embedding vectors within a radius r around each prototype (centroid). Furthermore, to ensure that the prototypes
are discriminative enough it is required that the minimum
distance between two prototypes is at least ρ > 2r. This
process is illustrated in Fig. 2. After learning a representation
that fulfills the aforementioned requirements we can directly
classify a new sample, perform gradient descent-free fewshot learning, detect and handle multimodal novel classes
and detect intrusion to the existing classes that can lower the
performance of the model.
Neural network training: First, we will describe the proposed
imprinting-aware training process. Let φ(x) ∈ Rm be the
output of a neural network, where m is the dimensionality of
the embeddings extracted from the network, when presented
an input sample x. Also, let wi be the prototype vector for the
i-th class used during the training process and Xi be the set
of samples that belong to the class i. Then, to ensure that the
embeddings will be uniformly distributed around each class
prototype wi ∈ Rm we define the appropriate class-induced
loss as:
NC X
1 X
2
(||φ(x) − wl ||2 −αr) ,
Lc =
N

(2)

l=1 x∈Xl

where N is the total number of training samples, NC is the
total number of training classes, ||·||2 denotes the l2 norm of
a vector and α ∈ [0, 1] is a number drawn uniformly from
the range [0...1]. During the optimization a different random
value is drawn for α for each sample and iteration, leading
to a uniform distribution of the embeddings within a radius
r from each wi . Even though this process does not ensure
that the full space around wi will be occupied, it ensures that
the embeddings will be sampled uniformly at various radiuses
around the corresponding center, significantly improving the
generalization abilities of the representation, as we will also
demonstrate later in Section III. Note that by setting r = 0,
the loss Lclass degenerates to the regular center loss [18].
Furthermore, to further model the uncertainty regarding the
class prototypes, we can use Gaussian noise to corrupt the
prototypes as w̃i = wi + N (0, σ). The effect of varying the
radius r is demonstrated in the toy example of Figure 3. For
radius equal to r = 0 the model compresses the embeddings
around the prototypes (whether a collapse will happen or
not depends on the ability of the neural network to overfit
the data), while for larger values the embeddings are spread
around the prototypes as desired, ensuring that the in-class
variance is maintained.
At the same time, each prototype wi is required to be at a
distance of at least ρ from each other prototype (to ensure that
there is no overlapping between the hyperspheres that enclose
the embeddings of each class). To this end, we also define the
prototype loss as:
Lp =

NC
NC
X
X
1
max(0, ρ − ||wi − wj ||2 ).
NC (NC − 1) i=1
j=1,i6=j

(3)
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Fig. 3. Visualizing the embeddings learned for different radiuses r using
the MNIST dataset and the setup described in Section III. The data were
visualized by projecting them into 2 dimensions using PCA.

Let W denote the parameters of the model φ(x), along
with the prototype vectors wi . The proposed method employs
gradient descent to optimize these parameters in order to
minimize both the class-induced loss and the prototype loss:
L = Lc + γLp , where γ is a hyper-parameter that alters the
weight of the prototype loss (set to 1 for all the experiments
conducted in this paper). Therefore, at each training iteration,
a batch of data is sampled and the parameters of the model
are updated as:
∂L
∆W = −
(4)
∂W.
Classifying a sample: To classify an input sample we can
directly choose the class that corresponds to the prototype
with the smaller distance to the extracted embedding φ(x).
The network can be used in a similar fashion as a one
trained using the softmax activation simply by using a final
classification layer that calculates the membership value for
each prototype/class probabilities as:
1
pi (x) =
.
(5)
1 + ||φ(x) − wi ||2
Performing few-shot learning: To perform few-shot learning
we can simply augment the final classification layer with an
additional prototype vector wn calculated as:
1 X
wn =
φ(x),
(6)
|Xn |
x∈Xn

where Xn is the set that contains the training samples for a
novel category. Note that similarly to regular WI, no gradient descent-based optimization is required for extending the
classifier to support novel classes. However, as we further
demonstrate in Section III, the regularized nature of the
learned feature space leads to significantly better performance
compared to regular WI.
Detecting and handling multimodal novel categories: There
are several ways to detect if the distribution of a novel
class is indeed multimodal, including, but not limited to,
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the bandwidth test [19], and the runt test [20]. Any of
these approaches can be combined with the proposed method
to allow for detecting whether the distribution of a class
is multimodal. Furthermore, the proposed hypersphere-based
formulation also provides a straightforward way to discover
multimodal classes: the embedding vectors extracted for a
novel category are clustered and the distance between the
cluster centroids is measured. If we detect centroids that are
at distance greater than r from each other, then a hypersphere
with radius of r cannot enclose the embeddings of the novel
class. To address this, we can simply add one or more
prototypes (according to the number of centers that are at
distance greater than r) to model the distribution of the novel
class. In this way, one class can be represented using more
than one prototype. On the other hand, if the centers of the
clusters are within a radius of r, then we assume that proposed
classification scheme can directly handle the distribution of
the novel class (even though there is no guarantee that the
distribution is not multimodal). The proposed way of handling
multimodal classes is straightforward to implement when the
proposed hypersphere imprinting approach is used and allows
for improving the accuracy of the proposed method, as further
demonstrated in Section III.
Detecting intrusions: We can directly detect if a novel prototype wn will intrude an existing class simply by measuring
the distance between the prototype and each other prototype
as: di = ||wn − wi ||2 . If mini (di ) < r, then at least one
hypersphere of an existing class will be intruded by the novel
class. This can be regarded as a hint that imprinting will fail
and cannot be used to support the specific novel class. In this
case, the model should be probably re-trained off-line using
another few-shot learning method.
III. E XPERIMENTAL E VALUATION
The proposed method was evaluated using three different image datasets, the MNIST dataset [21], the CaltechUCSD Birds 200-2001 (CUB-200-2011) dataset [22], and
the Animals with Attributes (AwA2) dataset [23]. For the
MNIST dataset the first 5 classes were used to train the
model, while the remaining 5 classes were used for fewshot learning and evaluation. For the CUB-200-2011 dataset,
we followed the evaluation setup proposed in [15]. For the
AwA2 dataset [23] the first 40 classes were used for training
the model, and the rest of the classes were employed for
evaluating the performance of the proposed method. The
performance evaluation was repeated 5 times using different
training samples for the novel classes (except for the hyperparameter evaluation experiments) and the mean and standard
deviation is reported. For the MNIST dataset the employed
neural network was composed of a 3 × 3 convolutional layer
with 32 filters, followed by a 2 × 2 max pooling layer, another
3×3 convolutional layer with 64 filters, an additional 2×2 max
pooling layer and a fully connected layer with 256 neurons.
An InceptionV1 architecture [24], pretrained on the Imagenet
dataset was used for the CUB-200-2011 dataset. The last fully
connected layer of the InceptionV1 architecture was discarded
and replaced with a fully connected layer with 256 hidden

TABLE II
E VALUATING THE EFFECT OF THE HYPER - PARAMETERS ρ ON THE 2- SHOT
LEARNING ACCURACY OF THE PROPOSED IMPRINTING METHOD

Min. Distance ρ
1
2
5
10
20

Novel Split
56.28
56.24
58.53
61.02
53.82

Combined Split
77.79
77.42
78.66
80.06
76.51

TABLE III
E VALUATING THE EFFECT OF THE HYPER - PARAMETERS r ON THE 2- SHOT
LEARNING ACCURACY OF THE PROPOSED IMPRINTING METHOD

Radius r
0
4
5
6

Novel Split
61.02
64.51
69.57
66.86

Combined Split
80.06
80.59
81.55
78.26

neurons, following the approach used in [15]. For the AwA2
dataset we used a pretrained ResNet101 to extract feature
vectors (as described in [23]) that were then fed to two fully
connected layers with 2048 and 512 neurons respectively. The
relu activation function was used for all the layers. The models
were trained using the Adam optimizer with a learning rate
of 10−3 for 20 training epochs for the MNIST dataset and
of 10−4 for 20 training epochs for the AwA2 dataset. For
the CUB-200-2011 dataset, the added fully connected layers
were pre-trained for 10 epochs using a learning rate of 10−3 ,
followed by 10 additional full training epochs using a learning
rate of 10−4 .
First, we evaluated the effect of altering the minimum
distance ρ between the different class prototypes wi , while
keeping the radius fixed to r = 0. The results are presented in
Table II. Increasing the minimum distance between the class
prototypes seems to have a positive effect on the classification
accuracy, both for the novel split (denoted by “Novel”) and
the combined split of novel and training classes (denoted by
“All”). This was expected since the learned representation is
not capable of perfectly collapsing the embeddings to the
corresponding prototypes, even though the radius was set to
r = 0. Therefore, keeping a quite large margin between
the different prototypes helps to reduce the risk of wrongly
classifying a sample.
Next, we also evaluated the effect of altering the radius r on
the learned representation. In Section II it was conjectured that
spreading the training embeddings in a hypersphere of radius
r will have a positive regularization effect on the learned representation by allowing the model to capture and better model
the in-class variations. Indeed, as demonstrated in Table III,
the classification accuracy increases by more than 14% for the
novel split, and by 1.8% for the combined split. This confirms
our hypothesis that collapsing the embeddings to the class
centers, without any form of regularization, can significantly
reduce the classification accuracy, especially when dealing
with classes that were not seen during the training process
and using powerful models that can overfit the training data.
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TABLE IV
MNIST: E VALUATING THE ACCURACY OF IMPRINTING METHODS ON THE
COMBINED NOVEL AND TRAINING CATEGORIES .
Method
WI
HWIHWI

Split
All
All
All

1-shot
57.51 ± 5.8
73.27 ± 4.7
73.66 ± 3.9

2-shot
58.35 ± 6.4
79.46 ± 1.5
79.09 ± 6.0

5-shot
64.49 ± 3.2
82.88 ± 1.8
84.23 ± 1.3

TABLE V
MNIST M ULTIMODAL : E VALUATING THE ACCURACY OF IMPRINTING
METHODS ON THE NOVEL CATEGORIES .
Method

Thres.

WI
HWIHWI
HWI-M
HWI-M
HWI-M

5
4
3

2-shot

4-shot

10-shot

55.81 ± 11.7
42.07 ± 6.5
60.95 ± 4.0
62.36 ± 3.4
66.47 ± 5.0
66.78 ± 4.9

65.17 ± 12.3
47.40 ± 9.6
71.03 ± 5.5
70.00 ± 5.3
71.52 ± 2.3
73.99 ± 5.6

78.89 ± 2.6
55.47 ± 2.4
75.69 ± 1.0
75.69 ± 1.0
75.11 ± 2.8
82.69 ± 1.5

Next, we evaluated the proposed method using a 1-shot, 2shot and 5-shot evaluation protocol on the MNIST dataset.
The results are reported in Table IV. Two variants of the
proposed method were evaluated: HWI-, where r = 0 and
σ = 0 were used, and HWI, where r = 5 and σ = 0.05
were used. The proposed method was also compared to the
plain Weight Imprinting (WI) approach [15], using an initial
scaling value of c = 10 (following the results of Table I).
Again, it was confirmed that using the proposed variance
preserving approach improves the performance over simply
using a center-based loss, allowing for outperforming the
regular WI method. It is worth noting that the accuracy for
all the evaluated methods is relatively low compared to the
state-of-the-art, since neither WI or the proposed method
perform any kind of optimization according to a discriminative
objective.
The proposed approach for handling multimodal novel
classes, abbreviated as “HWI-M”, was also evaluated using
an additional multimodal split of the MNIST dataset. This
split was compiled by merging two succeeding classes into
one, e.g., “0” and “1” were merged into a new class, “2”
and “3” into another, and so on. Then, the three first classes
(digits 0 to 5) were used for training and the remaining
two of them (6 to 9) for evaluating the few-shot learning
performance. The evaluation results are reported in Table V.
The employed threshold was used to detect whether a class
distribution is multimodal (by clustering the training data into
two clusters and measuring the distance between the resulting
centroids). If the distance of the resulting centers was greater
than the specified threshold, then two prototypes were used per
novel class. Again, note that the proposed variance-preserving
variant of HWI greatly outperforms the HWI- variant. Using
the multimodal variant HWI-M allows for further improving
the accuracy of the proposed method, outperforming all the
other evaluated approaches.
The proposed method was also evaluated using the CUB200-2011 dataset, which allows for a direct comparison with
the original weight imprinting approach, as presented in [15].

TABLE VI
CUB-200-2011: E VALUATING THE ACCURACY OF VARIOUS METHODS ON
THE NOVEL CATEGORIES .

Method
Generator [11]
Match. Nets [25]
WI [15]
WI + FT [15]
WI
HWIHWI

1-shot
18.56
13.45
21.26
18.67
24.88 ± 1.14
27.21 ± 1.63
27.61 ± 1.01

2-shot
19.07
14.75
28.69
30.17
33.92 ± 1.66
35.49 ± 1.05
36.33 ± 1.25

5-shot
20.00
16.65
39.52
46.08
45.28 ± 1.40
45.45 ± 1.11
46.63 ± 1.10

Results for Generator + Classifier approach (“Generator”) and Matching Networks
(“Match. Nets”) are as reported in [15]. “WI + FT” refers to results obtained in [15]
using the proposed combined weight imprinting and fine-tuning approach.

TABLE VII
CUB-200-2011 M ULTIMODAL : E VALUATING THE ACCURACY OF
VARIOUS IMPRINTING METHODS ON THE MULTIMODAL SPLIT OF THE
CUB-200-11 DATASET ( NOVEL CATEGORIES ).

Method
WI
HWIHWI
HWI-M

1-shot*
26.05 ± 1.30
21.39 ± 0.68
26.93 ± 1.26
27.67 ± 1.63

2-shot*
26.37 ± 0.92
22.29 ± 0.35
28.25 ± 1.34
29.69 ± 0.44

5-shot*
27.64 ± 0.69
23.77 ± 0.54
29.66 ± 0.57
33.56 ± 0.62

*n-shot refers to the number of samples n used for each modality.

The experimental results are reported in Table VI. The proposed method (ρ = 30, r = 15) was also compared to three
other baseline few-shot learning approaches, the Generator
+ Classifier approach, as proposed in [11], the Matching
Networks [25], as well as the Weight Imprinting + Fine-tuning
approach (which requires further optimization of the network
for the novel classes compared to plain weight imprinting), as
proposed in [15]. Note that the proposed method outperforms
the rest of the evaluated approaches. Note that despite using
the same network architecture as the one proposed in [15], i.e.,
an InceptionV1 model [24], our implementation also leads to
slightly better accuracy for the original WI approach, possibly
due to the different initialization of the network. However,
the proposed HWI still outperforms the plain WI, regardless
the used setup. Similar results are also obtained when the
multimodal split of the CUB-200-2011 dataset is used, as
reported in Table VII. This split was compiled by merging
each set of 10 successive classes of the original dataset,
leading to 10 classes that are used for training the models
and 10 classes for evaluating the imprinting performance. The
proposed multimodal-aware imprinting approach again leads
to higher accuracy over all the evaluated methods, confirming
its ability to handle multimodal novel classes.
Finally, we also evaluated the performance of the proposed
method using the AwA2 dataset. The results are reported in
Table VIII. As before, the proposed method leads to significant
performance improvements over the plain WI method, while it
still outperforms the HWI- methods. The smaller differences
between HWI- and HWI can be possibly attributed the to
the smaller learning capacity of the employed network (the
risk of overfitting the representation is higher when more
powerful networks are employed). Note that slightly different
parameters were used for the HWI method in this experiment:
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TABLE VIII
AWA2: E VALUATING THE ACCURACY OF IMPRINTING METHODS ON THE
COMBINED NOVEL AND TRAINING CATEGORIES SPLIT.
Method
WI
HWIHWI

1-shot
51.03 ± 3.71
54.55 ± 3.31
56.14 ± 2.70

2-shot
61.33 ± 2.73
68.44 ± 3.17
70.16 ± 2.63

5-shot
75.23 ± 1.85
76.95 ± 2.12
77.85 ± 1.84

TABLE IX
C LASS INTRUSION ROBUSTNESS EVALUATION ON THE AWA2 DATASET
δ
0.1
0.5
0.8
1
No distractors

1-shot
55.60 ± 3.06
55.73 ± 3.02
56.02 ± 2.78
56.10 ± 2.73
56.10 ± 2.73

2-shot
69.69 ± 3.33
70.02 ± 2.85
70.06 ± 2.79
70.16 ± 2.64
70.16 ± 2.64

5-shot
77.02 ± 2.81
77.73 ± 1.95
77.75 ± 1.93
77.83 ± 1.86
77.83 ± 1.86

ρ = 20, r = 10, and σ = 0.
To demonstrate that the proposed method is also robust to
novel prototypes/distractors that are at a distance of at least r
from the existing prototypes, we also performed one additional
experiment. We randomly generated 10 additional prototypes,
each one having a distance between δr and δr + 1 from the
closest prototype, where δ is a hyper-parameter that controls
the intrusion (for δ > 1 there will be no class intrusion).
The results are in Table IX. The goal of this experiment was
to demonstrate that the existing prototypes can be effectively
“protected” from distractors, if they exist in a distance greater
than r from the prototypes. Indeed, for δ = 1 the accuracy of
the model has not been reduced, confirming the robustness of
the proposed method to distractors (given that the appropriate
distance from the existing prototypes is maintained to avoid
intrusions). For smaller values of δ, even though the existing
hyperspheres are intruded by the distractors, the effect on the
classification accuracy is minimal.
IV. C ONCLUSIONS
In this paper we proposed a novel hypersphere-based weight
imprinting approach that maintains all the advantages of regular WI [15], i.e., it is able to readily extend a pretrained neural
network to classify samples from novel categories simply by
adding new weight vectors in the final classification layer
without requiring to perform any form of back-propagation
to this end. At the same time, the proposed method was
capable to overcome significant limitations of WI by being
able to learn regularized representations that provide better
generalization for classes which were not seen during the
training and provides a straightforward way to directly handle
novel categories with multimodal distributions. The proposed
method was extensively evaluated on three image datasets,
outperforming the regular WI approach.
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Abstract—Getting deep convolutional neural networks to perform well requires a large amount of training data. When the
available labelled data is small, it is often beneficial to use
transfer learning to leverage a related larger dataset (source) in
order to improve the performance on the small dataset (target).
Among the transfer learning approaches, domain adaptation
methods assume that distributions between the two domains
are shifted and attempt to realign them. In this paper, we
consider the domain adaptation problem from the perspective
of multi-view graph embedding and dimensionality reduction.
Instead of solving the generalised eigenvalue problem to perform
the embedding, we formulate the graph-preserving criterion as
a loss in the neural network and learn a domain-invariant
feature transformation in an end-to-end fashion. We show that
the proposed approach leads to a powerful Domain Adaptation
framework which generalises the prior methods CCSA and dSNE, and enables simple and effective loss designs; an LDAinspired instantiation of the framework leads to performance on
par with the state-of-the-art on the most widely used Domain
Adaptation benchmarks, Office31 and MNIST to USPS datasets.

I. I NTRODUCTION
It has been repeatedly shown that deep convolutional neural
networks (CNNs) perform remarkably well for various supervised tasks in computer vision [1, 2]. However, the usefulness
of these deep learning methods for real-world applications are
limited when the training data is scarce. This is because the
convolutional filters require huge amounts of training examples
to learn and extract useful features from images [3]. Moreover,
the fully connected layers of deep CNNs easily overfit small
training data because their large capacity allows them to
memorise the training examples [4].
Inspired by how humans tackle new learning tasks by
relying on prior knowledge from related domains, transfer
learning aims to alleviate the issue of data scarcity. The main
idea is to leverage information contained in a related larger
dataset in order to improve the performance on a smaller
dataset. We denote these by source domain DS and target
domain DT respectively.
More formally, a domain D = {X , p(X)} can be defined
as a feature space X and a marginal probability distribution
p(X) of samples in that space X = {x1 , . . . , xN } ∈ X .
We want to learn an objective predictive function f (·) that
predicts a label yi of a label space Y from the corresponding
sample xi . This constitutes a task, T = {Y, f (·)} [5].
Transfer learning is the attempt of learning a target task TT

from both source and target data XS and XT when there
is a discrepancy in either the domains (DS 6= DT ) or tasks
(TS 6= TT ). A source domain and a target domain are
said to be different if the feature spaces are not the same
(XS 6= XT ) or their marginal probability distributions are
unequal, i.e. p(XS ) 6= p(XT ). In such cases, an effective
way to learn the target task is to explicitly map the data
to a common, domain invariant, representation. This learning
tactic is called domain adaptation (DA). When the domain
difference is one of distribution difference (p(XS ) 6= p(XT )),
sometimes referred to as domain shift or covariate shift, it is
called homogenous domain adaptation [6]. This is the most
prevalent type domain adaptation and also the focus of our
effort.
In this line of research, it is usually assumed that the
source and target label spaces are the same. Depending on
the availability of labels in the target domain, DA methods
are categorised further into three buckets [6]. Supervised DA
methods assume that the available target data is labelled
albeit small. In the semi-supervised setting, in addition to
a small amount of labelled target data, a larger amount of
unlabelled target data is available. If only unlabelled target data
is available, is it denoted unsupervised. The reader should note
that many different and occasionally conflicting definitions
of semi-supervised and unsupervised DA were presented in
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Fig. 1: Siamese network architecture for domain adaptation.
Samples from the source and target domains are introduced to
an embedding function ϕ consisting of a convolutional neural
network. This produces a lower dimensional embedding for
which an inter-domain loss can be computed. A prediction
function h uses these embeddings to predict corresponding
labels, for which a categorical cross-entropy loss is applied to
evaluate each prediction at training time. Network updates are
performed jointly from cross-entropy and domain adaptation
losses, and network parameters are shared across both streams.

[5, 6, 7, 8, 9, 10, 11].
When training data (e.g. images) is scarce, it might be
straightforward to acquire a large number of images by
scraping the web. However, the process of labelling these
images is time-consuming and costly because of the manual
human labour associated with the data annotation process.
It is, therefore, of no surprise that the majority of domain
adaptation methods in the literature focus on the unsupervised
settings. However, in the case where the number of samples per
class is very small, supervised domain adaptation approaches
outperform the unsupervised methods [12].
A popular approach employed in the few-shot supervised
DA methods is to learn a feature transformation that maps
same-class samples close together in a common latent space
while pushing samples with different labels farther apart [12],
[13]. This can be done by utilising a Siamese network architecture [14] (see Fig. 1) and feeding pairs of samples from both
domains as input. A loss function is defined at the output of
the feature extractor of a deep CNN to encourage it to generate
domain-invariant features.
In our work, we view domain adaptation from the vantage
point of dimensionality reduction, and introduce a generic
framework for the supervised DA problem using graph embedding. Inspired by Yan et al. [15], we create two graphs. An
intrinsic graph allows us to encode within-class compactness
criteria and a penalty graph models between-class separability criteria. By connecting samples across domains, we can
enforce desired properties such as domain invariance. One of
the key advantages of this approach is that domain knowledge
and design decisions can be easily encoded as rules of graph
construction. We show how to construct an effective graph for
domain adaptation inspired by Linear Discriminant Analysis.
Traditionally, graph embedding methods are optimised by
solving the generalised eigenvalue problem. Recently, an unsupervised DA method solving the eigenproblem was proposed [16]. By contrast, our method uses the Siamese network
architecture and is optimised in an end-to-end fashion using
Backpropagation. Similar to other representation learningbased DA methods, we want to learn a non-linear feature transformation which generates domain-invariant and semantically
meaningful features. Our contributions are:
1) We propose a graph-based domain adaptation method
which performs on par with the current state-of-the-art.
Graphs are conceptually easy to understand and it is
straightforward to tailor them to specific problems.
2) We show how graph embedding-based domain adaptation methods can be optimised in an end-to-end fashion
in a deep neural network instead of solving the generalised eigenvalue problem. Our method can scale when
the number of samples in the source domains is very
large.
The rest of the paper is structured as follows. In Section II,
we discuss other existing methods in the supervised DA
setting. Section III details how we derive a general framework
by posing the domain adaptation problem as dimensionality

reduction. Moreover, we present a configuration of the proposed Domain Adaptation using Graph Embedding (DAGE)
framework inspired by Linear Discriminant Analysis. We
evaluate the algorithm on few-shot domain adaptation tasks
using two canonical image datasets Office31 and MNIST to
USPS in Section IV. Finally, in Section V we summarise and
provide suggestions for future research.
II. R ELATED W ORKS
In the supervised DA setting, two recent works focus
specifically on the problem of few-shot learning. Classification
and Contrastive Semantic Alignment (CCSA) [12] uses the
idea of contrastive loss introduced by Hadsell et al. [17] to
pull together same-label samples in an embedding space and
push away samples with different labels if they are within a
given margin m. Sample pairs from source and target domains
are fed as input to a Siamese deep neural network alongside an
indication of whether the labels of the sample pair are the same
(α = 1) or different (α = 0). Using the Euclidean distance of
next-to-last layer features, d(xS , xT ) = kϕn (xS ), ϕn (xT )k2 ,
the CSA domain adaptation loss is computed over the sum of
pairs. This criterion is minimised jointly with the classification
loss using gradient descent.
X
X
1
LCSA =
α d(xS , xT )2
2
xS ∈DS xT ∈DT

1
2
(max{0, m − d(xS , xT )})
(1)
2
Domain Adaptation using Stochastic Neighborhood Embedding (d-SNE) uses the same training setup as CCSA. However,
instead of minimising the distances of all pairs with the same
label, the d-SNE loss [13] focuses on reducing the distance of
the same-class pairs with the largest distance, and maximising
the distance of the different class pairs that are closest on one
another. For each batch of data, the d-SNE loss is defined as
n
o
X
Ld-SNE =
sup a | a ∈ d(x, xjT )
+ (1 − α)

j∈DT

c
x∈DS

− inf

x∈DS
c

n
o
b | b ∈ d(x, xjT ) , for c = yj

(2)

Our work also uses the two-stream architecture and is
trained similarly to CCSA and d-SNE. We, however, view the
deep neural network as a function performing dimensionality
reduction, and can utilise well-tested techniques from graph
embedding to learn a non-linear feature transformation which
is both domain-invariant and semantically meaningful.
Closest to our approach is the Graph Embedding Framework
for Maximum Mean Discrepancy-Based Domain Adaptation
Algorithm (GEF) [16]. Their work is unsupervised and focuses
on Maximum Mean Discrepancy-based DA methods. The GEF
algorithm is less appropriate for larger datasets as it solves the
generalised eigenvalue problem in each iteration to generate
pseudo labels. Another related unsupervised method is Scatter
Component Analysis [18], which uses the kernel trick to
project samples to Hilbert space and solves domain adaptation

analytically as a generalised eigenvalue problem. In contrast
to these methods, our proposed method integrates the graph
embedding objective in a deep neural network and is trained
using Backpropagation.

domains, respectively. Let Φ = [ϕ(XS ), ϕ(XT )] ∈ Rd×N be
a matrix of the feature representations for source and target
data, where N = NS + NT . The within-class compactness
objective can be achieved by minimising the expression:

III. M ETHODOLOGY
In this section, we present the proposed framework for
domain adaptation. We start with a description of graph
embedding.
A. Graph Embedding
Graph Embedding is a process of mapping the vertices
of a graph into low-dimensional vectors which preserve the
relationship structure inherent in the graph [15, 19]. It is a
technique in representation learning which aims to distil useful
information from high-dimensional data.
Let X = [x1 , · · · , xN ] ∈ RD×N be matrix of the
training samples and z = [z1 , · · · , zN ]> ∈ R1×N be their
corresponding one-dimensional representation. To represent
similarity relationships between pairs of samples, we create
an undirected graph G = (X, W) where each column in X
represents a vertex and W ∈ RN ×N is the similarity matrix
encoding pair-wise similarities between the graph vertices, i.e.
the entry W(i,j) expresses the similarity between vertices xi
and xj .
To obtain the optimal embeddings z ∗ while preserving the
similarity characteristics defined in the graph G, the graphpreserving criterion [15] is optimised:
X
2
z ∗ = argmin
kzi − zj k W(i,j)
(3)
z > Bz=c i6=j

where c is a constant and B ∈ RN ×N is a constraint matrix
used to avoid trivial solutions. Eq. (3) can also be formalised
in terms of a graph Laplacian:
z ∗ = argmin z > Lz

(4)

z > Bz=c

where L = D − W is the Laplacian matrix of G
Pand D is the
(diagonal) degree matrix with entries D(i,i) = i6=j W(i,j)
The constraint matrix B can also be the Laplacian matrix
of a penalty graph
(X, Wp ), i.e. B = Dp − Wp
P Gp =(i,j)
where D(i,i)
=
W
. When we design the penalty
p
p
i6=j
graph to represent undesirable characteristics to be suppressed,
optimising the graph-preserving objective jointly promotes
desired similarity characteristics and penalises undesired characteristics. This framework can also be used to express our
desire to create domain-invariant embeddings.
B. Domain Adaptation using Graph Embedding (DAGE)
In representation-based DA, the goal is to learn a transformation ϕ(·) where same-class features are placed close
together in the embedding space (within-class compactness)
while features with different labels are pushed farther apart
(between-class separability) irrespective of their originating
domain. We express this goal using graph embedding.
Suppose XS ∈ RD×NS and XT ∈ RD×NT are two
matrices containing the training data from the source and target

min

N X
N
X
i=1 j=1

Φ(i) − Φ(j)

2
2



W(i,j) = Tr ΦLΦ>

(5)

where W encodes how the distance between a pair of features
should be weighted with non-zero edges for sample-pairs
corresponding to different domains. Similarly, the betweenclass separability objective can be expressed as:
max

N X
N
X
i=1 j=1

Φ(i) − Φ(j)

2
2



W(i,j)
= Tr ΦBΦ>
p

(6)

Combining Eq. (5) and Eq. (6), we formulate the domain
adaptation objective as a trace-ratio minimisation criterion:


Tr ΦLΦ>

(7)
ϕ∗ = argmin 
θϕ
Tr ΦBΦ>

where θϕ are the parameters of the embedding function.
Traditionally, graph embedding methods optimise either a
linear projection ϕ(X) = a> X or exploit the Representer
Theorem to form a kernelised embedding function ϕ(X) =
a> K. Here, K is the (kernel) Gram matrix with K(i,j) =
k(xi , xj ) and k(·, ·) is a nonlinear function evaluating the
similarity between its entries [15]. The problem is optimised
by solving the generalised eigenvalue problem.
We opt for a third choice: A CNN can be seen as a function
f (x) = h(ϕn (x)) where ϕn : X → Z is a neural network
used as a feature extractor which maps input data to a lowerdimensional subspace Z and h : Z → Y is the classifier
which maps features to the label space Y. Note that by
using this choice, our approach is also able to optimise the
data representation ϕn (x) based on the classification criterion
as well. In practice, we use a Siamese network architecture
with shared weights across both streams as shown in Fig. 1.
By simultaneously computing the embeddings for data from
source and target domains, we optimise for a graph embedding
loss for each batch of data:

 
> 
Tr ϕn (XS ) ϕn (XT ) L ϕn (XS ) ϕn (XT )
LDAGE = 
 
> 
Tr ϕn (XS ) ϕn (XT ) B ϕn (XS ) ϕn (XT )
(8)



For Φ = ϕn (XS ) ϕn (XT ) the gradient of this expressions is:





Tr ΦLΦ> ΦB> + ΦB
Tr ΦL> + ΦL

 −
∇Φ LDAGE =

2
Tr ΦBΦ>
Tr ΦBΦ>
(9)
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Fig. 2: DAGE-LDA edges in the intrinsic and penalty graphs
for a sample xi depicted in an Euclidean space. The shapes
mark different domains whereas the colours denote different
classes. The dashed line indicates a class boundary.
Finally, we can train the network end-to-end by jointly minimising the DAGE loss and cross-entropy losses for batches
of source and target data:
argmin LDAGE + β LSCE + γ LTCE

(10)

θϕ ,θh

where β and γ weight the source and target cross-entropies.
For M samples and K classes the cross-entropy is given as:
LCE (y, ŷ) = −

K
M X
X

y ik ln ŷ ik

(11)

i=1 k=1

where y ik is 1 if sample i belongs to class k, and is 0
otherwise, and ŷ ik is the predicted probability that xi belongs
to class k.
The observant reader may notice that the optimisation target
of Eq. (10) is very similar to those of CCSA and d-SNE. This
is by design. In fact, the framework laid out here generalises
CCSA and d-SNE as graph embeddings, which can be easily
shown by formulating Eq. (1) and Eq. (2) in terms of the
weight matrices that give rise to the intrinsic and penalty
graphs of a graph embedding when the equivalent tracedifference [20] formulation is used.
C. DAGE-LDA
Many different domain adaptation formulations can be
achieved based on the choice of encoding rules for the weight
matrices associated with the intrinsic and penalty graphs.
One such rule is inspired by Linear Discriminant Analysis
(LDA). By adopting the simple rule that samples from different
domains but of the same class have an edge in the intrinsic
graph, we encourage the network to learn a feature space that
achieves same-class compactness regardless of the originating
domain:
(
1, if yi = yj and Di 6= Dj
(i,j)
W
=
(12)
0, otherwise
In practice, we found the removal of within-domain edges to
work slightly better, albeit with a negligible difference.

Fig. 3: Samples from the Office dataset.
The corresponding penalty weight matrix is
(
1, yi 6= yj and Di 6= Dj
(i,j)
Wp =
0, otherwise

(13)

which produces the inverse across-domain edges as compared
to the intrinsic graph. A depiction of the source an target
graphs for a small batch of data is shown in Fig. 2
From Eq. (8) it can be seen that if the samples forming the
mini-batch all have the same label, the denominator formed by
using Eq. (13) becomes zero. We solve this issue by making
sure that batches of training data are shuffled and include
samples from multiple classes. Alternatively, one can use a
regularised version of the denominator, i.e. by adding a small
positive value  > 0.
IV. E XPERIMENTS & R ESULTS
We evaluated DAGE-LDA as well as the recent state of the
art methods CCSA [12] and d-SNE [13] on the two image
dataset collections typically used for benchmarking domain
adaptation methods 1 .
The Office31 [21] is a canonical dataset created for the
purpose of studying the effects of domain shift in computer
vision. It consists of 31 classes from three visual domains:
Amazon (A), DSLR (D) and Webcam (W). The 2.817 images
in A are characterised by having distinct objects centred in the
image with white backgrounds. The DSLR domain contains
498 high resolution pictures of objects. Within this domain,
each of the 31 classes contain images of five different objects.
Each object is photographed from three different viewpoints.
In the Webcam domain, 795 images of the same five objects as
in the DSLR domain were captured using a low-res webcam.
These images are noisy and suffer from colour distortions. A
sample of the images in the Office31 is shown in Fig. 3.
Another common domain adaptation task is from the
MNIST [22] to USPS [23] dataset. Both datasets consist of
grayscale images of handwritten digits from 0 to 9. MNIST
contains 70,000 28 × 28 images and USPS 11,000 16 × 16
images.
1 Source

code is available at https://github.com/lukashedegaard/dage

TABLE I: Hyper-parameter search space for domain adaptation methods.
Hyper-Parameter

Lower

Upper

Prior

Learning Rate
Learning Rate Decay
Momentum
Dropout
L2 Regularisation
DA-CE Loss Ratio
S-T CE Loss Ratio
No. Unfrozen Base-Layers

10−8

10−3

Log-Uniform
Log-Uniform
Inv Log-Uniform
Uniform
Log-Uniform
Uniform
Uniform
Uniform

10−7
0.5
0.1
10−7
0.1
0
0

10−2
0.99
0.8
10−3
0.99
1
16

Following the procedure in the source code of [13], the
data is augmented using rotation, zoom, flipping, hue, saturation, brightness, and contrast when relevant. To find the
best hyper-parameter values for each of the evaluated methods, we employed Bayesian Optimisation using the Expected
Improvement acquisition function [24] and the search space
summarised in Table I.
The reader should note that the goal of our experiments
is not to achieve the highest absolute accuracy among the
possible network designs. As image classification networks
evolve, it is trivially easy to improve accuracy by replacing
a VGG-16 [25] feature extractor with a modern one such as
EfficientNet-B7 [26]. Instead, we seek to fairly compare the
domain adaptation methods given the same exact networks and
computational budget; only the loss varies.
A. Office31
The experimental setup for the Office31 datsets follows
the procedure in [12, 13, 27]. First, a VGG16 [25] model
with its convolutional layers pre-trained on ImageNet [28] and
randomly initialised dense layers of sizes 1024 and 128 is finetuned on all available source data. For this, we used a gradualunfreeze procedure [29], unfreezing four pretrained layers each
time the model converges. The resulting model is denoted FTSource. Then, samples are selected randomly from source and
target domains. Twenty samples per class are drawn from the
source domain A, whereas only eight samples per class are
drawn from D and W. In all cases, three samples are chosen
from the target domain and the remaining target samples are
used for testing. The datasets are combined as the Cartesian
product of the sampled source and target sets. Each training
sample is thus either a positive or negative pair of source and
target samples depending on whether the corresponding labels
are equal. To limit the dataset size, negative pairs are randomly
discarded to achieve a 3:1 ratio of negative to positive pairs.
Using the resulting datasets and the FT-Source model as initial
model weights, the domain adaptation is performed. As a
simple baseline comparing the efficiency of domain adaptation
to standard parameter-based transfer learning, we fine-tune a
FT-Source model using all the target data. This is called FTTarget. For each of the six transfers, the experiment is repeated
five times.
To produce a fair comparison, we implemented DAGE-LDA
as well as CCSA and d-SNE based on their publicly available

code. An individual hyper-parameter search was conducted
for each method and transfer prior to testing. The results are
shown in Table II. Following the practice in the source code of
[12] and [13], the test set was used to determine early stopping.
The reader should thus consider the published results of [12],
[13] as well as this paper as validation results.
It is clear that all the evaluated DA methods outperform
the baseline (FT-Target) by a comfortable margin. In our
experiments, d-SNE performed slightly better than CCSA, but
less so than was concluded by Xu et al. [13]. DAGE-LDA
performs on par with d-SNE. For the D ↔ W transfers, where
the source and target data are very similar, our results generally
beat the published results. We attribute this to our use of
gradual unfreeze, which arguably succeeded in retaining useful
knowledge from the source domain. Despite our best efforts,
we could not reproduce the results reported in [12] and [13] on
the other transfers, neither with their source code or with our
implementations. Moreover, we observed a significantly larger
standard deviation of the results in our own experiments.
B. MNIST → USPS
Following the procedure in [12, 13, 30], we sample 2,000
images from MNIST at random, as well as a small number
of samples per class from USPS. Experiments using 1, 3,
5 and 7 target samples per class were conducted and each
experiment was repeated 10 times. The network architecture
consists of two 5×5 convolutional layers with 6 and 16 filters,
followed by two fully connected layers of sizes 120 and 84.
This is the same as reported by [12] and [13], though their
source code deviated from this. Prior to testing their publicly
available code, we made the minimal modifications necessary
for the executed code to match the experimental description2 3 .
Moreover, an implementation bug in the CCSA codebase was
fixed to ensure that the model parameters are reset between
experiments. In our own implementation, we used dropout,
weight decay, and optionally batch norm with values found
through an individual hyperparameter search for each method.
The results of our tests are shown in Table III. As in the Office 31 experiments, there is a gap between the reported results
and what we reproduced. The difference is especially large for
the reproduction using the published codes for CCSA and dSNE. For CCSA, the identified bug in the source code fully
explains the discrepancy. The d-SNE code did not contain an
implementation of the network architecture described above.
Instead LeNet++ [31] was implemented. As with CCSA, it
was not possible to reproduce the reported results for d-SNE
using their publicly available source code. We, among others,
have raised issues on their GitHub testifying to this. For a
fair comparison with the other methods in our experiments,
we modified the baseline architecture to match the others
and performed hyperparameter optimisation with the same
computational budget.
Interestingly, CCSA clearly outperformed the other methods
for 1 and 3 target samples per class, whereas DAGE-LDA was
2
3

Source code available at https://github.com/lukashedegaard/CCSA
Source code available at https://github.com/sheikhomar/d-SNE

TABLE II: Macro average classification accuracy (%) for Office-31 using a VGG16 network pretrained on ImageNet. The
reported results are the mean and standard deviation across five runs.

FT-Source
FT-Target
CCSA
d-SNE
DAGE-LDA

A→D

A→W

D→A

D→W

W→A

W→D

Avg.

66.6 ± 3.0
71.4 ± 2.0
84.8 ± 2.1
86.5 ± 2.5
85.9 ± 2.8

59.8 ± 2.1
74.0 ± 4.9
87.5 ± 1.5
88.7 ± 1.9
87.8 ± 2.3

42.8 ± 5.2
56.2 ± 3.6
66.5 ± 1.9
65.9 ± 1.1
66.2 ± 1.4

92.3 ± 2.8
95.9 ± 1.2
97.2 ± 0.7
97.6 ± 0.7
97.9 ± 0.6

44.0 ± 0.7
50.2 ± 2.6
64.0 ± 1.6
63.9 ± 1.2
64.2 ± 1.2

98.5 ± 1.2
99.1 ± 0.8
98.6 ± 0.4
99.0 ± 0.5
99.5 ± 0.5

67.4
74.5
83.1
83.6
83.6

TABLE III: Classification accuracy (%) for MNIST → USPS
with a varying number of target samples per class.
Samples/class

1

3

5

CCSA
d-SNE
DAGE-LDA

75.6 ± 2.1
69.0 ± 1.7
67.0 ± 1.9

85.0 ± 1.4
80.4 ± 1.7
82.7 ± 1.7

87.8 ± 0.7
86.1 ± 0.9
89.0 ± 0.8

VI. ACKNOWLEDGEMENT

Lukas Hedegaard and Alexandros Iosifidis acknowledge
funding from the European Union’s Horizon 2020 research
89.1 ± 0.7 and innovation programme under grant agreement No 871449
87.7 ± 0.9 (OpenDR). This publication reflects the authors’ views only.
90.7 ± 0.5
The European Commission is not responsible for any use that
may be made of the information it contains.
7

best for 5 and 7. Contrary to our expectation, d-SNE performed
worst for MNIST → USPS.
C. Discussion of Experimental Setup
In our effort to reproduce the results of CCSA and d-SNE,
we saw a trend that was recently outlined in [32, 33, 34],
namely that published results may not generalise as expected.
Supporting this, is our observation that a validation set was
not used in either of the published codes. Furthermore, in
the testing procedures, we observed that evaluation on the
test set was performed after every epoch of training, with the
end-result being the highest performing evaluation throughout
training process. Hence, the test set was used as validation
set in practice. We suspect that the results of many domain
adaptation methods using these datasets is best viewed as the
performance on a validation set. While this is not necessarily
a problem if the result are used solely for comparison between
methods using this same practice, it may be misleading readers
who expect results to generalise.
V. C ONCLUSION
Domain adaptation methods help achieve better performance on tasks where data is scarce by leveraging larger
related datasets to learn good feature representations. In this
work, we treat domain adaptation as a dimensionality reduction problem and propose a novel use of Graph Embedding
by integrating the trace-ratio objective as a loss in a deep
neural network, that is trained end-to-end. Using this Domain
Adaptation Graph Embedding framework (DAGE), we test a
simple LDA-inspired domain adaptation loss (DAGE-LDA) on
standard benchmarking datasets and reevaluate CCSA and dSNE, two the recent state-of-the-art methods, which can be
seen as instantiations of DAGE. Under identical experimental
conditions, DAGE-LDA matches or beats the overall accuracy
of both prior methods, highlighting the treatment of domain
adaptation as a multi-view graph embedding problem.
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Abstract—The performance of machine learning models tends
to suffer when the distributions of the training and test data
differ. Domain Adaptation is the process of closing the distribution gap between datasets. In this paper, we show that Domain
Adaptation methods using pair-wise relationships between source
and target domain data can be formulated as a Graph Embedding
in which the domain labels are incorporated into the structure of
the intrinsic and penalty graphs. We analyse the loss functions of
existing state-of-the-art Supervised Domain Adaptation methods
and demonstrate that they perform Graph Embedding. Moreover, we highlight some generalisation and reproducibility issues
related to the experimental setup commonly used to demonstrate
the few-shot learning capabilities of these methods. We propose
a rectified evaluation setup for more accurately assessing and
comparing Supervised Domain Adaptation methods, and report
experiments on the standard benchmark datasets Office31 and
MNIST-USPS.
Index Terms—Supervised Domain Adaptation, Graph Embedding, Transfer Learning, Few-shot, Domain Shift

I. I NTRODUCTION
Deep neural networks have been applied successfully to a
variety of applications. However, their performance tends to
suffer when a trained model is applied to another domain.
This is of no surprise, as statistical learning theory makes the
simplifying assumption that both training and test data are
generated by the same underlying process; the use of realworld datasets makes the i.i.d. assumption impractical as it
requires collecting data and training a model for each domain.
The collection and labelling of datasets that are sufficiently
large to train a well-performing model from random initialisation are daunting and costly. Therefore, we often have little
data for the task at hand. Training a deep network with scarce
training data, in turn, can lead to overfitting [1].
The process aiming to alleviate this challenge is commonly
referred to as Transfer Learning. The main idea in Transfer
Learning is to leverage knowledge extracted from one or
more source domains to improve the performance on problems
defined in a related target domain [2, 3, 4]. In the image
classification task, we may want to utilise the large number of
labelled training samples in the ImageNet database to improve
the performance on another image classification task on a
very different domain, e.g. that of fine-grained classification of
aquatic macroinvertebrates [5]. This is often done by reusing
the parameters of a deep learning model trained on a large
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Fig. 1: The two-stream network architecture used in DAGE,
CCSA [6], d-SNE [7] and NEM [8]. It allows source domain
samples XS and target domain samples XT to be introduced
to a deep convolutional neural network simultaneously. The
network is split into a feature extractor ϕn (·) and a classifier
h(·). A domain adaptation loss Ldomain is defined on the
output of the feature extractors to encourage the generation
of domain-invariant features.
source domain dataset under the assumption that the two
datasets are similar.
To clearly define Transfer Learning, the literature distinguishes between a domain and a task. A domain D consists
of an input space X and a marginal probability distribution
p(X), where X = {x1 , . . . , xN } ∈ X are N samples from
that space. Given a domain, a task T is composed of an
output space Y and a posterior probability p(yi | xi ) for
a label yi ∈ Y given some input xi . Suppose we have a
source domain DS with its associated task TS and a target
domain DT with a corresponding task TT . Transfer Learning
is defined as the process of improving the target predictive
function fT (xi ) ≈ pT (yi | xi ) using the knowledge in
DS and TS when there is a difference between the domains
(DS 6= DT ) or the tasks (TS 6= TT ) [2].
Two domains or two tasks are said to be different if their
constituent parts are not the same. In some cases, the feature
space and the label space of the source and target domains
are equal. Then, the performance degradation, when reusing
a model in another domain, is caused by a domain shift. The
process of aligning the distributions between the domains is
called Domain Adaptation. A special case of domain shift,
which has been studied extensively in the literature, is when
the difference between domains is caused by a covariate shift,
i.e. a difference in data distributions between the domains [9].
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An efficient approach to Domain Adaptation in this case, is
to use a feature-extractor ϕ to transform the inputs of the
respective domain to a common, domain-invariant space using
deep neural networks in a Siamese network architecture as
seen in Fig. 1. A common classifier h can then be trained on
the latent features to make predictions on target domain data.
To align the domains using this approach, it is not strictly
necessary to have labels available in the target dataset, and
many Unsupervised Domain Adaptation methods can achieve
good performance given enough (unlabelled) target data. In
cases where the data is difficult to acquire, such as for medical
images of a rare disease, Supervised Domain Adaptation
methods are superior, and can utilise the few available target
samples to efficiently align the domains. However, as we
will show, having very few target data samples complicates
the experiment design if best practices for train, validation,
and test split independence is to be followed. This few-shot
supervised case is the focus of this work.
A typical optimisation goal in Supervised Domain Adaptation methods is to explicitly map samples belonging to
the same class close together in a common latent subspace,
while separating samples with different labels irrespective of
the originating domain. In [10] it was shown that Graph
Embedding [11], which aims at increasing the within-class
compactness and between-class separability by appropriately
connecting samples in intrinsic and penalty graph structures,
provides a natural framework for Supervised Domain Adaptation, and produces results on par with the state-of-the-art.
In this extension of [10], the following contributions are
presented:
1) We show that many existing Supervised Domain Adaptation methods aiming at producing a domain-invariant
space by using pairwise similarities can be expressed
as Graph Embedding methods. Specifically, we analyse
the loss functions of three recent state-of-the-art Supervised Domain Adaptation methods: Classification and
Contrastive Semantic Alignment (CCSA) [6], Domain
Adaptation using Stochastic Neighborhood Embedding
(d-SNE) [7], and Domain Adaptation with Neural Embedding Matching (NEM) [8].
2) We argue that Graph Embedding and the specification
of edges in the intrinsic and penalty graphs provides
an expressive framework for encoding and exploiting
assumptions about the datasets at hand.
3) We identify flaws in the traditionally employed experiment protocol for Few-shot Supervised Domain Adaptation that violate machine learning best practices with
regards to independence of train, validation and test
splits.
4) We propose a rectified experimental protocol, which
clearly defines a validation set and ensures that the test
set remains independent throughout experiments.
5) We publish ready-to-use Python packages for the two
most commonly used Few-shot Supervised Domain
Adaptation datasets, Office311 and MNIST→USPS2 ,
1 Rectified
2 Rectified

Office31 splits: www.github.com/lukashedegaard/office31
M→U splits: www.github.com/lukashedegaard/mnist-usps

which follow the rectified experimental protocol and are
compatible with both Tensorflow and PyTorch though
the use of a new open source library called Dataset Ops3 .
6) We supply an updated benchmark for DAGE-LDA [10],
CCSA, and d-SNE on the Office31 [12] and MNIST →
USPS [13, 14] datasets using the rectified experimental
protocol. The source code of our experiments has been
made available online4 .
The remainder of the paper is structured as follows: In
Section II, we provide a brief overview of Domain Adaptation
methods that aim to find a domain-invariant latent space.
We introduce Graph Embedding, how to optimise the graph
preserving criterion, and multi-view extensions in Section III.
Section IV delineates the Domain Adaptation via Graph Embedding (DAGE) framework and the DAGE-LDA method as
proposed in [10]. In Section V, we analyse three recent stateof-the-art methods and show that they can also be viewed
as Graph Embedding methods. In Section VI, we explain
the issues with the existing experimental setup used in prior
Domain Adaptation work and propose a rectified experimental
protocol. Finally, in Section VII we present updated benchmark results on the canonical datasets Office-31 and MNISTUSPS using the rectified protocol, and Section VIII draws the
conclusions of the paper.
II. R ELATED W ORKS
In Domain Adaptation (DA), it is usually assumed that all
source data is labelled. Depending on the label availability
for the target data, DA methods are categorised as Supervised
(labels available for all target data), Semi-supervised (labels
available for some but not all target data), and Unsupervised
(labels are not available for target data). It is important to
distinguish between these cases, as experiment protocols and
the volume of data used for training varies widely between
the three cases, even using the same datasets.
Supervised Domain Adaptation methods have their focus
on few-shot learning scenarios, where the target data is scarce
with very few samples per class. Classification and Contrastive
Semantic Alignment (CCSA) [6] is one such method, which
embeds the contrastive loss introduced by Hadsell et al. [15] as
a loss term in a two-stream deep neural network. Effectively, it
places a penalty on the distance between samples belonging to
the same class across source and target domains, as well as the
proximity of samples belonging to different classes, that fall
within a distance margin. Domain Adaptation using Stochastic
Neighborhood Embedding (d-SNE) [7] uses the same deep
two-stream architecture, and finds its inspiration in the dimensionality reduction method of Stochastic Neighbor Embedding
(SNE). From it, the work in [7] derives as loss a modifiedHausdorffian distance, which minimises the Euclidean distance
in the embedding space between the furthest same-class data
pairs, and maximises the distance of the closest different-label
pairs. Domain Adaptation With Neural Embedding Matching
(NEM) [8] extends the contrastive loss of CCSA with an
additional loss term to match the local neighbourhood relations
3 Dataset
4 DAGE:

Ops: https://github.com/lukashedegaard/datasetops
www.github.com/lukashedegaard/dage
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of the target data prior to and after feature embedding. It
does so by constructing a graph embedding loss connecting
the nearest neighbours of the target data in their original
feature space, and adding the weighted sum of distances
between corresponding embedded features to the constrastive
loss. In [16], an add-on domain classification layers is tasked
with classifying the domain of training samples to produce
a domain confusion loss that is used in feature extraction
layers. Moreover, they take inspiration in distillation works,
and use a soft label loss that matches a target sample to
the average output distribution for the corresponding label in
the source domain. Few-shot Adversarial Domain Adaptation
(FADA) [17] uses a similar approach by training a domainclass discriminator using a four-way classification procedure
for combinations of same- or different domain or class. In
[18], an alignment loss for Second- or Higher-Order Scatter
Tensors (So-HoT) is used to bring each within-class scatter
closer in terms of their means and covariances. They do this
by taking the squared norm of the difference between scatter
tensors for each class.
Semi-supervised Domain Adaptation methods also have
very few labelled target samples, but use unlabelled data in
addition. Examples of this are d-SNE and NEM, both of which
provide extensions to include unlabelled data. In d-SNE [7],
the semi-supervised extension is achieved by a technique
similar to the Mean-Teacher network technique [19], which
entails training a parallel network on the unsupervised data
and using an L2 consistency loss between the embeddings for
the two networks. In NEM [8], a progressive learning strategy
is used, which gradually assigns pseudo labels to the most
confident predictions on unlabelled data in each epoch. The
pseudo-labelled data is then used for training in the next epoch.
In graph-embedding based methods, such as DAGE-LDA [10],
it is straight forward to incorporate unlabelled data into the
loss by means of Label Propagation [20, 21]. Moreover, some
unsupervised methods (e.g. [22, 23]) include semi-supervised
extensions as well.
Unsupervised Domain Adaptation methods do not assume
that any labels are available in the target domain, and use only
the label information from the source domain. In Transfer
Component Analysis (TCA) [24], domain are aligned by
projecting data onto a set of learned transfer components.
To learn the components, they minimise the Maximum Mean
Discrepancy (MMD) in a Reproducing Kernel Hilbert Space
(RKHS). In practice, the kernel trick is used to define a kernel
matrix, and a projection matrix is learned using the corresponding empirical kernel map. Scatter Component Analysis
(SCA) [25] also operates in a RKHS, but uses the notion
of scatter (which recovers MMD) to align the domains. A
projection matrix is then found by maximising the totaland between-class scatters, while minimising the domain-,
within-class scatters. Here, between- and within-class scatters are defined only using source domain data. A recent
addition to this space is the Graph Embedding Framework
for Maximum Mean Discrepancy-Based Domain Adaptation
Algorithm (GEF) [26], which assigns pseudo-labels to target
data and solves the generalised eigenvalue problem for a
MMD-based graph to compute a linear projection of the

source data. The reconstructed source data is then used to
train a classifier which in turn updates the psuedo-labels
of the target data. In Locality Preserving Joint Transfer for
Domain Adaptation (LPJT) [22], they use a multi-faceted
approach of distribution matching, minimising the marginaland conditional MMD; landmark selection, learning importance weights for each source and target sample; label propagation, assigning pseudo labels to unlabelled samples; and
locality preservation by use of Graph Embedding solving the
generalised eigenvalue problem. Joint Distribution Invariant
Projections (JDIP) [23] use a least-squares estimation of the
L2 distance for the joint distribution of source and target
domains to produce mappings to a domain-invariant subspace
with either linear or kernelized projections. Another branch
of Unsupervised DA techniques use Adversarial methods to
confuse the domains: In Domain-Adversarial Neural Networks
(DANN) [27], a deep neural network is extended with an
additional Discriminator head, that is trained to distinguish
the source and target domains. This is similar to what was
done in [16] for Supervised Domain Adaptation. Conditional
Domain Adversarial Networks (CDAN) [28] take inspiration
in the recent advances of Conditional Generative Adversarial
Networks, and use multilinear- and entropy conditioning to
improve discriminability and transferability between domains.
III. G RAPH E MBEDDING AND ITS OPTIMIZATION PROBLEM
Graph Embedding [11] is a general dimensionality reduction
framework based on exploiting graph structures. Suppose we
have a data matrix X = [x1 , · · · , xN ] ∈ RD×N and we want
to obtain its one-dimensional counterpart z = [z1 , · · · , zN ] ∈
R1×N . To encode the data relationships that we want to
preserve in the subspace, we can construct a so-called intrinsic
graph G = (X, W) where W ∈ RN ×N is a non-negative adjacency matrix encoding the (weighted) pair-wise relationships
between the representations of the graph vertices included in
X. When we want to also suppress relationships between some
graph vertices in the embedding space, we can create a penalty
graph Gp = (X, Wp ). The optimal embeddings z ∗ are found
by optimising the graph preserving criterion [11]:
X
2
z ∗ = argmin
kzi − zj k2 W(i,j) = argmin z > Lz (1)
z > Bz=c i6=j

z > Bz=c

where c is a constant, L = D−W and B = Dp −Wp are N ×
N graph Laplacian matrices of G and Gp , respectively, and
P
P
D = j W(i,j) and Dp = j W(i,j)
are the corresponding
p
(diagonal) Degree matrices. When using a linear embedding,
zi = v > xi , the above criterion takes the following form:
z∗ =

argmin

v > XLX> v.

(2)

v > XBX> v=c

which is equivalent to maximizing the trace ratio problem [29,
30]:
v > XBX> v
.
(3)
J (v) =
v > XLX> v
Following Lagrange-based optimisation, the optimal projection
v ∈ RD is found by solving the generalized eigenanalysis
problem XBX> v = λXLX> v and is given by the eigenvector corresponding to the maximal eigenvalue.
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When more than one-dimensional embedding spaces are
needed, i.e. when the mapping takes the form of RD → Rd
with 1 < d ≤ D, trace ratio problem in Eq. (3) takes the form:


Tr V> XBX> V

.
J (V) =
(4)
Tr V> XLX> V

where Tr(·) is the trace operator and V ∈ RD×d is the
corresponding projection matrix. The trace ratio problem in
Eq. (4) does not have a closed-form solution. Therefore, it
is conventionally approximated by solving the ratio trace
problem, J˜(V) = Tr[(V> XLX> V)−1 (V> XBX> V)],
which is equivalent to the optimization problem XBX> v =
λXLX> v, λ 6= 0, and the columns
of V are given

 by
the eigenvectors of the matrix (XLX> )−1 (XBX> ) corresponding to the d maximal eigenvalues. Although the trace
ratio problem in Eq. (3) does not have a closed form solution,
it was shown in [29] that it can be converted to an equivalent
trace difference problem:


J¯(V, λ) = Tr V> (XBX> − λXLX> )V ,
(5)
where λ is the trace ratio calculated by applying an iterative
process. After obtaining the trace ratio value λ∗ , the optimal
projection matrix V∗ is obtained by substituting λ∗ to the trace
difference problem in Eq. (5) and maximizing its value.
Non-linear mappings from xi ∈ RD to z i ∈ Rd can be
obtained by exploiting the Representer Theorem, i.e. by using
an implicit nonlinear mapping φ : RD → F, with F being
a reproducing kernel space, leading to xi ∈ RD → φ(xi ) ∈
F. We can then express the mapping in the form of z i =
α> Φ> φ(xi ) where Φ = [φ(x1 ), . . . , φ(xN )] are the training
data representations in F and the projection matrix is given by
V = ΦA. In that case, the problems in Eqs. (4) and (5) are
transformed by substituting X with K = Φ> Φ, which is the
kernel matrix calculated using the so-called kernel function
κ(xi , xj ) = K(i,j) .
Multi-view extensions using intrinsic and penalty graphs for
jointly determining data transformations for data coming from
multiple input spaces (views) have also been proposed. As was
shown in [31], several standard multi-view methods such as
Multi-View Fisher Discriminant Analysis [32], Partial Least
Squares [33], (deep) Canonical Correlation Analysis [34], and
Multi-view Discriminant Analysis [35] can be expressed as
specific instantiations of the problem in Eq. (4), which exploit
the view label information to define corresponding intrinsic
and penalty graphs. Moreover, the Multi-view Nonparametric
Discriminant Analysis [36] and Deep Multi-view Learning to
Rank [37] methods have been formulated based on the problem
in Eq. (4) for retrieval and ranking problems.
IV. D OMAIN A DAPTATION VIA G RAPH E MBEDDING
Given the versatility of graph embedding, we derive the
proposed Domain Adaptation via Graph Embedding (DAGE)
framework. In this section, we detail DAGE and an instantiation of it inspired by Linear Discriminant Analysis.

A. DAGE Framework
The aim of transformation-based Domain Adaptation methods is to learn a common subspace where the distribution gap
between source domain data and target domain data is as small
as possible. In the supervised setting, we want a transformation
ϕ(·) which places samples belonging to the same class close
together without regard to the originating domain to achieve
within-class compactness. On the other hand, we want ϕ(·) to
clearly separate samples with different labels irrespective of
the domain, gaining between-class separability.
Let XS ∈ RD×NS and XT ∈ RD×NT be two data matrices
from the source and target domains, respectively, and let
N = NS +NT . Suppose we have a transformation ϕ(·) which
can produce d-dimensional vectors from D-dimensional data.
Then we can construct a matrix Φ = [ϕ(XS )ϕ(XT )] ∈ Rd×N
containing the transformed data from both domains. By encoding the desired pair-wise data relationships in an intrinsic
graph G = (X, W) and computing its graph Laplacian matrix
L, we can formulate a measure of within-class spread as:
N
N X
X

Φ(i) − Φ(j)

N X
N
X

Φ(i) − Φ(j)

i=1 j=1

2
2



W(i,j) = Tr ΦLΦ>

(6)

Similarly, we can create a penalty graph Gp = (X, Wp ) and
express the between-class separability using:

i=1 j=1

2
2



>
=
Tr
ΦBΦ
W(i,j)
p

(7)

Posing the domain adaptation problem in these terms, lets
us utilise common objective functions from Graph Embedding.
Since the goal is to minimise the within-class compactness and
maximise the between-class separability, DAGE optimises:


Tr ΦLΦ>

(8)
ϕ∗ = argmin 
ϕ
Tr ΦBΦ>

Note that since Eq. (8) corresponds to a minimization problem, the graphs Laplacian matrices of the intrinsic and the
penalty graphs are placed respectively in the numerator and
denominator of the trace ratio problem.
When the transformation is linear using a projection matrix
V, i.e. ϕ(X) = V> X, then the DAGE criterion becomes:


Tr V> XLX> V

V∗ = argmin 
(9)
V
Tr V> XBX> V
where X = [XS , XT ]. The optimal transformation matrix
V∗ is obtained by solving the ratio trace problem. Its solution is formed by the eigenvectors corresponding to the
d largest eigenvalues of the generalised eigenvalue problem
XBX> v ∗ = λXLX> v ∗ , or by minimising the trace difference problem as described in Section III:


J¯(V, λ) = Tr V> (XLX> − λXBX> )V
(10)
The linear DAGE criterion in Eq. (9) can also be formulated using the kernel trick for deriving non-linear mappings.
Suppose φ : RD → F is a nonlinear function mapping the
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input data into a reproducing kernel Hilbert space F. Let the
matrix Φ = [φ(x1 ), · · · , φ(xN )] be composed of data in F.
Based on the Representer Theorem, we let V = ΦA and get:


Tr A> KLKA

A∗ = argmin 
(11)
A
Tr A> KBKA

where K = Φ> Φ has elements equal to K(i,j) = φ(xi )> ·
φ(xj ). The solution of the kernelised DAGE formulation in
Eq. (11) can be found via generalised eigenvalue decomposition or applying an iterative process similar to the linear case.
Eigenvalue decomposition for nonlinear DAGE is intractable for large datasets as the computational complexity
is in the order of O(N 3 ) [38]. An alternative solution is
to express the DAGE criterion as part of the loss function
in a deep neural network. For supervised domain adaptation
problems in the visual domain, the first layers of a neural
network architecture can be seen as a non-linear parametric
function ϕn (·) taking as input the raw image data and giving as
output vector representations. This allows the DAGE objective
to be optimised using gradient descent-based approaches.
Moreover, the DAGE loss can be optimised together with a
classification loss (e.g. cross-entropy) in an end-to-end manner.
Given a mini-batch b of data, the DAGE loss can be computed:


Tr Φb Lb Φ>
b
,
(12)
LDAGE = 
Tr Φb Bb Φ>
b
h 


i
(b)
(b)
where Φb = ϕn XS , ϕn XT
is a matrix formed by
the transformed features in the mini-batch b and the graph
Laplacian matrices Lb and Bb are computed on the data
forming the mini-batch. The gradient for a mini-batch is:


Tr Φb L>
+
Φ
L
b
b
b


∇Φb LDAGE =
Tr Φb Bb Φ>
b



>
Tr Φb Lb Φb
Φb B>
+
Φ
B
b b
b
−
(13)

2
Tr Φb Bb Φ>
b
The resulting loss function to be optimised is the sum of
the DAGE loss and classification losses for source and target
domain data:
argmin LDAGE + β LSCE + γ LTCE

(14)

θϕ ,θh

where θϕ and θh denote the parameters of the parametric
functions ϕn (·) (feature extractor) and h(·) (classifier), respectively. β and γ indicate the weight of the cross-entropy losses
for classification of the source and target data, respectively.
B. DAGE-LDA
The DAGE criterion in Eq. (8) is a generic criterion which
can lead to a multitude of Domain Adaptation solutions. Constructing the two graphs G and Gp in different ways gives rise
to different properties to be optimised in the subspace Rd . A
simple instantiation of DAGE inspired by Linear Discriminant

Analysis is obtained by using an intrinsic graph structure
connecting the samples belonging to the same class:
(
1, if `i = `j
(i,j)
W
=
(15)
0, otherwise
where `i and `j are the labels associated with the i-th and
j-th samples, respectively. The corresponding penalty graph
structure connects samples belonging to different classes:
(
1, if `i 6= `j
(i,j)
Wp =
(16)
0, otherwise
Despite the simplicity of the above-described DAGE instantiation, the resulting method performs on par with state-of-the-art
Domain Adaptation methods, as will be shown in Section VII.
V. S TATE OF THE A RT S UPERVISED D OMAIN A DAPTATION
M ETHODS PERFORM G RAPH E MBEDDING
In Section IV, we analysed the domain-invariant space
approach to Supervised Domain Adaptation, and showed that
it can be naturally described as multi-view Graph Embedding.
In fact, any domain adaptation method, which uses pairs of
samples to produce a domain-invariant latent space, can be
cast as a multi-view Graph Embedding method. To illustrate
this point, we analyse three recent state-of-the-art methods and
show that they are instances of Domain Adaptation via Graph
Embedding. Here we should note that a similar relationship
can be shown for several other Domain Adaptation methods
such as [18, 39]. In the subsequent subsections, we focus on
the Domain Adaptation terms included in the optimisation
function of each method, while we omit the corresponding
cross-entropy terms of each method for simplicity.
A. Classification and Contrastive Semantic Alignment
The contrastive semantic alignment loss of CCSA [6] is
constructed from two terms: A similarity loss LS , which penalises the distance between within-class samples of different
domains, and a dissimilarity loss LD , which penalises the
proximity of between-class samples if they come within a
distance margin , i.e.:
LCSA = LS + LD .

(17)

Using as notational shorthand dij = kϕn (xi ) − ϕn (xj )k2 , the
partial losses are defined as follows:
X 1
d2
(18)
LS =
2 ij
xi ∈DS
xj ∈DT
`i =`j

LD =

X 1
2
max {0,  − dij } .
2

(19)

xi ∈DS
xj ∈DT
`i 6=`j

The similarity loss can be expressed equivalently in terms of
the weighted summation over graph edges:
X
2
LS =
kϕn (xi ) − ϕn (xj )k2 W(i,j) = Tr(ΦLΦ> )
xi ∈DS
xj ∈DT

(20)
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where the graph weight matrix W has an edge for samplepairs with the same label but different originating domains
(
1
, if `i = `j and Di 6= Dj
(i,j)
W
= 2
(21)
0, otherwise,

with λ = 1 and L and B being the Graph Laplacian matrices
corresponding to the following weight matrices:

{a | a ∈ dkj }

1, if dij = xmax
k ∈DS
W(i,j) =
(27)
and `j = `i = `k and Di 6= Dj


0, otherwise,

{b | b ∈ dkj }

1, if dij = xmin
k ∈DS
(i,j)
Wp =
(28)
and `j 6= `i = `k and Di 6= Dj


0, otherwise.

and L is the graph Laplacian matrix associated with W. Using
the fact that max{f (x)} = − min{−f (x)}, the dissimilarity
loss can likewise be expressed in terms of a summation over
graph edges:
!
X
X 1
2 Because only a single edge is specified for each source sample
2
2
2 1
dij
(dij − ) = −
1+ 2 −
LD = −
per graph Laplacian, it is worth noting that the resulting graph
2
2
dij
dij
xi ∈DS
xi ∈DS
connectivity for d-SNE is highly dependent on the batch size
xj ∈DT
xj ∈DT
used during optimisation. Small batch sizes will result in more
`i 6=`j
`i 6=`j
dij <
dij <
densely connected graphs than large batch sizes.
X
2
>
kϕn (xi ) − ϕn (xj )k2 W(i,j)
=
−Tr(ΦBΦ
)
=−
p
xi ∈DS
C. Neural Embedding Matching
xj ∈DT

(22)

where
W(i,j)
p

=


1

2 +

2
2d2ij

−



0,


dij ,

if dij <  and `i 6= `j
otherwise

and Di 6= Dj

(23)

and B is the graph Laplacian matrix associated with the
corresponding weight matrix Wp . Note that the weight matrix
of Eq. (23) constitutes an -distance margin rule for graph
embedding. The partial similarity and dissimilarity losses can
thus be expressed using graph Laplacian matrices encoding
the within-class and between-class relations. Combining Eqs.
(20) and (22), we see that the contrastive semantic alignment
loss of CCSA is equivalent to:


LCSA = Tr ΦLΦ> − λΦBΦ>
(24)

which is equivalent to the trace difference problem in Eq. (10)
used in the DAGE framework. While CCSA employs a value
of λ = 1, one can also determine an optimised value for λ.
B. Domain Adaptation using Stochastic Neighborhood Embedding

Following the procedure outlined above, it is straightforward
to show that d-SNE [7] can also be viewed as a graph
embedding. For each target sample, the domain adaptation loss
term of d-SNE penalises the furthest distance to a within-class
source sample, and encourages the distance for the closest
between-class to source sample to be maximised:
X


Ld-SNE =
max a|a ∈ d2ij − min b|b ∈ d2ij
xi ∈DS
xj ∈DT `i =`j

xi ∈DS
`i 6=`j

(25)
We can readily express this using the trace difference formulation:


Ld-SNE = Tr ΦLΦ> − λΦBΦ>
(26)

NEM [8] extends the contrastive loss of CCSA with an additional term designed to maintain the neighbour relationship
of target data throughout the feature embedding:
LNEM = LCSA + νLneighbour

(29)

Here, ν is a hyperparameter weighting the importance of the
neighbour matching loss, which is specified as the loss over a
neighbourhood graph with edges between each target sample
i and its k nearest neighbours N (i) in the original feature
space:
X
Lneighbour =
kϕn (xi ) − ϕn (xj )k2 κRBF (xi , xj ) (30)
xi ∈DT
xj ∈N (i)

2

where κRBF (x, x0 ) = exp (− kx − x0 k2 /2σ 2 ) is the Radial
Basis Function kernel used to assign a weight to the edge
between any pair of vertices. To express the NEM loss in terms
of a graph embedding, the neighbour term can be incorporated
into the similarity weight matrix by extending the encoding
rule from Eq. (21):
 κRBF (xi ,xj )

, if j ∈ N (i) and Di = Dj = DT
ν
dij
(i,j)
1
W
= 2,
if `i = `j and Di 6= Dl


0,
otherwise,
(31)
where ν is a hyper-parameter weighting the influence of the
neighbour term. The penalty weight matrix for NEM is the
same as for CCSA in Eq. (23) and the final graph embedding
problem is a trace difference problem as in Eqs. (24) and (26).
D. Discussion
While some methods [10, 25, 26] explicitly formulate the
process of Domain Adaptation as Graph Embedding, we have
shown that many others [6, 7, 8], which employ pairwise
(dis)similarities between data, can also be formulated as such.
It would be trivial to perform the same analysis on other
methods (e.g [18]).
Of course, not all Domain Adaptation methods fit nicely into
the structure of Graph Embedding. The use of an adversarial
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network branch [16, 27, 28] is not straight-forward to integrate
into the intrinsic and penalty matrices of a Graph Embedding. Moreover, progressive learning strategies and the use
of pseudo-labels in semi- and unsupervised methods [8, 26]
relates more to the training loop than the loss-formulation.
Nonetheless, Graph Embedding captures many existing powerful Domain Adaptation methods, and gives us a common lens
through which to see them: In CCSA, all same-class sample
pairs are given a similar attraction, while different-class pairs
are only repelled if they come within a distance margin; in
NEM, target domain samples are additionally encouraged to
remain close, if they were similar in their input-space; in dSNE, for each sample only the furthest same-class sample is
attracted, while the closest sample of different label is repelled;
in DAGE-LDA, we simply attract same-class pairs and repel
different-class pairs without further assumptions.
An ongoing challenge in Machine Learning and Domain
Adaptation is how to clearly encode our prior knowledge
and assumptions into the learning problem for a specific
application [9]. We would argue that the construction rules
for the graph Laplacian matrices of Graph Embedding may be
an ideal way to specify this in a simple if-then-else manner.
Say, we want to encode an assumption that some classes (e.g.
bike and bookcase) have large within-class differences, while
other to not. In the the intrinsic matrix, we might then state a
rule, that the bike and bookcase classes should only attract
the most similar same-class sample and ignore the others,
while all samples should be attracted equally for the other
classes. The is a plethora of options for constructing the graphs
using margins, nearest-neighbour rules, etc. We leave thier
exploration to future work.
VI. R ECTIFIED E XPERIMENTAL P ROTOCOL FOR F EW- SHOT
S UPERVISED D OMAIN A DAPTATION
An important aspect of conducting experiments on domain
adaptation in few-shot settings relates to how the data should
be split. In this section, we describe the experimental setup
that is normally used to evaluate and compare supervised
Domain Adaptation methods. We showcase issues related to
non-exclusive use of data in model selection and testing phases
and we describe how the evaluation process can be improved
by proposing a new experimental setup.
A. Traditional Experiment Setup
The experiment setup used to evaluate the performance of
Domain Adaptation methods, e.g. [6, 7], is as follows: A
number of samples of each class are drawn from the source
domain, and a few samples per class are drawn from the target
domain to be used for training. For instance, in experiments
using the Office31 dataset [12] with the Amazon data as
source domain and the Webcam data as target domain, the
number of samples per class forming the training set is equal
to twenty and three, respectively. The remaining target data is
used for testing. The sampled data from both source and target
domains are paired up as the Cartesian product of the two
sets, producing as the resulting dataset all combinations of two
samples from either domain. To limit the size and redundancy,

Xtrain
S

Xtrain
T

Cartesian
product

( , )( , ) ( , )
( , )( , ) ( , )
( , )( , ) ( , )

Xtrain
( , )( , )
( , )( , )
( , )( , )

Ratio filter

Fig. 2: Cartesian product of two sets, each with three samples.
Sample labels are indicated by their shape, while the colour
indicates their origin. The Cartesian product produces all
pairwise combinations of samples with one sample from each
set. A ratio filter (here with a 1:1 ratio) can be used to limit
the ratio of same-class samples to different-class samples.

Xtest

Xtrain

Xtrain

Xtest

Seed = 1

Seed = 2

(a)

Xtrain
Xval

Xtest
Xtrain
Xval
Seed = 1

(b)

Xtest

Xtest

Xtest

Xtrain
Xval

Xval
Xtrain

Seed = 2

Seed = 1

Seed = 2

(c)

Fig. 3: (a) Current domain adaptation setup in [6, 7] leads to
dependent splits. (b) Drawing a validation does not ensure test
set independence. (c) To produce an independent test split, an
initial fixed train-rest split should be made followed by trainval splits for each experimental run.

the dataset is filtered to have a predefined ratio of same-class
samples (where both samples in a pair have the same label)
to different-class samples. This ratio is commonly set equal to
1:3. An illustration of this is found in Fig. 2.
This combined dataset is then used to train a model with
a Domain Adaptation technique e.g. using the two stream
architecture as illustrated in Fig. 1. The final evaluation is
conducted on the test set coming from the target domain.
Because very few unique samples from the target domain
are used for training in each experiment, the results will
usually vary significantly between runs and will depend on
the random seed used for creating the training and test splits.
Therefore, each experiment is repeated multiple times, each
time with a new seed value, and the mean accuracy alongside
the standard deviation over the runs is reported. The absence of
validation data on each experiment has the risk of performing
model selection (including hyper-parameter search) based on
the performance on the test data. One could try to avoid the
problem by performing model selection and hyper-parameter
search using training/test splits from seed values which are
not used for the final training/test splits. This, however, is not
enough to guarantee that the test performance generalises to
unseen data, since it is probable that test data is used for model
selection and hyper-parameter search, as illustrated in Fig. 3.
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Xtest
XT

XS

Xval

Test split
seed = constant
Train-val split
seed = 1,2,3,…

Xtrain
S

train
T

X

Xtrain

Cartesian
product

Xtrain

Train split
seed = 1,2,3,…
Unused

Ratio
filter

Unused

Xval

Tuned
hyperparameters

Evaluation

X

(a) Data preparation procedure. Test data is a constant subset of target data, whereas training
and validation data are sampled with different seeds for each experiment. Training data is
the Cartesian product of training samples from target and source domain, filtered to have a
predefined ratio of same-class to different class pairs. Here, ovals represent operations and
rectangles represent data.

Automated
hyperparameter
search

test

(b) Automated hyperparameter search
is performed using a single trainvalidation split, producing the tuned
hyperparameters to be used for evaluation with other splits.

Fig. 4: Rectified experimental setup
B. Rectified Experiment Setup
To avoid the above described issues of the experiment setup
used in evaluating the performance of Domain Adaptation
methods, we need to conduct our sampling in two steps: First,
we need to define the data in the target domain that will be
used for evaluating the performance of the Domain Adaptation
method in all the runs. The remaining data in the target domain
will be used to form the training and validation sets in the
target domain in different runs. This can be done exactly as
described in Section VI-A: We draw few samples from the
source domain and the training set of the target domain, and
combine them using the Cartesian Product with an optional
ratio for filtering. This way, we ensure that independent test
data is used for method evaluation, and a validation set is
available for model selection and hyper-parameter search. This
data splitting procedure is illustrated in Fig. 4a.
VII. E XPERIMENTS AND R ESULTS
In this section, we conduct experiments on the Office31
and MINST-USPS datasets using the rectified experimental
setup and compare the results to those from the traditional
experimental setup.
A. Datasets
The Office31 dataset [12] contains images of 31 object
classes found in the modern office. It has three visual domains: Amazon (A) consists of 2.817 images found on the
e-commerce site www.amazon.com. These images are generally characterised by their white background and studiolighting conditions. DSLR (D) contains 498 high resolution
images taken using a digital single-lens reflex camera. Here,
multiple photos are taken of each object in an office setting.
Finally, Webcam (W) has 795 images captured using a cheap
web-camera. The objects photographed are the same as for
DSLR, but the images in this case are low-resolution and suffer

Amazon

DSLR

Webcam

MNIST

USPS

Fig. 5: Samples from Office31 (Amazon, DSLR, Webcam) as
well as MNIST and USPS.
from visual artefacts such as colour imbalances and optical
distortion. A sample of the Office31 images is shown in Fig. 5.
The MNIST [13] and USPS [14] datasets contain handwritten digits from 0 to 9 captured in grayscale. MNIST consists
of 70,000 images with a 28 × 28 resolution, and USPS has
11,000 images in a 16 × 16 format.
B. Office31
In our experiments on the Office31 dataset, we used a
model consisting of the convolutional layers of a VGG-16 [40]
network pretrained on ImageNet [41] with randomly initialised
dense layers of 1024 and 128 neurons, respectively, as done in
[6, 7]. This network is subsequently fine-tuned on all source
data (FT-Source). We found a gradual-unfreeze procedure [42],
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Rectified

Traditional

TABLE I: Macro average classification accuracy (%) on the supervised adaptation setting of Office-31. Top rows: Results using
the traditional experiment setup. Bottom rows: Results when using the rectified experiment setup. Unless stated otherwise, the
convolutional layers of a VGG-16 pretrained on imagenet network were used for feature-extraction. The results are reported
as the mean and standard deviation across five runs.

FT-Source [10]
FT-Target [10]
D.C.+S.L. (CaffeNet) [16]
So-HoT (AlexNet) [18]
CCSA [10]
d-SNE [10]
DAGE-LDA [10]
CCSA
d-SNE
DAGE-LDA
DAGE-LDA (ResNet-50)

A→D

A→W

D→A

D→W

W→A

W→D

Avg.

66.6 ± 3.0
71.4 ± 2.0
86.1 ± 1.2
86.3 ± 0.8
84.8 ± 2.1
86.5 ± 2.5
85.9 ± 2.8

59.8 ± 2.1
74.0 ± 4.9
82.7 ± 0.8
84.5 ± 1.7
87.5 ± 1.5
88.7 ± 1.9
87.8 ± 2.3

42.8 ± 5.2
56.2 ± 3.6
66.2 ± 0.3
66.5 ± 1.0
66.5 ± 1.9
65.9 ± 1.1
66.2 ± 1.4

92.3 ± 2.8
95.9 ± 1.2
95.7 ± 0.5
95.5 ± 0.6
97.2 ± 0.7
97.6 ± 0.7
97.9 ± 0.6

44.0 ± 0.7
50.2 ± 2.6
65.0 ± 0.5
65.7 ± 1.7
64.0 ± 1.6
63.9 ± 1.2
64.2 ± 1.2

98.5 ± 1.2
99.1 ± 0.8
97.6 ± 0.2
97.5 ± 0.7
98.6 ± 0.4
99.0 ± 0.5
99.5 ± 0.5

67.4
74.5
82.2
82.7
83.1
83.6
83.6

86.4 ± 2.5
84.7 ± 1.3
85.4 ± 2.6

84.5 ± 2.1
82.3 ± 2.4
84.3 ± 1.7

65.5 ± 1.2
65.1 ± 0.9
64.9 ± 1.2

97.5 ± 0.9
98.2 ± 0.4
98.0 ± 0.3

60.8 ± 1.5
59.9 ± 1.6
65.5 ± 1.2

98.4 ± 1.0
99.7 ± 0.4
98.7 ± 0.5

82.2
81.6
82.8

90.8 ± 0.9

90.9 ± 1.8

TABLE II: Office-31 average classification accuracy (%) for
the traditional and rectified experimental methodology. As
feature-extractor, the convolutional layers of a VGG-16 pretrained on ImageNet network were used.
Experiment setup

Traditional [10]

Rectified

Difference

83.1
83.6
83.6

82.2
81.6
82.8

- 0.9
- 2.0
- 0.8

CCSA
d-SNE
DAGE-LDA
Average

- 1.2

TABLE III: Employed hyper-parameter search space.
Hyper-Parameter

Lower

Upper

Prior

Learning Rate
Learning Rate Decay
Momentum
Dropout
L2 Regularisation
Batch Norm
Margin,  §
No. Unfrozen Base-Layers ¶
β+γ
DA-CE Loss Ratio, 1+β+γ

10−6

10−7
0.5
0.1
10−7
False
10−3
0
0.01

0.1
0.01
0.99
0.8
10−3
True
10
16
0.99

Log-Uniform
Log-Uniform
Inv Log-Uniform
Uniform
Log-Uniform
Uniform
Log-Uniform
Uniform
Uniform

0.0

1.0

Uniform

S-T CE Loss Ratio,

β
β+γ

§ Only relevant for CCSA and d-SNE.
¶ Only relevant for the experiments in

Office31 dataset.

where four pretrained layers are unfrozen each time the model
converges, to work well. To produce a baseline method (FTTarget), the FT-Source model is further fine-tuned on the target
data.
We follow the experimental procedure described in Section VI-B. After first splitting off 30% of the target data
to form the test set, we create the training set using twenty
source samples per class for the Amazon domain, and eight
source samples per class for DSLR and Webcam. From the
target domain, three samples per class are drawn in each case.
The remaining target data is used as a validation set. Thus,
we employ the same number of samples for training as in
the traditional split [6, 7, 16], but ensure an independent test

70.7 ± 0.9

98.9 ± 0.4

70.3 ± 1.7

99.2 ± 0.5

86.8

split as well as a well-defined validation split. The model is
duplicated across two streams with shared weights as depicted
in Fig. 1 and trained on the combined training data, with one
domain entering each stream. This experiment is performed
for all six combinations of source and target domain in
{A, D, W}, and each combination is run five times using
different seeds. We re-implemented CCSA and d-SNE using
their publicly available source code and included them in our
experiments. Prior to executing the five runs, an independent
hyper-parameter search on the space summarised in Table III
was conducted for each method using Bayesian Optimisation
with the Expected Improvement acquisition function [43]
given 100 trials. For the final tests, we used data augmentation
with random modifications of colour hue and saturation, image
brightness and contrast, as well as rotation and zoom. For
a fair comparison, all hyper-parameter tuning and tests are
performed with the exact same computational budget and data
available for all methods tested.
The results for Office31 are shown in Table I and Table II.
Comparing the CCSA and d-SNE results of the traditional
experimental setup with the rectified one, we see that the
achieved macro accuracy is generally lower: −1.2% on average for for CCSA, d-SNE and DAGE-LDA. This is in-line with
our expectations, and confirms that that the traditional setup
may have suffered from generalisation issues as described
in Section VI-A. Comparing CCSA, d-SNE, and DAGELDA in the rectified experimental setup, we see that though
DAGE-LDA only outperforms the other methods on a single
adaptation (W → A), it has the highest average score across
all six adaptations. CCSA performs next best, and d-SNE
comes last of the three. This suggests, that the higher accuracy
originally reported in [7] as compared to [6] may be due
to better hyper-parameter optimisation rather than a better
Domain Adaptation loss.
As an additional experiment, we repeat the adaptation
task for DAGE-LDA using the ResNet-50 [44] to gauge the
effect of using an improved feature-extractor. Comparing the
VGG-16 results with those for ResNet-50, we an average
improvement of 4.0%. This matches the relative difference in
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TABLE IV: MNIST → USPS classification accuracy (%) using the rectified experimental protocol. The number of available
target samples per class is varied and 200 source samples per class are used. The mean and standard deviation is reported
across ten runs.

Trad.

CCSA [6]
FADA [17]
d-SNE (LeNet++) [7]
NEM [8]

Rect.

Samples/class

CCSA
d-SNE
DAGE-LDA

1

3

5

7

Avg.

85.0
89.1
92 .9
72.2

90.1
91.9
93 .6
86.6

92.4
93.4
95 .1
91.4

92.9
94.4
96 .1
91.8

90.1
92.2
94 .4
85.5

89.1 ± 1.1
88.3 ± 1.7
88.8 ± 1.8

91.2 ± 0.9
91.4 ± 1.2
92.4 ± 0.5

93.8 ± 0.4
93.1 ± 0.5
93.4 ± 0.4

94.3 ± 0.4
93.6 ± 0.6
94.1 ± 0.3

92.1
91.6
92.2

top-1 accuracy on ImageNet (75.6% for VGG16 and 79.3% for
ResNet-50 [44]), and highlights the importance of disclosing
which feature-extractor is used in derived methods [45].
C. MNIST-USPS
For our experiments in the MNIST to USPS domain adaptation problem, we used a network architecture which has
two streams with shared weights, with two convolutional
layers containing 6 and 16 5 × 5 filters respectively, maxpooling, and two dense layers of size 120 and 84 prior to the
classification layer. This architecture is the same as the one
used in [6]. We trained the network from random initialisation
using 2,000 randomly sampled images per class from MNIST
(source) and a varying number of USPS (target) samples per
class. Experiments using 1, 3, 5 and 7 target samples per
class were conducted and each experiment was repeated 10
times. Here, we used the predefined test-train splits from
TorchVision Datasets, sampling the training and validation
data from the train split. Though our implementation uses
Tensorflow, the datasets were made compatible by using the
Dataset Ops library. Aside from following the rectified sampling, the experiments use the procedure from [6, 7, 46]. Prior
to conducting the final experiment runs, a hyper-parameter
search was conducted using the same settings as for Office31,
and for testing, similar data augmentation was employed. The
results obtained by running the experiments are shown in
Table IV. Comparing CCSA, d-SNE and DAGE-LDA, we find
the same trend as for the Office31 experiments: DAGE-LDA
has the highest average accuracy, closely followed by CCSA
and then d-SNE. While the originally reported results for dSNE [7] show better performance than the other methods,
it should be noted they used a LeNet++ [47] architecture
for feature extraction. Based on our own results for d-SNE,
which used a CNN-architecture similar to the other methods,
we attribute their higher accuracy to the choice of featureextractor.
VIII. C ONCLUSION
In this paper, we have shown that by viewing Domain Adaptation as Graph Embedding (DAGE), many existing methods
for Supervised Domain Adaptation can be formulated in a
common framework. Within the DAGE framework, a very
simple LDA-inspired instantiation matches or surpasses the

current state-of-the-art methods on few-shot supervised adaptation task using the standard benchmark datasets Office31
and MNIST-USPS. Moreover, we argued that the intrinsic and
penalty graph Laplacian matrices in Graph Embedding give
us a straight-forward way of encoding application specific
assumptions about the domain and tasks at hand. Finally,
we highlighted some generalisation and reproducibility issues
related to the experimental setup commonly used to evaluate
the performance of Domain Adaptation methods and proposed
a rectified experimental setup for more accurately assessing
and comparing the generalisation capability of Supervised DA
methods. Alongside our source code, we made the revised
training-validation-test splits for Office31 and MNIST-USPS
available to facilitate fair comparisons of Supervised Domain
Adaptation methods in future research.
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Abstract—The kernel matrix used in kernel methods encodes
all the information required for solving complex nonlinear
problems defined on data representations in the input space
using simple, but implicitly defined, solutions. Spectral analysis
on the kernel matrix defines an explicit nonlinear mapping
of the input data representations to a subspace of the kernel
space, which can be used for directly applying linear methods.
However, the selection of the kernel subspace is crucial for the
performance of the proceeding processing steps. We propose a
new optimization criterion, leading to a new component analysis
method for kernel-based dimensionality reduction that optimally
preserves the pair-wise distances of the class means in the feature
space. This leads to efficient kernel subspace learning, which is
crucial for kernel-based machine learning solutions. We provide
extensive analysis on the connections and differences between
the proposed criterion and the criteria used in kernel Principal
Component Analysis, kernel Entropy Component Analysis and
Kernel Discriminant Analysis, leading to a discriminant analysis
version of the proposed method. Our theoretical analysis also
provides more insights on the properties of the feature spaces
obtained by applying these methods. Results on a variety of visual
classification problems illustrate the properties of the proposed
methods.

Index Terms— Kernel subspace learning, Principal Component Analysis, Kernel Discriminant Analysis, Approximate
kernel subspace learning
I. I NTRODUCTION
Kernel methods are very effective in numerous machine
learning problems, including nonlinear regression, classification, and retrieval. The main idea in kernel-based learning
is to nonlinearly map the original data representations to a
feature space of (usually) increased dimensionality and solve
an equivalent (but simpler) problem using a simple (linear)
method for the transformed data. That is, all the variability
and richness required for solving a complex problem defined
on the original data representations is encoded by the adopted
nonlinear mapping. Since for commonly used nonlinear mappings in kernel methods the dimensionality of the feature
space is arbitrary (virtually infinite), the data representations
in the feature space are implicitly obtained by expressing
their pair-wise products stored in the so-called kernel matrix
K ∈ RN ×N , where N is the number of samples forming the
problem at hand.
The feature space determined by spectral decomposition of
K has been shown to encode several properties of interest:
it has been used to define low-dimensional features suitable
for linear class discrimination [1], to train linear classifiers
capturing nonlinear patterns of the input data [2], [3], to

reveal nonlinear data structures in spectral clustering [4] and it
has been shown to encode information related to the entropy
of the input data distribution [5]. The expressive power of
K and its resulting basis has also been used in problems
requiring discriminative learning [6], [7], [8], [9], [10], [11],
[12], [13], [14], regression [15], representation learning ([16])
and transfer learning [17]. However, the selection of the kernel
subspace is crucial for the performance of the proceeding
processing steps, as discarding information related to the
problem at hand at the initial processing steps would lead to
low performance.
In this paper we first propose a kernel matrix component
analysis method for kernel-based dimensionality reduction
optimally preserving the pair-wise distances of the class means
in the kernel space. We show that proposed criterion also
preserves the distances of the class means with respect to
the total mean of the data in the kernel space, as well as
the Euclidean divergence between the class distributions in
the input space. We analyze the connection of the proposed
criterion with those used in (uncentered) kernel Principal Component Analysis (kPCA), kernel Entropy Component Analysis
(kECA) and Kernel Discriminant Analysis (KDA), providing
new insights related to the dimensionality selection process
of these two methods. KPCA and kECA select the eigenpairs corresponding to the maximal eigenvalues or entropy
values, respectively. As we will show in the following, for
the selection of an eigen-pair in the proposed method, called
Class Mean Vector Component Analysis (CMVCA), both the
eigenvalue needs to be high and the corresponding eigenvector
needs to be angularly aligned to the difference of a pair of
class indicator vectors. Finally, exploiting the connection of
the proposed method to KDA, we propose a discriminant
analysis method, called Class Mean Vector Discriminant Analysis (CMVDA), that is able to produce kernel subspaces the
dimensionality of which is not bounded by the number of
classes forming the problem at hand. Experiments on realworld data illustrate our findings.
The contributions of the paper are the following:
• We propose a new criterion of defining the subspace of
the kernel space.
• We provide extensive theoretical analysis of the proposed
criterion highlighting its properties in terms of preserving
the scatter of the data from the dataset mean, the Euclidean divergence between the class probability density
functions, and the class discrimination when measured by
the Rayleigh quotient criterion.
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We provide an extensive analysis of the connections and
differences between the proposed criterion and those used
in (uncentered) kPCA, kECA and KDA, leading to the
proposed CMVDA.
• We show how the proposed criterion can be efficiently
combined with kernel approximation and randomization
methods for performing kernel subspace learning on large
data sets.
The remainder of the paper is structured as follows. Section
II provides the theoretical foundation needed for the analysis
in our work. Section III describes in detail the proposed
Class Mean Vector Component Analysis. It provides analysis
of its properties, and its connections and differences with
the related techniques. Section IV describes the Class Mean
Vector Discriminant Analysis, an extension of the proposed
criterion to discriminant kernel subspace learning. Section V
describes how the proposed methods can be efficiently combined with kernel approximation and randomization methods
for performing kernel subspace learning on large data sets. An
experimental study illustrating the properties of the proposed
methods, in comparison with the related methods, is provided
in Section VI. Finally, conclusions are drawn in Section VII.
•

II. P RELIMINARIES
Let us denote by S = {Sc }C
c=1 a set of D-dimensional vectors, where Sc = {xc1 , . . . , xcNc } is the set of vectors belonging
to class c. In kernel-based learning [2], the samples in S are
mapped to the kernel space F by using a nonlinear function
D
φ(·), such
PC that xi ∈ R → φ(xi ) ∈ F, i = 1, . . . , N , where
N =
c=1 Nc . Since the dimensionality of F is arbitrary
(virtually infinite), the data representations in F are not calculated. Instead, the non-linear mapping is implicitly performed
using the kernel function expressing dot products between the
data representations in F, i.e. κ(xi , xj ) = φ(xi )T φ(xj ). By
applying the kernel function on all training data pairs, the
so-called kernel matrix K ∈ RN ×N is calculated. One of the
most important properties of the kernel function κ(·, ·) is that it
leads to a positive semi-definite (PSD) kernel matrix K. While
the use of indefinite matrices [18], [19] and general similarity
matrices [20] have also been researched, in this paper we will
consider only positive semi-definite kernel functions.
The importance of kernel methods in Machine Learning
comes from the fact that, in the case when a linear method
can be expressed based on dot products of the input data, they
can be readily used to devise nonlinear extensions. This is due
to the Representer theorem [2] stating that the solution of a
linear model in F, e.g. W(φ) ∈ R|F |×M , M ≤ min(D, N ),
can be expressed as a linear combination of the training
data, i.e. W(φ) = ΦA, where Φ = [φ(x1 ), . . . , φ(xN )] and
A ∈ RN ×M is a matrix containing the combination weights.
Then, the output of a linear model in F can be calculated by
T
oi = W(φ)
φ(xi ) = AT ki , where ki ∈ RN is a vector having
its j-th element equal to [ki ]j = κ(xj , xi ), j = 1, . . . , N .
That is, instead of optimizing with respect to the arbitrary
dimensional W(φ) , the solution involves the optimization of
the combination weights A. Another important aspect of
using kernel methods is that they allow us to train models

of increased discrimination power [2], [21]. Considering the
Vapnik-Chervonenkis (VC) dimension of a linear classifier
defined on the data representations in the original feature space
RD , the number of samples that can be shattered (i.e., correctly
classified irrespectively of their arrangement) is equal to D+1.
On the other hand, the VC dimension of a linear classifier
defined on the data representations in F is higher. For the
most widely used kernel function, i.e. the Gaussian kernel
function κ(xi , xj ) = exp − 2σ1 2 kxi − xj k22 , it is virtually
infinite. In practice this means that, under mild assumptions,
a linear classifier applied on data representations in F can
classify all training data.
Using the definition of the kernel matrix, i.e. K = ΦT Φ,
and its PSD property, we can determine a subspace of the
corresponding kernel space F. This can be done by its spectral
decomposition K = UΛUT , leading to Φ̃ = [φ1 , . . . , φN ] =
1
Λ 2 UT , where Λ = diag(λ1 , . . . , λN ) and U ∈ RN ×N are the
eigenvalues and the corresponding eigenvectors of K. Thus,
an explicit nonlinear mapping from xi ∈ RD to φi ∈ RN is
defined, such that the d-th dimension of the training data is:
p
(1)
[Φ̃]d = λd uTd ,

where λd is the d-th largest eigenvalue of K and ud is the
corresponding eigenvector. In the case where K is centered in
F, RN is the space defined by kernel PCA [2]. Moreover, as
has been shown in [22], [23], the kernel matrix needs not to
be centered. N is called the effective dimensionality of F and
RN is the corresponding effective subspace of F. As can be
observed by Eq. (1), the effective dimensionality of F depends
on the rank of K, as for eigenvectors corresponding to zero
eigenvalues, the corresponding subspace dimensions collapse
to zero. This is essentially the same as the uncentered kernel
PCA. The kECA was proposed [5] following the uncentered
kernel approach and sorting eigenvectors
based to the size of
√
the entropy values defined as ( λd uTd 1)2 . KECA has also
been shown to be the projection that optimally preserves the
length of the data mean vector in F [24].
After sorting the eigen-vectors based on the size of either
the eigenvalues, or the entropy values, the l-th dimension of
a samples xj in the kernel subspace is obtained by:
− 21

[yj ]l = λl

uTl kj ,

(2)

where kj ∈ RN is a vector having elements [kj ]i =
κ(xi , xj ), i = 1, . . . , N . Note that the use of such an explicit
mapping preserves the discriminative power of the kernel
space, since a linear classifier on the data representations in
RN can successfully classify all N training samples.
When a lower-dimensional subspace RM , M < N of F
is sought, the criterion for selecting an eigen-pair (ud , λd ) is
defined in a generative manner, i.e. minimizing the quantity
kK − UM ΛM UTM k22 leading to selecting the eigen-pairs
corresponding to the M maximal eigen-values λ1 ≥ λ2 ≥
· · · ≥ λM in the case of kPCA, or maximizing the entropy
of the data distribution leading to selecting the eigen-pairs
corresponding to the M maximal entropy values in the case
of kECA.
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mizing:

Since the data representations in the kernel space F form
classes which are linearly separable, we make the assumption
that classes in F are unimodal. We express the distance
between classes k and m by:
d(ck , cm ) = kmk − mm k22 ,

(3)

D1:M =

=
=

d=1
N
X

d=1
N
X
d=1

=

2

=
=
=

In the above we defined CMVCA as the method preserving
the pair-wise distances between class means in F. Considering
the weighted distance
d from (6), and by
PC value of dimension
PC
exploiting that m=1 pm = 1 and e = c=1 pc ec , we have:

λd (kud k2 kek − em k2 cos(ud , ek − em )) Dd

Nk + Nm
Nk Nm

d=1

λd cos2 (ud , ek − em ).

(5)

From the above, it can be seen that the eigen-pairs of K
maximally contributing to the distance between the two class
means are those with a high eigenvalue λd and an eigenvector
angularly aligned to the vector ek − em .
We express the weighted pair-wise distance between all C
classes in S by:
D

A. CMVCA preserves the class means to total mean distances

2

2
λd uTd (ek − em )

N
X

C X
C
X

=

=
=

C X
C
X

k=1 m=1
C
X

2

k=1 m=1 d=1
N
X

λd pk pm uTd ek

+

−

=

2
uTd em

λd Dd

2
2

C
X

(6)

where each class contributes proportionally to its cardinality
pc = Nc /N, c = 1, . . . , C and
(7)

C
X

k=1 m=1
C X
C
X

k=1
C
X

pm uTd em
−

pk pm uTd ek uTd em

k=1 m=1

m=1

pk (uTd ek )2

!!

2uTd ek uTd e

+

(uTd e)2

pk (uTd ek − uTd e)2 ,

D

=
=

N
X

λd Dd = 2

d=1
N,C
X

2

d,k=1

=

2

C
X

k=1

N X
C
X

d=1 k=1



!
(10)

λd pk (uTd ek − uTd e)2(11)

p
p
pk ( λd uTd ek − λd uTd e)2

pk kmk − mk22



pk pm uTd ek uTd em

where e ∈ RN is a vector having all its elements equal to
1/N . Combining (10) with (6) we obtain:

k=1

expresses the weighted alignment of the eigenvector ud to all
possible combinations of class indicator vectors difference.
To define the subspace RM of the kernel space F that
maximally preserves the pair-wise distances between the class
means in the kernel space, we keep the M eigen-pairs mini-

C X
C
X

pk (uTd ek )2 − 2

pk uTd ek

k=1
C
X

k=1

d=1

C
C
1 XX
Dd = 2
(Nk + Nm ) cos2 (ud , ek − em )
N
m=1

k=1
C
X

k=1

=

pk pm (uTd ek )2 − 2uTd ek uTd em + (uTd em )2

pk (uTd ek )2 − 2

2

pk pm d(ck , cm )

k=1 m=1
C X
C X
N
X

(9)

αd λd Dd

where αd = 1 if dimension d is selected and αd = 0 otherwise.
Thus, in contrary to (uncentered) kPCA and kECA selecting
the eigen-pairs corresponding to the maximal eigenvalues or
entropy values, for the selection of an eigen-pair in CMVCA
both the eigenvalue λd needs to be high and the corresponding
eigenvector needs to be angularly aligned to the difference of
a pair of class indicator vectors.

where ec ∈ RN is the indicator vector for class c having
elements equal to [ec ]i = 1/Nc for φi ∈ Sc , and [ec ]i = 0
otherwise. Then, d(ck , cm ) takes the form:
λd uTd ek − uTd em

N
X
d=1

φi ∈Sc

d(ck , cm ) =

(8)

where D1:M is defined as the weighted pair-wise distance
between all C classes in S when using the M selected eigenpairs, i.e. using (6):

where mc is the mean vector of class cc in F. Since d(ck , cm )
is calculated by using elements of the kernel matrix K, i.e.
d(ck , cm ) = [kk ]k − 2[kk ]m + [km ]m , we exploit the spectral
decomposition of K and express the mean vectors in the
effective kernel subspace, i.e., mc ∈ RN with their d-th
dimension equal to:
p
1 X
[φi ]d = λd uTd ec ,
[mc ]d =
(4)
Nc

N
X

∆D = (D − D1:M )2

(12)

where m is the total mean vector in F. Thus, the eigen-pairs
selected by minimizing the criterion in (8) are those preserving
the distances between the class means to the total mean in F.
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B. CMVCA as the Euclidean divergence between the class
probability density functions
Let us assume that the data forming Sk and Sm are drawn
from the probability density functions pk (x) and pm (x),
respectively. The Euclidean divergence between these two
probability density functions is given by:
Z
Z
Z
D(pk , pm ) = p2k (x)dx−2 pk (x)pm (x)dx+ p2k (x)dx.
(13)
Given the observations of these two probability density functions in Sk and Sm , D(pk , pm ) can be estimated using
the Parzen window method [25], [26]. Let κσ (xi , ·) be the
Gaussian kernel centered at xi with width σ. Then, we have:
1 X X
κσ (xi , xj )
D̂(pk , pm ) =
Nk2
xi ∈Sk xj ∈Sk
X X
2
−
κσ (xi , xj )
Nk Nm
xi ∈Sk xj ∈Sm
1 X X
κσ (xi , xj )
+ 2
Nm
xi ∈Sm xj ∈Sm

= eTk Kek − 2eTk Kem + eTm Kem
N
X
d=1

λd uTd ek − uTd em

2

.

D=

(15)

(16)

pk pm D̂(pk , pm ).

k=1 m=1

From the above, it can be seen that the dimensions minimizing the criterion in (8), are those optimally preserving
the weighted pair-wise Euclidean divergence between the
probability density functions of the classes in the input space.
Interestingly, exploiting the PSD property of the kernel matrix,
the analysis in [27] based on the expected value of kernel
convolution operator shows that the Parzen window method
can be replaced by any PSD kernel function. Our results
are complementary to those presented in [28] studying the
connection of Rényi entropy PCA and kernel learning.

C. CMVCA in terms of uncentered PCA projections
Let us denote by vd the d-th eigenvector of the scatter
(φ)
matrix ST = Φ̃Φ̃T of the data. vd is in essence a projection
vector defined by applying uncentered kernel PCA on the input
vectors xi , i = 1, . . . , N . By using the connection between
(φ)
the eigenvectors of ST and K, i.e. uTd = √1λ vdT Φ̃ [29], D
d

=
=

2
2

C X
N
X

pk (vdT Φ̃ek − vdT Φ̃e)2

k=1 d=1
N
C
X
X
d=1



pk vdT (mk

k=1

− m)

2

!

=2

Using kvd k22 = 1, we get:
D=2

C
X

k=1

mk22

pk kmk −

N
X
d=1

N
X

D̂d(.17)

d=1

!

2

cos (vd , mk − m) . (18)

PN
2
Since
d=1 cos (vd , mk − m) = 1, the contribution of
uncentered kernel PCA axis vd to kmk − mk22 is determined
by the cosine of the angle between vd and mk −m in the sense
that the axes which are most angularly aligned with mk − m
contribute the most. This result adds to the insight provided
in [30], [24] and defines CMVCA in terms of the projections
obtained by applying uncentered kernel PCA on the input data.

D. Connection between CMVCA and KDA

Note here that the estimated Euclidean divergence between
pk (x) and pm (x) gets the same form as the distance of the
class mean vectors of classes ck and cm in (5). Thus, D in (6)
can be expressed as:
C
C X
X

D

(14)

or expressing it using the eigen-decomposition of K:
D̂(pk , pm ) =

from (11) becomes:

To analyze the connection between CMVCA and KDA, we
define the within-class scatter matrix:
S(φ)
w =

C X
X

k=1 φi ∈Sk

(φi − mk )(φi − mk )T

(19)

and the between-class scatter matrix:
(φ)

Sb

=

C
X

k=1

Nk (mk − m)(mk − m)T .
(φ)

(φ)

(20)
(φ)

The total distance is then given by ST = Sw + Sb , i.e:
(φ)

ST =

N
X
i=1

(φi − m)(φi − m)T .

(21)

Using the above scatter matrices, KDA and its variants [31],
[32] the eigenvectors vd maximizing the Rayleigh quotient:


(φ)
T r VT Sb V

,
(22)
V∗ = arg max
(φ)
VT V=I T r VT S
V
T

leading to at most C − 1 axes which are the eigenvectors
corresponding to the positive eigenvalues of the generalized
(φ)
(φ)
eigen-problem Sb v = λST v.

Here we are interested in the discrimination power in terms
of the KDA criterion of the axes vd , d = 1, . . . , N defined
from the spectral decomposition of K. Expressing the above
(φ)
projections based on the eigenvectors of ST and assuming the
data to be centered, i.e., m = 0, we have vdT Φ̃Φ̃T vd = λd .
By using pk = Nk /N and mk = Φ̃ek the Rayleigh quotient
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for axis d is equal to:
P

C
T
T
T (φ)
v
N
m
m
k
k
d
k vd
k=1
vd Sb vd
=
(φ)
vdT Φ̃Φ̃T vd
vdT ST vd
2 X

C
C
X
2
1 T
=
=
Nk √ vd Φ̃ek
Nk uTd ek
λd
k=1
k=1
=
=

C
X

k=1
C
X

k=1


2
Nk kud k2 kek k2 cos(ud , ek )
1
cos2 (ud , ek ).
Nk

from a vector belonging to the span of Φ̃. The vector e is such
a vector and, thus, can be
√used for generating the basis.
Moreover the vectors Nc ec , c = 1, . . . , C belong to the
span of√Φ̃ and also satisfy the two properties, i.e., Nk eTk ek =
1 and Nk Nm eTk em = 0, k 6= m. Thus, they can be selected
to form the first C eigenvectors of K̃. Note that from (24)
it can be seen that these vectors contribute the most to the
Rayleigh quotient criterion. To form the rest N − C bases,
we can apply an orthogonalization process on the subspaces
determined by each class indicator vector ec , each generating a
c
basis in RNP
appended by zeros for the remaining dimensions,
C
(23) leading to c=1 Nc = N eigenvectors in total.

The criterion of CMVCA from (6) and (10) for axis d
becomes:
C
X

C
2 X λd
Dd = λd Dd = 2
pk λd (uTd ek )2 =
cos2 (ud , ek ).
N
Nk
k=1
k=1
(24)
Thus, while in CMVCA an eigen-pair contributes to the
criterion based on both the size of λd and the angular
alignment between ud and the class indicator vectors ek , the
criterion of KDA selects dimensions based on only the angular
alignment between ud and the class indicator vectors ek . Note
that (23) also gives new insights on why the KDA criterion
restricts the dimensionality of the produced subspace by the
number of classes. That is, since by definition ud form an
orthogonal basis, the number of eigen-vectors that can be
angularly aligned to the class indicator vectors is restricted
by the number of classes C, which is equal to the rank of
the between-class scatter matrix for uncentered data. We will
exploit this observation to define a discriminative version of
CMVCA in the following.
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An interesting extension of CMVCA is the CMVDA,
which motivated by the connection of CMVCA with KDA
obtained by following the analysis in Subsection III-D. By
comparing (23) and (24) we see that in the case where
λd = 1, d = 1, . . . , N , the scores calculated for the kernel
subspace dimensions by CMVCA and KDA are the same.
This situation arises when the data Φ̃ is whitened, i.e. when
(φ)
ST = Φ̃Φ̃T = I, where I ∈ RN ×N is the identity matrix.
Interestingly, the information needed for whitening Φ̃ can
be directly obtained by the eigenanalysis of K = Φ̃T Φ̃,
since there is a direct connection between the eigenvalues and
(φ)
eigenvectors of ST and K [29].
Given a kernel matrix K̃ = Φ̃T Φ̃, where Φ̃ is whitened,
application of CMVCA requires eigen-decomposition of K̃
for calculating the eigen-vectors ud , d = 1, . . . , N and the
corresponding eigenvalues λd to be used for weighting the
dimensions of the kernel subspace based on (6). K̃ has all
its eigenvalues equal to λd = 1, d = 1, . . . , N and, thus, its
eigenvectors form the axes of an arbitrary basis, i.e.:

{ud }N
uTi ui = 1, uTi uj = 0, i 6= j .
(25)
d=1 ,
Such basis can be efficiently calculated by applying an orthogonalization process (e.g. Cholesky decomposition) starting

V. A PPROXIMATE KERNEL SUBSPACE LEARNING

In cases where the cardinality of S is prohibitive for
applying kernel methods, approximate kernel matrix spectral
analysis can be used. Probably the most widely used approach
is based on the Nyström method, which first chooses a set
of n << N reference vectors to calculate the kernel matrix
between the reference vectors Knn ∈ Rn×n and the matrix
KN n ∈ RN ×n containing the kernel function values between
the training and reference vectors. In order to determine the
reference vectors, two approaches have been proposed. The
first is based on selecting n columns of K using random
or probabilistic sampling [33], [34], while the second one
determines the reference vectors by applying clustering on the
training vectors [35], [36].
The Nyström-based approximation of K is given by
T
T
K ' KN n K−1
nn KN n = Φ̃n Φ̃n ,

(26)

− 21

where Φ̃n = Knn KTN n ∈ Rn×N . When the ranks of K and
Knn match, this gives an exact calculation of K and Φ̃n is
the same as Φ̃ defined in Section II. Eigen-decomposition
−1
−1
of Knn leads to Knn2 = Un Λn 2 UTn . When Knn is a nrank matrix, the matrices Φ̃Tn Φ̃n and Φ̃n Φ̃Tn have the same n
leading eigenvalues [29]. The matrix Φ̃n Φ̃Tn is an n×n matrix
and, thus, applying eigen-analysis to it can highly reduce
the computational complexity required for the calculation of
eigenvalues Λ(n) of the approximate kernel matrix. Finally,
the data representations in the approximate kernel subspace
[36] are calculated by:
−1

T
T
Φ̃n = Λ(n)2 Λ−1
n Un KN n K.

(27)

Another approach proposed for making the use of kernel
methods in big data feasible is based on explicit nonlinear
mappings. A nonlinear mapping xi ∈ RD → zi ∈ Rn is
defined such that zTi zj ' κ(xi , xj ), or by using the entire
dataset ZTn Zn ' K [37], [38].
After the calculation of the data representations in Rn either
by using the Nyström method or the randomized nonlinear
mappings, we can apply the proposed CMVCA by applying
singular value decomposition. That is, the right singular vectors corresponding to the non-zero singular values of either
of the matrices Φ̃n or Zn define the axes to be considered
for minimizing the CMVCA criterion in (6). In order to apply
CMVDA on the approximate and randomized kernel cases the
sample representations in the Rn are whitened and we follow

6

TABLE I
DATASETS USED IN EXPERIMENTS .

Dataset
MNIST-100
AR
15 scene
MIT-indoor

D
784
1200
512
512

C
10
100
15
67

N
1000
2600
4485
15620

the process described in Section IV to determine the eigenpairs used for CMVDA-based projection.
VI. E XPERIMENTS
In our experiments we used four datasets, namely the
MNIST [39], AR [40], 15 scene [41] and MIT indoor [42]
datasets. For MNIST dataset, we used the first 100 training
samples per class to form the training set and we report performance on the entire test set. For the rest datasets, we perform
ten experiments by randomly keeping half of the samples
per class for training and the remaining for evaluation, and
we report the average performance over the ten experiments.
We used the vectorized pixel intensity values for representing
images in MNIST and AR datasets. For the 15 scene and MIT
indoor datasets we used deep features generated by average
pooling over spatial dimension of the last convolution layer
of VGG network [43] trained on ILSVRC2012 database, and
we follow the approximate kernel and randomized kernel
approaches using n = 1000. Details of these datasets are
shown in Table I.
In all experiments we used the Gaussian kernel function:


kxi − xj k22
(28)
[K]ij = exp −
2σ 2

and set the value of σ equal to the mean pair-wise distance
between all training samples. In order to illustrate the effect of
using different subspace dimensionality, we used the nearest
class centroid classifier for all possible subspaces produced
by each of the methods. This means that we applied each of
the methods using the training data and obtain all projection
vectors in the order determined by the corresponding criterion. Then we measure the performance of each method on
all subspaces it determines as follows: For each projection
dimensionality, we map the data to the kernel subspaces
determined by all methods. We calculate the class means in
the corresponding subspace using the training data and we
perform nearest class centroid classification on the test data.
This classifier was selected since it is the simplest linear
classifier. This allows us to compare the (nonlinear) subspace
learning methods in a more fair manner, compared to using
other classifier choices. All experiments were conducted on a
PC with i5 CPU at 2.3 GHz and 12GB RAM, using MATLAB
2016a.
Figure 1 illustrates the performance obtained by applying
kPCA, kECA, KDA and the proposed CMVCA, CMVDA
and the variant of CVMDA-R using the random basis of the
kernel matrix produced by whitened kernel effective space (Eq.
(25)) as a function of the subspace dimensionality. CMVCA

performs on par with kPCA and kECA on MNIST-100 and
AR datasets, while it outperforms them for small subspace
dimensionalities in 15 scene and MIT Indoor. In 15 scene
dataset, CMVCA clearly outperforms kPCA and kECA, probably due to the unimodal structure of classes obtained by using
features coming from the last convolutional layer of the VGG
network. CMVDA and KDA outperform kPCA, kECA and
CMVCA by using a small subspace dimensionality (equal to
C and C − 1, respectively) while the performance obtained by
applying the CMVDA-R variant gradually increases to match
the performance of CMVDA when all the dimensions are used.
Figure 2 illustrates the Rayleigh quotient values as a function of the dimensionality of the subspace produced by all
methods for the AR and MIT indoor datasets. As can be seen,
the value of the Rayleigh quotient of the subspaces obtained
by applying the unsupervised methods are, as expected, low.
The subspaces obtained by KDA lead to a high value, which
is gradually decreasing as more dimensions are added. This is
expected, since the number of meaningful projections defined
by the KDA criterion is restricted by the number of classes
(φ)
(due to the rank of Sb being equal to C − 1). CMVDA
leads to subspaces with a high Rayleigh quotient value which
is gradually reduced, similarly to KDA. This is due to that,
based on Eq. (24), the subspace dimensions obtained by the
CMVDA need to be angularly aligned with the class indicator
vectors ek , k = 1, . . . , C. Since the eigenvectors of K need
to also be orthogonal, the number of projections which can
be angularly aligned to the class indicator vectors is upperbounded by the number of classes. Similar behaviors were
observed for the rest of the datasets.
VII. C ONCLUSION
In this paper, we proposed a component analysis method,
called Class Mean Vector Component Analysis (CMVCA), for
kernel-based dimensionality reduction preserving the distances
between the class means in the kernel space. We provided an
analysis of the proposed criterion which shows that it also
determines the subspace dimensions preserving the distances
between the class means to the total mean in the kernel space,
as well as the Euclidean divergence of the class probability
density functions in the input space. Moreover, we showed that
the proposed criterion, while expressing different properties,
has relations to the criteria used in (uncentered) kPCA, kECA
and KDA. The latter connection leads to a discriminant analysis extension of the proposed method for multi-class problems,
called Class Mean Vector Discriminant Analysis (CMVDA).
The advantages of the proposed approach compared to
kPCA, kECA and KDA, include a) a clear interpretation of the
obtained projections, since (as detailed in Sections III and IV)
the projections obtained by the proposed approach need to be
angularly aligned to the class indicator vectors defined based
on the labels of the training data, b) the projections obtained
by the proposed CMVDA method can be directly defined as
scaled versions of the class indicator vectors leading to an
efficient calculation of the kernel subspace, since their calculation trivial, and c) as was shown in Section V the proposed
methods can be easily combined with randomized and lowrank kernel matrix approximation approaches for performing
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Fig. 1. Classification rate vs. subspace dimensionality. From top-left to bottom-right: MNIST-100, AR, 15 scene using Nyström approximation, 15 scene
using random features, MIT indoor using Nyström approximation and MIT indoor using random features.
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Abstract—Performing fast few-shot learning is increasingly
important in a number of embedded applications. Among them,
a form of gradient-descent free learning known as Weight
Imprinting was recently established as an efficient way to perform
few-shot learning on Deep Learning (DL) accelerators that do
no support back-propagation, such as Edge Tensor Processing
Units (Edge TPUs). Despite its efficiency, WI comes with a
number of critical limitations. For example, WI cannot effectively
handle multimodal novel categories, while it is especially prone
to overfitting that can have devastating effects on the accuracy of
the models on novel categorizes. To overcome these limitations, in
this paper we propose a robust hypersphere-based WI approach
that allows for regularizing the training process in an imprintingaware way. At the same time, the proposed formulation provides
a natural way to handle multimodal novel categories. Indeed, as
demonstrated through the conducted experiments, the proposed
method leads to significant improvements over the baseline WI
approach.
Index Terms—Weight Imprinting, Few-shot Learning, Edge
TPU, Embedded Deep Learning

I. I NTRODUCTION
Deep Learning (DL) has achieved remarkable results on a
wide range of especially challenging problems [1], which span
from image understanding and visual questioning answering
problems [2], to natural language processing [3], and video
analysis [4]. Despite the success of DL on the aforementioned
areas, DL models require powerful hardware both during the
training process, as well as during the inference. The development of advanced Graphics Processing Units (GPUs) [5],
as well as Tensor Processing Units (TPUs) [6], allowed for
accelerating both the training and inference processes, as well
as lowering the energy requirements of DL. However, most of
these accelerators remain too bulky for many embedded applications, including robotics [7] and Internet-of-Things (IoT) applications [8], leading to developing extremely energy efficient
hardware for accelerating only the inference process, such
as Edge TPUs [9]. These platforms can lead to tremendous
improvements in terms of operations/Watt. However, being
designed to support inference-only operations, they are unable
to support back-propagation, rendering impossible to perform
on-device training. These limitations severely restrict their
applications on open-word settings, which frequently occur
in many applications, e.g., robotics [10], where DL models
should be able to promptly adapt to emerging categories that
were not seen during the training. This problem is known as

few-shot learning or low-shot learning [11], [12], [13], where
models are required to learn new categories and generalize the
already encoded knowledge using just a few labeled examples.
Despite the large number of few-shot learning methods
proposed in the literature [11], [12], [13], [14], just a few of
them support inference-only DL accelerators. Perhaps the most
widely known is the Weight Imprinting (WI) approach [15],
which was recently proposed as the default way to perform
training on the Google’s Edge TPU accelerator. WI allows for
extending the classes a DL model can recognize by performing
gradient descent-free learning. To this end, an appropriate
vector prototype is calculated for each novel class and, then,
this prototype vector is imprinted in the last classification
layer of a DL model. Note that this process does not require
back-propagating any gradients through the network, while the
required calculations can be efficiently performed using an
embedded CPU, rending the whole process extremely efficient.
However, WI suffers from significant limitations, that hinders its application in many real-world cases. First of all,
WI implicitly assumes that the distribution of the features
extracted from the DL model for novel categories will be
unimodal. While this assumption usually holds for the distribution of classes for which the DL model was trained,
there is no guarantee that this will hold for novel categories,
which were never presented to the network during the training
process. Furthermore, the impact of the training process on the
actual performance on the network during few-shot learning
has not been adequately examined in existing literature. More
specifically, as we also experimentally demonstrate in this
paper, there seems to be a direct connection between maintaining the variance of the embeddings around the prototypes
and the generalization abilities of a representation/model on
unknown classes. This is not a surprising result, since it
is well known that overfitted representations almost always
lead to worse generalization (after a certain point) [16], [17],
[18]. This naturally leads us to the following question: Is
it possible to design a representation in which the variance
around the prototypes will be deliberately controlled to achieve
the perfect balance between overfitting and underfitting instead
of relying on early-stopping, implicit regularization or other
heuristics to maintain enough variance? Also note that maintaining the variance will allow more information about the inclass similarities/dissimilarities to be encoded in the resulting

representation.
The main contribution of this paper is a novel weight
imprinting method, which is capable of overcoming the aforementioned limitations. To this end, the proposed method learns
a regularized embedding by maintaining the variance around
the prototypes in a structured way. The proposed approach
provides an effective a way to directly handle novel categories
with multimodal distributions, as well as natively supports
few-shot learning. To the best of our knowledge, in this
paper we propose the first variance-preserving approach for
performing imprinting-aware few-shot learning.
The rest of this paper is structured as follows. First, the
proposed method is derived and discussed in Section II. Then,
the proposed method is evaluated and compared to regular WI
under different scenarios in Section III. Finally, conclusions
are drawn and future research directions are discussed in
Section IV.

The proposed method aims to learn a carefully designed
feature space to more effectively support weight imprinting.
To this end, a centroid-based loss, which uniformly distributes
the embedding vectors within a radius r around each prototype (centroid), is employed. Furthermore, to ensure that
the prototypes are discriminative enough it is required that
the minimum distance between two prototypes is at least
ρ > 2r. This process is illustrated in Fig. 1. After learning a
representation that fulfills the aforementioned requirements we
can directly classify a new sample, perform gradient descentfree few-shot learning, detect and handle multimodal novel
classes and detect intrusion to the existing classes that can
lower the performance of the model.
A. Embedding Extractor Training
First, we will describe the proposed imprinting-aware training process. Let φ(x) ∈ Rm be the output of a neural network,
where m is the dimensionality of the embeddings extracted
from the network, when presented with an input sample x.
Also, let wi be the prototype vector for the i-th class used
during the training process and Xi be the set of samples that
belong to the class i. Then, to ensure that the embeddings will
be uniformly distributed around each class prototype wi ∈ Rm
we define the appropriate class-induced loss as:
NC X
1 X
2
(||φ(x) − wl ||2 −αr) ,
N

w̃i = wi + N (0, σ).

(2)

At the same time, each prototype wi is required to be at a
distance of at least ρ from each other prototype (to ensure that
there is no overlapping between the hyperspheres that enclose
the embeddings of each class). To this end, we also define the
prototype loss as:
Lp =

NC
NC
X
X
1
max(0, ρ − ||wi − wj ||2 ).
NC (NC − 1) i=1
j=1,i6=j

(3)
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Lc =

various radiuses around the corresponding center, significantly
improving the generalization abilities of the representation,
as we will demonstrate later in Section III. Note that by
setting r = 0, the loss Lclass degenerates to the regular
center loss [19]. Furthermore, to further model the uncertainty
regarding the class prototypes, we can use Gaussian noise to
corrupt the prototypes as:

(1)

l=1 x∈Xl

where N is the total number of training samples, NC is the
total number of training classes, ||·||2 denotes the l2 norm
of a vector and α ∈ [0, 1] is a number drawn uniformly
from the range [0...1]. During the optimization a different
random value is drawn for α for each sample and iteration,
leading to a uniform distribution of the embeddings within
a radius r from each wi . Even though this process does
not ensure that the full space around wi will be occupied,
it ensures that the embeddings will be sampled uniformly at

Therefore, the model parameters, along with the prototypes,
are optimized during the training to minimize the following
loss:
L = Lc + γLp ,
(4)
where γ is a hyper-parameter parameter that alters the weight
of the prototype loss (set to 1 for all the experiments conducted
in this paper).
B. Classification and Few-shot Learning
To classify an input sample we can directly choose the class
that corresponds to the prototype with the smaller distance to
the extracted embedding φ(x). The network can be used in a
similar fashion as a one trained using the softmax activation
simply by using a final classification layer that calculates the
membership value for each prototype/class probabilities as:
pi (x) =

1
.
1 + ||φ(x) − wi ||2

(5)

It is worth noting that the probability distribution can be
smoothed or sharpened by appropriately transforming it, e.g.,
using the softmax function with appropriately tuned temperature, if needed.
To perform few-shot learning we can simply augment the
final classification layer with an additional prototype vector
wn calculated as:
1 X
φ(x),
(6)
wn =
|Xn |
x∈Xn

where Xn is the set that contains the training samples for
the novel category. Note that similarly to regular WI, no
gradient descent-based optimization is required for extending
the classifier to support novel classes. However, as we further
demonstrate in Section III, the regularized nature of the
learned feature space leads to significantly better performance
compared to regular WI.

Train Class
Novel Class 1

< 1

Train Class

Novel Class 2

< 1

||

−

||2 >

′

Fig. 1. Weight Imprinting using Hyperspheres: The representation space is constructed in a way that natively supports imprinting and spreads the embeddings
in hyperspheres with radius r (the in-class variance is better preserved). Note that the proposed method also allow for detecting when the imprinting process
cannot be performed safely (e.g., note the potential overlap between the second novel class and the j-th class).

C. Detecting and handling multimodal novel categories
There are several ways to detect if the distribution of a
novel class is indeed multimodal. In this paper, we propose
using a quite simple, yet effective way: we propose directly
detecting multimodal categories by clustering the embedding
vectors extracted for a novel category. If we detect centers
that are at distance greater than r (or any other user-defined
threshold) from each other, then a hypersphere with radius of r
cannot enclose the embeddings of the novel class. To address
this, we can simply add one or more prototypes (according
to the number of centers that are at distance greater than r)
to model the distribution of the novel class. In this way, one
class can be represented using more than one prototype. On
the other hand, if the centers of the clusters are within a radius
of r, then we assume that proposed classification scheme can
directly handle the distribution of the novel class (even though
there is no guarantee that the distribution is not multimodal).
III. E XPERIMENTAL E VALUATION
The proposed method was evaluated using two different
image datasets, the MNIST dataset [20] and the Animals
with Attributes (AwA2) dataset [21], in order to measure
its performance under two different settings. For the MNIST
dataset the first 5 classes were used to train the model, while
the remaining 5 classes were used for few-shot learning and
evaluation. For the AwA2 dataset [21] the first 40 classes
were used for training the model, and the rest of the classes
were employed for evaluating the performance of the proposed
method. The performance evaluation was repeated 5 times
using different training samples for the novel classes (except
for the hyper-parameter evaluation experiments) and the mean
and standard deviation is reported. For the MNIST dataset
the employed neural network was composed of a 3 × 3
convolutional layer with 32 filters, followed by a 2 × 2 max
pooling layer, another 3×3 convolutional layer with 64 filters,

an additional 2 × 2 max pooling layer and a fully connected
layer with 256 neurons. For the AwA2 dataset we used a
pretrained ResNet101 to extract feature vectors (as described
in [21]) that were then fed to two fully connected layers
with 2048 and 512 neurons respectively. The relu activation
function was used for all the layers [22]. The models were
trained using the Adam optimizer with a learning rate of 10−3
for 20 training epochs for the MNIST dataset and of 10−4 for
20 training epochs for the AwA2 dataset [23].
First, we evaluated the effect of altering the minimum
distance ρ between the different class prototypes wi , while
keeping the radius fixed to r = 0. The results are presented in
Table I. Increasing the minimum distance between the class
prototypes seems to have a positive effect on the classification
accuracy, both for the novel split (denoted by “Novel”) and
the combined split of novel and training classes (denoted by
“All”). This was expected since the learned representation is
not capable of perfectly collapsing the embeddings to the
corresponding prototypes, even though the radius was set to
r = 0. Therefore, keeping a quite large margin between
the different prototypes helps to reduce the risk of wrongly
classifying a sample.
Next, we also evaluated the effect of altering the radius r on
the learned representation. In Section II it was conjectured that
spreading the training embeddings in a hypersphere of radius
r will have a positive regularization effect on the learned representation by allowing the model to capture and better model
the in-class variations. Indeed, as demonstrated in Table II,
the classification accuracy increases by more than 14% for the
novel split, and by 1.8% for the combined split. This confirms
our hypothesis that collapsing the embeddings to the class
centers, without any form of regularization, can significantly
reduce the classification accuracy, especially when dealing
with classes that were not seen during the training process
and using powerful models that can overfit the training data.
Next, we evaluated the proposed method using a 1-shot, 2-

TABLE I
E VALUATING THE EFFECT OF THE HYPER - PARAMETERS ρ ON THE 2- SHOT
LEARNING ACCURACY OF THE PROPOSED IMPRINTING METHOD ON BOTH
THE NOVEL CATEGORIES (“N OVEL” SPLIT ) AND THE COMBINED NOVEL
AND TRAINING CATEGORIES (“A LL” SPLIT ).

Min. Distance ρ

Novel

All

1
2
5
10
20

56.28
56.24
58.53
61.02
53.82

77.79
77.42
78.66
80.06
76.51

TABLE II
E VALUATING THE EFFECT OF THE HYPER - PARAMETERS r ON THE 2- SHOT
LEARNING ACCURACY OF THE PROPOSED IMPRINTING METHOD ON BOTH
THE NOVEL CATEGORIES (“N OVEL” SPLIT ) AND THE COMBINED NOVEL
AND TRAINING CATEGORIES (“A LL” SPLIT ).

Radius r

Novel

All

0
4
5
6

61.02
64.51
69.57
66.86

80.06
80.59
81.55
78.26

shot and 5-shot evaluation protocol on the MNIST dataset.
The results are reported in Table III. Two variants of the
proposed method were evaluated: “Proposed-”, where r = 0
and σ = 0 were used, and “Proposed”, where r = 5 and
σ = 0.05 were used. The proposed method was also compared
to the plain Weight Imprinting (WI) approach [15], using an
initial scaling value of c = 10. Again, it was confirmed that
using the proposed variance preserving approach improves the
performance over simply using a center-based loss, allowing
for outperforming the regular WI method on all the evaluation
splits and few-shot learning setups. It is worth noting that
the accuracy for all the evaluated methods is relatively low
compared to the state-of-the-art, since neither WI or the
proposed method perform any kind of optimization according
to a discriminative objective.
To demonstrate the ability of the proposed method to handle
multimodal classes we also evaluated the proposed approach
using an additional multimodal split of the MNIST dataset.
This split was compiled by merging two succeeding classes
into one, e.g., “0” and “1” were merged into a new class,
“2” and “3” into another, and so on. Then, the three first
classes (digits 0 to 5) were used for training and the remaining
two of them (6 to 9) for evaluating the few-shot learning
performance. The evaluation results are reported in Table IV.
The employed threshold was used to detecting whether a class
distribution is multimodal (by clustering the training data into
two clusters and measuring the distance between the resulting
centroids). If the distance of the resulting centers was greater
than the specified threshold, then two prototypes were used per
novel class. Again, note that the variance-preserving variant of
the proposed method greatly outperforms the baseline variant

TABLE III
MNIST: E VALUATING THE ACCURACY OF IMPRINTING METHODS ON
BOTH THE NOVEL CATEGORIES (“N OVEL” SPLIT ) AND THE COMBINED
NOVEL AND TRAINING CATEGORIES (“A LL” SPLIT ).
Method

Split

1-shot

2-shot

5-shot

WI
ProposedProposed

Novel
Novel
Novel

WI
ProposedProposed

All
All
All

52.44 ± 7.4
47.46 ± 9.9
57.93 ± 4.2

66.95 ± 4.3
59.98 ± 2.6
68.72 ± 5.1

72.51 ± 2.6
66.60 ± 3.7
75.20 ± 3.5

57.51 ± 5.8
73.27 ± 4.7
73.66 ± 3.9

58.35 ± 6.4
79.46 ± 1.5
79.09 ± 6.0

64.49 ± 3.2
82.88 ± 1.8
84.23 ± 1.3

TABLE IV
MNIST M ULTIMODAL : E VALUATING THE ACCURACY OF IMPRINTING
METHODS ON THE NOVEL CATEGORIES .
Method

Thres.

WI
ProposedProposed

-

Proposed
Proposed
Proposed

5
4
3

2-shot

4-shot

10-shot

55.81 ± 11.7
42.07 ± 6.5
60.95 ± 4.0

65.17 ± 12.3
47.40 ± 9.6
71.03 ± 5.5

78.89 ± 2.6
55.47 ± 2.4
75.69 ± 1.0

62.36 ± 3.4
66.47 ± 5.0
66.78 ± 4.9

70.00 ± 5.3
71.52 ± 2.3
73.99 ± 5.6

75.69 ± 1.0
75.11 ± 2.8
82.69 ± 1.5

(“Proposed-”), as well that using the proposed multimodal
handling approach (with a correctly tuned threshold) allows
for significantly improving the performance of the proposed
method, outperforming all the other evaluated approaches.
Finally, we also evaluated the performance of the proposed
method using a more challenging dataset, the AwA2 dataset.
The results are reported in Table V. We report evaluation
results only for the novel categories, since due to the small
number of training samples, all the data from the training
categories were used for training the model. As before, the proposed method leads to significant performance improvements
over the plain WI method, while it still outperforms the HWImethods. The smaller differences between HWI- and HWI can
be possibly attributed to the the smaller learning capacity of
the employed network (the risk of overfitting the representation
is higher when more powerful networks are employed). Note
that slightly different hyper-parameters were used for the HWI
method in this experiment: ρ = 20, r = 10, and σ = 0.

TABLE V
AWA2: E VALUATING THE ACCURACY OF IMPRINTING METHODS ON THE
COMBINED NOVEL AND TRAINING CATEGORIES SPLIT.
Method
WI
ProposedProposed

1-shot

2-shot

5-shot

51.03 ± 3.71
54.55 ± 3.31
56.14 ± 2.70

61.33 ± 2.73
68.44 ± 3.17
70.16 ± 2.63

75.23 ± 1.85
76.95 ± 2.12
77.85 ± 1.84

IV. C ONCLUSIONS
In this paper we proposed a novel hypersphere-based weight
imprinting approach that maintains all the advantages of regular WI [15], i.e., it is able to readily extent a pretrained neural
network to classify samples from novel categories simply by
adding new weight vectors in the final classification layer
without requiring to perform any form of back-propagation
to this end. At the same time, the proposed method was
capable to overcome significant limitations of WI by being
able to learn regularized representations that provide better
generalization for classes which were not seen during the
training and provide a straightforward way to directly handle
novel categories with multimodal distributions. The proposed
method was extensively evaluated on two image datasets,
outperforming the regular WI approach. However, it is worth
noting that the imprinting process is still quite behind traditional gradient descent-based learning approaches.
There are several interesting future research directions. First,
even though the proposed clustering-based multi-modality
detection led to adequate results, several most sophisticated
methods can be used for detecting whether the distribution
of a novel class is indeed multimodal. Also, to better spread
the in-class samples in the volume of the hypersphere we
employed a stochastic process that randomly distributes the
samples in various radiuses. However, this process ignores the
actual geometry of the data. More advanced methods that take
into account the actual manifold of the data, e.g., by using data
from a previous layer and then distilling the information to the
last layer [24], [25], can be employed. Finally, the proposed
hypersphere-based loss showed a great potential for improving
regular training tasks as well. Therefore, it can be potentially
successfully used even for regular classification tasks, further
improving the accuracy of the corresponding models.
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Abstract—Several deep supervised hashing techniques have
been proposed to allow for querying large image databases.
However, it is often overlooked that the process of information
retrieval can be modeled using information-theoretic metrics,
leading to optimizing various proxies for the problem at hand
instead. Contrary to this, we propose a deep supervised hashing
algorithm that optimizes the learned codes using an informationtheoretic measure, the Quadratic Mutual Information (QMI). The
proposed method is adapted to the needs of large-scale hashing
and information retrieval leading to a novel information-theoretic
measure, the Quadratic Spherical Mutual Information (QSMI),
that is inspired by QMI, but leads to significant better retrieval
precision. Indeed, the effectiveness of the proposed method is
demonstrated under several different scenarios, using different
datasets and network architectures, outperforming existing deep
supervised image hashing techniques.

I. I NTRODUCTION
The vast amount of data available nowadays, combined with
the need to provide quick answers to users’ queries, led to the
development of several hashing techniques. Hashing provides
a way to represent images using compact codes, which allows
for performing fast queries in large image databases. Early
hashing methods, e.g., Locality Sensitive Hashing (LSH) [1],
focused on extracting generic codes that could, in principle,
describe every possible image and information need. However, it was later established that supervised hashing, which
learns hash codes that are tailored to the task at hand, can
significantly improve the retrieval precision. In this way, it
is possible to learn even smaller hashing codes, since the
extracted code must only encode the information needs for
which the users are actually interested in. However, note
that the extracted hash codes must also encode part of the
semantic relationships between the encoded objects, to allow
for providing a meaningful ranking of the retrieved results.
Many supervised hashing methods have been proposed in
recent years [2], [3], [4], [5], [6], [7]. However, most of these
methods do not employ an information-theoretic modeling
of the process of information retrieval. Instead, they directly
optimize various proxies for the problem at hand. For example,
many methods employ the pairwise distances between the images [8], [9], [10], or are based on sampling triplets that must
satisfy specific relationships according to the given ground
truth [11], [12]. On the other hand, information-theoretic
measures, such as entropy and mutual information [13], have

been proven to provide robust solutions to many machine
learning problems, e.g., classification [13]. However, only a
few steps towards using these measures for supervised hashing
tasks have been made so far [14].
In this paper, we discuss the connection between an
information-theoretic measure, the Mutual Information (MI),
and the process of information retrieval. More specifically,
we argue that mutual information can naturally model the
process of information retrieval, providing a solid framework
to develop retrieval-oriented supervised hashing techniques.
Even though MI provides a sound formulation for the problem
of information retrieval, applying it in real scenarios is usually
intractable, since there is no fast way to calculate the actual
probability densities, which are involved in the calculation
of MI. The great amount of data as well as their high
dimensionality further complicate the practical application of
such measures.
The main contribution of this paper is the proposal of a
deep supervised hashing algorithm that optimizes the learned
codes using a variant of an information-theoretic measure, the
Quadratic Mutual Information (QMI) [15]. The architecture of
the proposed method is shown in Fig. 1. To derive a practical
algorithm that can scale to large datasets:
1) We adapt QMI to the needs of supervised hashing by
employing a similarity measure that leads to higher precision in retrieval applications. This gives rise to the proposed Quadratic Spherical Mutual Information (QSMI).
It is also experimentally demonstrated that the proposed
QSMI is more robust compared to the classical Gaussianbased Kernel Density Estimation used in QMI [15], while
it does not require tuning any hyper-parameters.
2) We propose using a more smooth optimization objective
employing a square clamping approach. This allows for
significantly improving the stability of the optimization,
while reducing the risk of converging to bad local minima.
3) We adapt the proposed approach to work in batch-based
setting by employing a method that dynamically estimates
the prior probabilities, as they are observed within each
batch. In that way, the proposed method can scale to
larger datasets.
The proposed method is extensively evaluated using three

image datasets, including the two standard datasets used for
evaluating supervised hashing methods, the CIFAR10 [16] and
NUS-WIDE [17], and it is demonstrated that it outperforms
the existing state-of-the-art techniques.
It is worth noting that MI has been also investigated to
aid various aspects of the retrieval process. In [18], [19] MI
is employed to provide relevance feedback, while in [20],
[14] MI is used to provide updates for online hashing. More
specifically, in [14], the Shannon’s definition for MI is used,
leading to employing a Monte Carlo sampling scheme to
approximate the MI, together with a differentiable histogram
binning technique. Our approach is different, since instead of
approximating the MI through random sampling, we analytically derive computationally tractable solutions for calculating
MI through a QMI formulation. To the best of our knowledge,
this is the first work that employs a quadratic spherical mutual
information loss fully adapted to the needs of deep supervised
hashing. The employed formulation is fully differentiable
allowing for end-to-end optimization of deep neural networks
for any retrieval-related task.
The rest of the paper is structured as follows. The proposed method is presented in detail in Section II, while the
experimental evaluation is provided in Section III. Finally,
Section IV concludes the paper. Additional experiments and
details regarding the used experimental setup are also provided
in the supplementary material.

To be able to measure how well an information retrieval
system works, a ground truth set that contains a set of information needs and the corresponding images that fulfill these
information needs is usually employed. Let M be the number
of information needs Q = {q1 , q2 , ..., qM }. Then, for each in(i)
(i)
(i)
formation need qi , a set of images Qi = {y1 , y2 , ..., yNi },
(i)
where yj ∈ Rn is the representation of the j-th image that
fulfills the i-th information need, is given. Please note that the
notation yj is used to refer to the representation of the j-th
image (out of N images) of the dataset, while the notation
(i)
yj is used to refer to the representation of the j-th image
(out of Ni images) that fulfills the information need qi . We
use this overloaded notation to simplify the presentation of the
proposed approach. Also, note that since all images contained
in Qi fulfill the same information need, they can be all used as
queries to express the information need qi . However, there are
also other images, which are usually not known beforehand,
which also express the same information need and they can be
also used to query the database. The distribution of the images
that fulfill the i-th information need can be modeled using the
conditional probability density function p(y|qi ).
Let Y be a random vector that represents the images and
Q be a random variable that represents the information needs.
The Shannon’s entropy of information needs, which expresses
the uncertainty regarding the information need that a randomly
sampled image fulfills, is defined as [13]:

II. P ROPOSED M ETHOD
a) Information Retrieval and Mutual Information: Let
Y = {y1 , y2 , ..., yN } be a collection of N images, where
yi ∈ Rn is the representation of the i-th image extracted using
an appropriate feature extractor, e.g., a deep neural network.
Also, note that even though the term “information need” is
used to described a textual query in traditional Information
Retrieval [21], in this work we use this term to describe
any possible need that arises from a user’s query, which is
not necessarily limited to textual queries. Therefore, in this
paper we focus on the case of content-based image retrieval
(CBIR) [22], [23], where each information need is expected by
an image query. However, this is without loss of generality,
since the proposed method can be used for other types of
retrieval as well, e.g., text-based retrieval [24]. Note that the
information needs that an image actually fulfills depend on
both its content and the needs of the users, since, depending
on the application, the interests of the users are usually focused
on a specific area. For example, an image of a man entering
a bank represents different information needs for a forensics
database used by the police to identify suspects and for
a generic web search engine. The problem of information
retrieval can be then defined as follows: Given an information
need q retrieve the images of the collection Y that fulfill this
information need and rank them according to their relevance
to the given information need. Since this work focuses on
content-based information retrieval, the information need q is
expressed through a query image, which is usually not part of
the collection Y .

H(Q) = −

X

(1)

P (q)log(P (q)),

q

where P (q) is the prior probability of the information need
q, i.e., the probability that a random image of the collection
fulfills the information need q. Note that above definition
implicitly assumes
P that the information needs are mutually
exclusive, i.e., q P (q) = 1, or equivalently, that each image
satisfies only one information need. This is without loss of
generality, since it is straightforward to extend this definition
to the general case, where each image can satisfy multiple
information needs, e.g., by measuring the entropy of each
information need separately:
H(Q) = −

X
q


P (q)log(P (q)) + (1 − P (q))log(1 − P (q)) .

(2)
To simplify the presentation of the proposed method, we
assume that the information needs are mutually exclusive.
Nonetheless, the proposed approach can be still used with
minimal modifications, as we also experimentally demonstrate
in Section III, even when this assumption does not hold.
When the query vector is known, then the uncertainty of
the information need that it fulfills can be expressed by the
conditional entropy:
H(Q|Y) = −

Z

y

p(y)

X
q

!

p(q|y)log(p(q|y)) dy.

(3)

Fig. 1. Pipeline of the proposed method: A deep convolutional neural network (CNN) is used to extract a representation that can be used to directly obtain
a binary hash code. The network is optimized using the proposed Quadratic Spherical Mutual Information loss that is adapted towards the needs of image
hashing.

Mutual information is defined as the amount by which the uncertainty for the information needs is reduced after observing
the query:
I(Q, Y) = H(Q) − H(Q|Y)
XZ
p(q, y)
=
p(q, y)log(
)dy
P (q)p(y)
y
q

(4)

It is easy to see that MI can be interpreted as the KullbackLeibler divergence between p(q, y) and P (q)p(y). It is desired
to maximize the MI between the representation of the images
Y and the information needs Q, since this ensures that the
uncertainty regarding the information need, which a query
image expresses, is minimized. Also, note that MI models
the intrinsic uncertainty regarding the query vectors, since
it employs the conditional probability density between the
information needs and the images, instead of just a limited
collection of images. In that way, it accounts for all the
possible queries that can be used to express each possible
information need. On the other hand, it is usually intractable to
directly calculate the required probability density p(y|qi ) and
the corresponding integral in Eq. (4), limiting the practical
applications of MI. However, as it is demonstrated later, it
is possible to estimate the aforementioned probability density
and derive a practical algorithm that maximizes the MI between a representation and a set of information needs.
b) Quadratic Mutual Information: When the aim is not
to calculate the exact value of MI, but to optimize a distribution
that maximizes the MI, then a quadric divergence metric,
instead of the Kullback-Leibler divergence, can be used. In
that way, the Quadratic Mutual Information (QMI) is defined
as [15]:
XZ
2
IT (Q, Y) =
(p(q, y) − P (q)p(y)) dy.
(5)
q

y

By expanding Eq. (5), QMI can be expressed as the sum of
three information potentials as:

IT (Q, Y) = VIN (Q, Y)+VALL (Q, Y)−2VBT W (Q, Y), (6)
where
VIN (Q, Y) =

XZ
q

y

p(q, y)2 dy,

(7)

VALL (Q, Y) =
and
VBT W (Q, Y) =

XZ

P (q)2 p(y)2 dy,

(8)

p(q, y)P (q)p(y)dy.

(9)

y

q

XZ

y

q

To calculate these quantities, the probability P (q) and
the densities p(y) and p(q, y) must be estimated. The prior
probabilities depend only on the distribution of the information
needs in the collection of images. Therefore, for the i-th
i
information need: P (qi ) = N
N , where Ni is the number of
images that fulfill the i-th information need. The conditional
density of the images that fulfill the i-th information need can
be estimated using the Parzen window estimation method [25]:
p(y|qi ) =

Ni
1 X
(i)
K(y − yj , σ 2 ),
Ni j=1

(10)

where K(y, σ 2 ) is used with slight abuse of notation to refer to
K(y, σ 2 I), i.e., the Gaussian kernel with diagonal covariance
matrix Σ = σ 2 I, which is defined as:
1
1
K(y, Σ) =
exp(− yT Σ−1 y), (11)
2
(2π)n/2 det(Σ)1/2
where I denotes the identity matrix. Then, the joint probability
density can be estimated as:
p(qi , y) = p(y|qi )P (qi ) =

Ni
1 X
(i)
K(y − yj , σ 2 ),
N j=1

(12)

while the density of all the images as:
p(y) =

N
1 X
K(y − yj , σ 2 ).
N j=1

(13)

By substituting these estimations into the definitions of the
information potentials, the following quantities are obtained:
Nk
M Nk X
1 XX
(k)
(k)
VIN (Q, Y) = 2
K(yi − yj , 2σ 2 ),
N
i=1 j=1

(14)

k=1

1
VALL (Q, Y) = 2
N

2
M 
X
Nk

k=1

N

!

N X
N
X
i=1 j=1

K(yi − yj , 2σ 2 ),
(15)

and
VBT W (Q, Y) =





Nk X
M
N
1 X  Nk X
(k)
K(yi − yj , 2σ 2 )
N2
N i=1 j=1
k=1

(16)

where the following property regarding the convolution between two Gaussian kernels was used:
Z
K(y − yi , σ 2 )K(y − yj , σ 2 )dy = K(yi − yj , 2σ 2 ) (17)
y

The information potential VIN expresses the interactions between the images that fulfill the same information need, the
information potential VALL the interactions between all the
images of the collection, while the potential VBT W models
the interactions of the images that fulfill a specific information
need against all the other images. Therefore, the QMI formulation allows for the fast calculation of MI, since the MI is
expressed as a weighted sum over the pairwise interactions of
the images of the collection. Using Parzen window estimation
with a Gaussian kernel for estimating the probability density
leads to the implicit assumption that the similarity between two
images is expressed through their Euclidean distance. Thus,
the images that fulfill an information need expressed by a
query vector q can be retrieved simply using nearest-neighbor
search.
c) Deep Hashing using Quadratic Spherical Mutual Information Optimization: Despite its advantages. QMI still
suffers from several limitations: For example, QMI involves
the calculation of the pairwise similarity matrix between all the
images of a collection. This quickly becomes intractable, as the
size of the collection increases. Also, selecting the appropriate
width for the Gaussian kernels is not always straightforward,
as a non-optimal choice can distort the feature space and slow
down the optimization. Furthermore, it was experimentally
observed that directly optimizing the QMI is prune to bad
local minima, due to the linear behavior of the loss function
that fails to distinguish between the pairs of images that cause
high error and those which have a smaller overall effect on
the learned representation.
To overcome the limitations, we propose the Quadratic
Spherical Mutual Information (QSMI). Instead of relying on
the Euclidean distance between two samples, as in the regular
QMI, the angle between two samples is used. In this case,
the Gaussian distribution can be replaced with an appropriate
circular distribution, e.g., the von Misses distribution [26].
However, such distributions significantly complicate the process of deriving efficient solutions for calculating QMI. Instead
of this, the proposed QSMI directly replaces the Gaussian
kernel, used for calculating the similarity between two images
in the information potentials of Eq. (14), (15), and (16), with
the cosine similarity:


y1T y2
1
+1 ,
(18)
Scos (y1 , y2 ) =
2 ky1 k2 ky2 k2

where k·k2 is the l2 norm of a vector. In that way, we maintain
the computationally efficient QMI formulation and avoid the

need for manually tuning the width parameter of the Gaussian
kernel. It is worth noting that the proposed QSMI method
is not mathematically equivalent to replacing the Gaussianbased density estimation with cosine-based kernels, e.g., in the
density estimation provided in (12). Instead, it is inspired by
the QMI formulation, employing the convenient properties of
Gaussian kernels to extract an efficient closed-form estimation,
which is then substituted by a different kernel. Therefore,
QSMI is defined as:
cos
cos
cos
ITcos (Q, Y) = VIN
(Q, Y) + VALL
(Q, Y) − 2VBT
W (Q, Y),
(19)
where
Nk
M Nk X
1 XX
(k)
(k)
Scos (yi , yj ),
(20)
N2
k=1 i=1 j=1
2 ! X
M 
N X
N
X
1
N
k
cos
VALL
(Q, Y) = 2
Scos (yi , yj ),
N
N
i=1 j=1
k=1
(21)
and



X
Nk X
M
N
X
N
1
k
(k)
cos

Scos (yi , yj ) .
VBT
W (Q, Y) =
N2
N i=1 j=1
cos
VIN
(Q, Y) =

k=1

(22)
Note that when the information needs are equiprobable, i.e.,
1
, then QSMI can be simplified as:
P (q) = M
cos
cos
ITcos (Q, Y) = VIN
(Q, Y) − VBT
W (Q, Y).

(23)

Therefore, when this assumption holds, QSMI can be easily
implemented just by defining the similarity matrix S ∈ RN ×N ,
where [S]ij = Scos (yi , yj ) and the notation [S]ij is used to
refer to the i-th row and j-th column of matrix S. Then, QSMI
can be calculated as:


1 T
1
cos
S 1N ,
(24)
IT = 2 1N ∆ S −
N
M
where the indicator matrix is defined as:


1, if the i-th and the j-th documents fulfill the
[∆]ij
same information need


0, otherwise.
(25)

The notation 1N ∈ RN is used to refer an N -dimensional
vector of 1s, while the operator
denotes the Hadamard
product between two matrices. This formulation also allows
for directly handling information needs that are not mutually
exclusive. In that case, the values of the indicator matrix
are appropriately set to 1, if two images share at least one
information need.
Instead of directly optimizing the QSMI, we propose using a
“square clamp” around the similarity matrix S, smoothing the
optimization surface. That is, instead of directly maximizing
∆ S and minimizing S, we proposed maximizing ∆ (1 −
S) (1−S) and minimizing S S. In this way, the values of the
similarity matrix are “clamped” around 1 and 0 respectively.

This formulation penalizes the pairs with larger error more
heavily than those with smaller error, allowing for discovering
more robust solutions. Therefore, the final the loss function is
re-derived as:


1
1
LQSM I = 2 1TN ∆ (S − 1) (S − 1) − (S S) 1N
N
M
(26)
Indeed, as we also experimentally demonstrate in the ablation
study given in Section III, this modification can significantly
improve the optimization stability, leading to better solutions.
Note that the complexity for calculating QSMI is quadratic,
cos
cos
cos
since calculating VIN
, VALL
and VBT
W require a quadratic
number of similarity calculations, i.e., O(N 2 ). To allow for
scaling to larger datasets, batch-based optimization is used.
That allows for reducing the complexity of QMI from O(N 2 )
to just O(NB2 ) for one optimization step, where NB is the used
batch size that typically ranges from 64 to 256. Therefore,
the total complexity for completing one training epoch is
reduced from O(N 2 ) to O(N NB ). However, this implies that
each batch will contain images only from a subsample of
the available information needs. This in turn means that the
observed in-batch prior probability P (q) will not match the
collection-level prior, leading to underestimating the influence
of the potential VALL to the optimization. To account for this
discrepancy, we propose a simple heuristic to estimate the inbatch prior, i.e., the value of M in Eq. (26): M is estimated
as
M = NB2 /(1TNB ∆1NB ),
(27)
where NB is the batch size. To understand the motivation
behind this, consider that if the whole collection was used
for the optimization, then the number of 1s in ∆ would be:
N 2
) = 1TN ∆1N . Solving this equation for M yields the
M(M
value used for approximating M . Note that the value of M is
not constant and depends on the distribution of the samples in
each batch. It was experimentally verified that this heuristic
indeed improves the performance of the proposed method over
using a constant value for M .
d) Deep Supervised Hashing using QSMI: The proposed
QSMI is used to train a deep neural network to extract short
binary hash codes, as shown in Fig. 1. Let x be the raw
representation of an image (e.g., the pixels of an image) and
let y = fW (x) ∈ Rn be the output of a neural network fW (·),
where W denotes the matrix of the parameters of the network
and n is the length of the hash code. Apart from learning
a representation that minimizes the JQSM I loss, the network
must generate an output that can be easily translated into a
binary hash code. Several techniques have been proposed to
this end, e.g., using the tanh function [27]. In this work,
the output of the network is required to be close to two
possible values, either 1 or -1. Therefore, the used hashing
regularizer is defined, following the recent deep supervised
hashing approaches [28], as:
Lhash =

N
X
i=1

k|yi |−1n k1 ,

(28)

where |·| denotes the absolute value operator and ||·||1 denotes
the l1 norm. The final loss function is defined as:
L = LQSM I + αLhash ,

(29)

where α is the weight of the hashing regularizer. The network fW (·) can be then trained using gradient descent, i.e.,
∂J
. After training the network, the hash codes can
∆W = − ∂W
be readily obtained using the sign(y) function.
III. E XPERIMENTAL E VALUATION
A. Datasets and Hyper-parameters
Three datasets were used for evaluating the proposed
method. The first one, the Fashion MNIST dataset is composed
of 60,000 training images and 10,000 test images [29]. The
whole training set was used to train the networks and build
the database, while the test set was used to query the database
and evaluate the performance of the methods. The CIFAR-10
dataset was also used for evaluating the proposed method [16],
while again the whole training set was used to train the
networks and build the database. The test set was used to query
the database and evaluate the performance of the methods.
Finally, the third dataset used for the evaluation is the NUSWIDE, which is a large-scale dataset that contains 269,648
images that belong to 81 different concepts [17]. The images
were resized to 224 × 224 pixels before feeding them to the
network. Following [30], only images that belong to the 21
most frequent concepts, i.e., 195,834 images, were used for
training/evaluating the methods. Each image might belong
to multiple different concepts, i.e., the information needs
are not mutually exclusive. For evaluating the methods, two
images were considered relevant if they share at least one
common concept, which is the standard protocol used for this
dataset [30]. Similarly to the other two datasets, the whole
training set (193,734 randomly sampled images) was used
to train the networks and build the database, while 2,100
randomly sampled queries (100 from each category) were
employed to evaluate the methods.
The hyper-parameters employed for the conducted experiments are summarized in Table I. We selected the best
parameters for the two other evaluated methods, i.e., DSH
and DPSH, by performing line search for each parameter.
The Adam optimizer [31], with the default hyper-parameters,
was used for the optimization. The learning rate was set to
η = 0.001, while batches of 128 samples were used. The
experiments were repeated 5 times and the mean value of each
of the evaluated metrics is reported, except otherwise stated.
All the datasets were preprocessed to have zero mean and unit
variance, according to the statistics of the dataset used for the
training.
For the experiments conducted on the Fashion MNIST
dataset a relatively simple Convolutional Neural Network
(CNN) architecture was employed, as shown in Table II. For
the CIFAR10 dataset, a DenseNet-BC-190 (growth rate 40 and
compression rate 2) [32], which was pretrained on the CIFAR
dataset, was used. For the NUS-WIDE dataset, a DenseNet201 (growth rate 32 and compression rate 2), which was

TABLE I
PARAMETERS USED FOR THE CONDUCTED EXPERIMENTS
Parameter

Method

Epochs
α
α
η

all
DSH
QSMIH
DPSH

F. MNIST

CIFAR10

50
5
10−5
10−5
10−2
10−2
5*
3
(3 for 36-48 bits)

NUS-WIDE
50
10−5
10−1
5

TABLE II

N ETWORK ARCHITECTURE USED FOR THE FASHION MNIST DATASET
Layer
Convolution
Max Pooling
Convolution
Max Pooling

Kernel Size
5×5
2×2
5×5
2×2

Dense

-

Filters / Neurons
32
-

Activation
ReLU [34]
-

64
-

ReLU [34]
-

equal to code length

-

TABLE IV
FASHION MNIST E VALUATION ( THE M AP FOR DIFFERENT HASH CODE
LENGTHS IS REPORTED )
Method

12 bits

24 bits

36 bits

DSH
DPSH
QSMIH

0.761 ± 0.018
0.767 ± 0.023
0.842 ± 0.012

0.792 ± 0.012
0.773 ± 0.005
0.857 ± 0.004

0.809 ± 0.008
0.774 ± 0.008
0.858 ± 0.007

TABLE V
CIFAR10 E VALUATION ( THE M AP FOR DIFFERENT HASH CODE LENGTHS
IS REPORTED )
Method

8 bits

12 bits

24 bits

36 bits

48 bits

DSH*
DPSH*
QSMIH

0.936
0.776
0.962

0.958
0.933
0.970

0.967
0.971
0.971

0.970
0.971
0.971

0.970
0.971
0.971

Results using our implementation of DSH [28] and DPSH [30].

First, an ablation study was performed using the Fashion
MNIST data. The effect of various design choices, i.e., using
or not the proposed clamped loss and spherical formulation, is
evaluated in Table III. The mean Average Precision (mAP) is
averaged over 5 runs, while the code length was set to 48 bits
for these experiments. The precision for retrieved documents
withing hamming distance 2 from the query is also reported.
Several conclusions can be drawn from the results reported
in Table III. First, employing the proposed clamped loss,
instead of directly optimizing the QMI (σ = 10), improves
the hashing precision, confirming our hypothesis regarding the
benefits of using the proposed clamped loss. The value for the
width (σ = 10) was selected after performing cross-validation

experiments to ensure a fair comparison between the QMI and
QSMI methods. Indeed, when the spherical formulation is used
(QSMI method), then the mAP further increase to 86.1% from
72.7% (standard QMI formulation).
The proposed method was compared to two other stateof-the-art techniques, the Deep Supervised Hashing (DSH)
method [28] and the Deep Pairwise Supervised Hashing
(DPSH) method [30]. The evaluation results are shown in
Table IV. The proposed method is abbreviated as “QSMIH”
and significantly outperforms the other two state-of-the-art
pairwise hashing techniques, highlighting the importance of
using theoretically-sound objectives for learning deep supervised hash codes.
The evaluation results for the CIFAR10 dataset are reported
in Table V. The proposed method outperforms all the other
techniques by a large margin for small code lengths, i.e.,
8 and 12 bits. For larger hash codes, the proposed method
performs equally well with the DSH and DPSH methods.
However, the proposed method is capable of achieving almost
the same performance as the DSH and DPSH methods using
less than half the bits, highlighting the expressive power of
the proposed technique. The proposed QSMIH method was
evaluated using the larger-scale NUS-WIDE dataset, as shown
in Table VI. Again, the proposed method outperforms the rest
of the evaluated methods for any code length. Note that the
improvements obtained with the proposed method are larger
for this more challenging dataset, compared to CIFAR-10.

TABLE III
A BLATION STUDY USING THE FASHION MNIST DATASET ( THE M AP IS
REPORTED )

TABLE VI
NUS-WIDE E VALUATION ( THE M AP FOR DIFFERENT HASH CODE
LENGTHS IS REPORTED )

pretrained on the Imagenet dataset [33], was also employed.
The feature representation was extracted from the last average
pooling layers of the network. Then, two fully connected
layers were used: one with NH neurons and rectifier activation
functions, and one with as many neurons as the desired code
length (no activation function was used for the output layer).
The size of hidden layer was set to NH = 64 for the CIFAR10
dataset and to NH = 2048 for the NUS-WIDE dataset. To
speedup the training process for these two datasets, we backpropagated the gradients only to the last two layers of the
network
B. Experimental Evaluation

Clamped

Spherical

mAP

precision (< 2bits)

Method

8 bits

12 bits

24 bits

36 bits

48 bits

No
Yes
Yes

No
No
Yes

0.727 ± 0.008
0.816 ± 0.009
0.861 ± 0.004

0.674 ± 0.021
0.864 ± 0.010
0.876 ± 0.004

DSH
DPSH
QSMIH

0.660
0.735
0.746

0.659
0.748
0.753

0.671
0.759
0.766

0.689
0.758
0.764

0.694
0.755
0.763

TABLE VII
CIFAR10 E VALUATION : C OMPARISON WITH OTHER STATE - OF - THE - ART
APPROACHES ( THE M AP FOR DIFFERENT HASH CODE LENGTHS IS
REPORTED )
Method
DNNH
DSH
DPSH
HashNet
HashGAN
PGDH
MIHash
QSMIH

Source

16 bits

32 bits

64 bits

[5]
[5]
[5]
[5]
[6]
[5]
[7]
-

0.555
0.689
0.646
0.703
0.668
0.736
0.760
0.762

0.558
0.691
0.661
0.711
0.731
0.741
0.776
0.776

0.623
0.716
0.686
0.739
0.749
0.762
0.761
0.780

For all the evaluated methods, apart from the proposed one, the results are as reported
in the corresponding literature (please refer to “Source”). The same setup and neural
network architecture are used for the evaluated methods.

Finally, the proposed method was also compared to other
competitive deep supervised methods in Table VII. The
proposed method is compared to DNNH [35], DSH [28],
DPSH [30], HashNet [36], MIHash [20], [14], HashGAN [6]
and PGDH [5] methods using the same evaluation protocol,
i.e., 1,000 test images are sampled, 5,000 images are used
for training the models and the rest of them are used to
form the database. Note that the results for the competitive
methods are as reported in the corresponding literature [5], [6],
[7], while we also used the same neural network architecture
(AlexNet [37]) for the experiments conducted using the proposed method. The proposed method significantly outperforms
most of the evaluated methods, including the recently proposed HashGAN [6] and PGDH [5] methods. It also achieves
comparable performance with the MIHash approach for 16
and 32 bits. However, for longer hash codes (64 bits), it
slighltly further increases the mAP to 0.78 from 0.76 (next
best performing method).
IV. C ONCLUSIONS
A deep supervised hashing algorithm, adapted to the needs
of large-scale hashing, which optimizes the learned codes using an information-theoretic measure, the Quadratic Spherical
Mutual Information, was proposed. The proposed method was
evaluated using three different datasets and evaluation setups
and compared to other state-of-the-art supervised hashing
techniques. The proposed method outperformed all the other
evaluated methods regardless the size of the used dataset
and the training setup, exhibiting a significantly more stable
behavior than the rest of the evaluated methods.
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ABSTRACT
Progressive Neural Network Learning is a class of algorithms
that incrementally construct the network’s topology and optimize its parameters based on the training data. While this
approach exempts the users from the manual task of designing and validating multiple network topologies, it often requires an enormous number of computations. In this paper,
we propose to speed up this process by exploiting subsets of
training data at each incremental training step. Three different sampling strategies for selecting the training samples according to different criteria are proposed and evaluated. We
also propose to perform online hyperparameter selection during the network progression, which further reduces the overall
training time. Experimental results in object, scene and face
recognition problems demonstrate that the proposed approach
speeds up the optimization procedure considerably while operating on par with the baseline approach exploiting the entire
training set throughout the training process.
Index Terms— Subset Selection, Core-set Problem, Progressive Neural Network Learning
1. INTRODUCTION
Progressive Neural Network Learning (PNNL) [1, 2, 3, 4, 5,
6, 7, 8] aims to build the network’s topology incrementally
depending on the training set given for the specific problem
at hand. At each incremental training step, a PNNL algorithm adds a new set of neurons to the existing network topology and optimizes the new synaptic weights using the entire
training set. Thus, throughout the network’s topology progression, the number of times the PNNL algorithm iterates
through the entire training set is very high. For large datasets,
this approach leads to an enormous computational cost and
long training process. In this paper, we propose to perform
the optimization of each incremental training step using only
a subset of the training data. Our motivation in doing so is
two-fold. Firstly, optimizing with respect to a subset of the
training data leads to lower overall computational cost; Secondly, the use of different subsets of data at each incremental
step promotes specialization of different sets of neurons at
capturing different patterns in the data.

The idea of subset sampling for training machine learning methods has been proposed in different contexts in literature. With the motivation of reducing the expense of labeling data for training, methods following the active learning paradigm [9] seek to define a sampling strategy that selects a sample to be labeled among a large pool of unlabeled
data for the next learning round. While the active learning
paradigm considers the problem of data selection in an (initially) unsupervised setting, in the context of PNNL we take
advantage of the available labeling information for subset selection. Directly related to our work are methods selecting
a subset of data formed by the most representative samples
[10, 11, 12, 13]. These methods however only consider the
data selection process once based on the input data representations and the available labels. The selected subset of data is
then used to train a model with fixed capacity. Different from
this line of works, we propose to perform subset sampling at
every incremental step of the PNNL process with selection
strategies that can also take into account the data representations learned by the current network’s tolpology.
When building a learning system, the development process often requires running multiple experiments to select the
best values for the hyper-parameters associated with the learning model. For neural networks, such hyper-parameters correspond to the values used e.g. for the weight decay coefficient,
or the dropout percentage. In existing PNNL algorithms, the
value associated with each hyper-parameter is fixed throughout the entire training process, and the best combination of the
hyper-parameter values is usually selected by following a grid
search strategy training multiple models each corresponding
to a different combination of hyper-parameter values. Different from that (traditional) approach, we propose to incorporate the hyper-parameter selection process into each incremental training step, enabling adaptive hyper-parameter assignment during the network’s topology progression process.
Coupled with the speed up gained from subset sampling, this
further accelerates the overall training process and improves
generalization performance as indicated by our experimental
results.
The remainder of the paper is organized as follows: Section 2 reviews Progressive Neural Network Learning and the
subset sampling strategies in different learning contexts. Sec-

tion 3 describes the proposed progressive network training
method. In Section 4, we detail our experimental setup and
present empirical results. Section 5 concludes our work.
2. RELATED WORKS
2.1. Progressive Neural Network Learning
In Progressive Neural Network Learning (PNNL), an algorithm starts with an initial network topology and gradually
increases the capacity of the model by adding and optimizing new blocks of neurons following an iterative optimization process [1, 2, 3, 4, 5, 6, 7, 8, 14, 15]. When a new set
of neurons is added to the current network topology, different PNNL algorithms determine different rules to form new
synaptic connections from the new neurons to the existing
ones. For example, in I-ELM [1] and BLS [4], the progression
strategies only allow the algorithms to learn networks with
one and two hidden layers, respectively, while other PNNL
algorithms such as PLN [3], StackedELM [2] or HeMLGOP
[7] can generate multilayer networks.
Regarding the adopted optimization strategies, many algorithms employ random hidden neurons to relax the optimization objective to a convex form and use convex optimization techniques to achieve global solutions such as [1,
4, 2, 3]. While this approach is computationally efficient
and often comes with certain theoretical guarantees, most algorithms are sensitive to hyper-parameter selection and require extensive evaluation of a large set of hyper-parameter
values. Besides, these algorithms often construct very large
network topologies to achieve good performance. Recently,
the authors in [7] proposed HeMLGOP, a PNNL algorithm
that combines both randomization process and stochastic optimization to progressively train networks of heterogeneous
neurons. Since HeMLGOP not only optimizes the network’s
topology but also the functional form of each neuron, the resulting network are both compact and efficient. This, however, comes with a much higher training computational cost
compared to those employing random neurons and convex optimization.
As a variant of HeMLGOP algorithm which only optimizes the network’s topology with the standard Perceptron,
Progressive Multilayer Perceptron (PMLP) yields a good
trade-off between optimization complexity, topology compactness and learning capability. Thus, in this paper we apply
our proposal to speed-up and enhance PMLP. Although our
investigation in this paper limits to only PMLP, the proposed
method can be generalized to all PNNL algorithms as will be
indicated in the next Section.
2.2. Subset Sampling
In Active Learning, query-acquiring or pool-based method
refers to a class of algorithms that uses different sampling
strategies to select the most informative samples from a

pool of unlabeled data. The most representative examples
in this category of methods include the information-theoretic
method in [16], the ensemble method in [17], and the method
based on uncertainty heuristics in [18]. For a comprehensive
review of active learning methods, we refer the reader to [9].
Subset sampling methods have also been proposed in different contexts. For example, submodular function optimization for selecting a subset of samples was proposed in [13]
to speed up neural network training. To study sample redundancy, [11] performs clustering using representations generated by a pre-trained model, while [19] measures the importance of a sample via the gradient information. In the context of dataset compression and distributed learning, [12] optimizes sample selection and model’s parameters iteratively
based on convex optimization.
3. PROPOSED METHOD
3.1. Subset Sampling
Let us denote by T = {(xi , yi )|i = 1, . . . , N } the training set formed N samples with xi and yi being the i-th
sample and its label, respectively. Let us also denote by
fk (x, Θk , Λk ) the function induced by the neural network’s
topology at the progression step k, where Θk representing the
set of parameters to optimize, and Λk representing the set of
hyper-parameters.
At step k, instead of optimizing fk with respect to Θk on
T, we propose to solve the optimization problem on a subset
Sk ⊂ T having cardinality M  N , i.e.:
arg min
Θk

X

(xj ,yj )∈Sk

L fk (xj , Θk , Λk ), yj



(1)

where L denotes the loss function. To this end, we evaluate
three different sample selection methods defined based on the
following criteria:
• Random Sampling: at each progression step k, we form
Sk by uniformly selecting M samples from T. Although random sampling has been theoretically proven
to be inferior to other sampling strategies in many
learning contexts [20, 21, 9, 13], as it will be shown by
our empirical study, this is not necessarily the case for
PNNL. Throughout the architecture progression process, random sampling ensures diverse sets of samples
being iteratively presented to the network, thus promoting diversity of the newly added neurons with respect
to the existing ones.
• Top-M Sampling based on miss-classification: at each
progression step k, this method computes the loss induced by each sample in T using the network’s
 topology learned at step k − 1, i.e., L fk−1 (xi ), yi , and selects the top M samples which induce the highest loss

Table 1. Test accuracy (%). bold-face results indicate the best
performance in each column.
Models

Caltech256 MIT
Subset Percentage 10%
PMLP-Random
80.27
69.93
PMLP-Top-Loss
73.08
66.28
PMLP-C-Top-Loss
77.92
66.73
Subset Percentage 20%
PMLP-Random
70.21
61.87
PMLP-Top-Loss
74.64
66.13
PMLP-C-Top-loss
72.16
68.61
Subset Percentage 30%
PMLP-Random
72.99
63.66
PMLP-Top-Loss
72.61
65.64
PMLP-C-Top-loss
72.63
61.91
Full Set
PMLP
79.48
69.29
StackedELM [2]
56.66
61.69
PLN [3]
78.29
67.46

CelebA
90.33
82.68
84.67
79.61
87.38
81.66
83.03
86.30
84.98
87.99
45.37
87.82

values. Since the loss values directly provide supervisory signal when updating the model’s parameters,
by conditioning on the current model’s knowledge expressed via fk−1 , this strategy enforces a given algorithm to learn new blocks of neurons which can correctly classify the most difficult cases.
• Top-M Sampling based on diverse miss-classification:
while the previous sampling method solely considers
the most difficult to classify samples, this strategy also
aims to promote diversity and reduce similarity among
the selected samples. To do so, we perform K-Means
clustering using fk−1 (xi ) as inputs. The number of
clusters C, which is pre-defined, can be set using simple heuristics such as being equal to the number of
classes in classification tasks. We also compute the
loss value induced by each sample using fk−1 and select the top m samples that induce highest loss values
for every cluster, with m = bM/Cc.
3.2. Online Hyperparameter Selection
In most existing PNNL algorithms, the value of each hyperparameter is fixed throughout the network’s topology progression. An algorithm is run for all combinations of hyperparameter values defined a-priori, and the hyper-parameter
values combination leading to the best performance on the
validation set is selected for final model deployment.
Since PNNL algorithms gradually increase the complexity of the neural network, it is intuitive that the model might
require different degrees of regularization at different stages.
Besides, with subset sampling incorporated, we train new
blocks of neurons with different subsets of training samples
at each step, which might require different hyperparameter
configurations. Thus, instead of performing hyper-parameter
selection in an offline fashion, we propose to incorporate the

Table 2. Number of unique samples (in thousands) selected
by each strategy during network topology construction
Models

Caltech256 MIT
Subset Percentage 10%
PMLP-Random
16.5
7.8
PMLP-Top-Loss
8.3
4.3
PMLP-C-Top-Loss
12.0
4.0
Subset Percentage 20%
PMLP-Random
22.4
10.9
PMLP-Top-Loss
14.0
6.8
PMLP-C-Top-loss
18.0
7.7
Subset Percentage 30%
PMLP-Random
23.9
12.4
PMLP-Top-Loss
17.5
7.8
PMLP-C-Top-loss
19.50
9.7

CelebA
41.7
16.1
18.4
46.6
31.1
35.7
47.7
33.9
38.0

hyper-parameter selection procedure into progressive learning at every incremental step.
Particularly, let H be the set of all hyper-parameter values combinations, and Q be the cardinality of H. At each
progression step k, after determining Sk , we solve Q optimization problems corresponding to Q assignments of hyperparameter values:
Θhk = arg min
Θk

∀Λhk

X

(xj ,yj )∈Sk

L fk (xj , Θk , Λhk ), yj

∈H



(2)

The algorithm then selects Θhk that achieves the best performance on the validation set for the newly added block of
neurons. Online selection not only ensures the best hyperparameter values selection for each newly added block of
neurons, but also reduces the computation overhead incurred
when running Q individual network progression steps.
4. EXPERIMENTS
To evaluate the effectiveness of the proposed subset sampling
and online hyper-parameter selection method, we perform
experiments on publicly available datasets designed for object recognition (Caltech256 [22]), indoor scene recognition
(MIT [23]) and face recognition (CelebA [24]) problems. For
CelebA dataset, we used a subset of 60000 images corresponding to 500 identities. In each dataset, 80%, 10% and
10% of the data were used for training, validation and testing,
respectively. The inputs to all PNNL algorithms are deep
features (global average pooling of the last convolution layer)
from a pre-trained network on ImageNet dataset [25]. We
demonstrate subset sampling with subset percentage of 10%,
20%, 30%, and online hyper-parameter selection on PMLP.
As previously mentioned, the adopted PMLP follows the progression rule of HeMLGOP in [7]. Here we should note that

Table 3. Average time taken to optimize one block of neurons
(in seconds)
Models

Caltech256 MIT
Subset Percentage 10%
PMLP-Random
6.7
3.4
PMLP-Top-Loss
5.6
2.7
PMLP-C-Top-Loss
8.11
3.0
Subset Percentage 20%
PMLP-Random
10.3
5.5
PMLP-Top-Loss
6.6
4.14
PMLP-C-Top-loss
12.6
4.3
Subset Percentage 30%
PMLP-Random
12.4
6.3
PMLP-Top-Loss
12.6
4.8
PMLP-C-Top-loss
15.1
5.5
Full Set
PMLP
72.2
30.5
StackedELM [2]
2.9
1.5
PLN [3]
113.7
17.2

CelebA
20.1
10.8
17.6
27.8
18.9
35.7
34.5
38.6
44.7
170.3
8.7
528.4

subset selection was used to only speed-up the network progression process (topology construction); the final topologies
were fine-tuned with the full set of training data. We also
evaluated other PNNL algorithms, namely StackedELM [2]
and PLN [3] which run on the full training set at each step.
For detailed information about our experiment protocols and
hyper-parameter setting, we refer the readers to our publicly
available implementation of this work1 .
Table 1 shows the recognition accuracy on the test set of
all models on the three datasets. For compact presentation,
we refer to the proposed PMLP variants based on Random
Sampling, Top-M Sampling based on miss-classification and
Top-M Sampling based on diverse miss-classification by
PMLP-Random, PMLP-Top-Loss and PMLP-C-Top-Loss,
respectively. Different from the empirical results obtained
in other learning contexts, the best performing subset selection strategy is random sampling at the lowest percentage
level (10%). In fact, PMLP-Random at 10% performs better than all other algorithms, including the original PMLP.
This can be attributed to the effects of both random subset
sampling and online hyper-parameter selection. Random
sampling with a small percentage leads to the general effect
that different blocks of neurons are optimized with respect
to diverse subsets of data. The final network after optimization can be loosely seen as an ensemble of smaller networks.
On the other hand, when a subset of data persists being
miss-classified throughout the network’s topology progression process, the corresponding sampling strategies will bias
the algorithm to select only these samples and reduce the
diversity of information presented to the network.
Table 2 shows the total number of unique samples selected by each algorithm following different sampling strategies. This table reflects the degree of diversity in the inputs
1 https://github.com/viebboy/SIPL

Table 4. Total time taken to perform all experiments (in
hours)
Models

Caltech256 MIT
Subset Percentage 10%
PMLP-Random
5.2
3.1
PMLP-Top-loss
6.5
3.6
PMLP-C-Top-Loss
7.9
4.0
Subset Percentage 20%
PMLP-Random
5.2
2.6
PMLP-Top-loss
6.5
3.6
PMLP-C-Top-loss
8.6
3.8
Subset Percentage 30%
PMLP-Random
5.4
2.8
PMLP-Top-loss
7.0
3.6
PMLP-C-Top-loss
7.8
4.1
Full Set
PMLP
18.4
6.0
StackedELM [2]
0.19
0.17
PLN [3]
862.1
100.0

CelebA
14.5
18.9
23.8
14.4
18.3
24.7
14.8
19.5
24.8
56.3
0.3
5185

observed by different networks trained with different sampling strategies. It is clear that the numbers are much higher
for random sampling. While the original PMLP presents
greater amount of information to the network during progression, every block of neurons in PMLP observes the same set
of data, which might lead to over-fitting.
Table 3 shows the average time taken to optimize one
block of neurons in each algorithm while Table 4 shows the
total time taken to perform experiments for a particular setting. Every experiment run was performed on the same node
configuration (4 CPU cores, 16 GB of RAM). It is clear that
using subset selection, the average time taken at each step of
PMLP is greatly reduced (Table 3). Combining subset selection and online hyper-parameter selection, the total experiment time is significantly lower (Table 4).
5. CONCLUSION
In this work, we proposed subset sampling and online hyperparameter selection to speed up and enhance PNNL algorithms. Empirical results demonstrated with PMLP show that
proposed approach can not only accelerate the optimization
procedure in PMLP but also improve the generalization performance of the resulting networks.
6. ACKNOWLEDGEMENT
This project has received funding from the European Union’s
Horizon 2020 research and innovation programme under
grant agreement No 871449 (OpenDR). This publication reflects the authors views only. The European Commission is
not responsible for any use that may be made of the information it contains.

7. REFERENCES
[1] G.-B. Huang and L. Chen, “Convex incremental extreme learning machine,” Neurocomputing, vol. 70,
no. 16-18, pp. 3056–3062, 2007.
[2] H. Zhou, G.-B. Huang, Z. Lin, H. Wang, and Y. C.
Soh, “Stacked extreme learning machines,” IEEE transactions on cybernetics, vol. 45, no. 9, pp. 2013–2025,
2014.
[3] S. Chatterjee, A. M. Javid, M. Sadeghi, P. P. Mitra,
and M. Skoglund, “Progressive learning for systematic design of large neural networks,” arXiv preprint
arXiv:1710.08177, 2017.
[4] C. P. Chen and Z. Liu, “Broad learning system: An effective and efficient incremental learning system without the need for deep architecture,” IEEE transactions
on neural networks and learning systems, vol. 29, no. 1,
pp. 10–24, 2017.
[5] S. Kiranyaz, T. Ince, A. Iosifidis, and M. Gabbouj,
“Progressive operational perceptrons,” Neurocomputing, vol. 224, pp. 142–154, 2017.
[6] D. T. Tran, S. Kiranyaz, M. Gabbouj, and A. Iosifidis, “Progressive operational perceptron with memory,” arXiv preprint arXiv:1808.06377, 2018.
[7] D. T. Tran, S. Kiranyaz, M. Gabbouj, and A. Iosifidis,
“Heterogeneous multilayer generalized operational perceptron,” IEEE transactions on neural networks and
learning systems, 2019.
[8] D. T. Tran and A. Iosifidis, “Learning to rank: A progressive neural network learning approach,” in ICASSP
2019-2019 IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP), pp. 8355–
8359, IEEE, 2019.

[13] S. Banerjee and S. Chakraborty, “Deepsub: A novel subset selection framework for training deep learning architectures,” in 2019 IEEE International Conference on
Image Processing (ICIP), pp. 1615–1619, IEEE, 2019.
[14] D. T. Tran, J. Kanniainen, M. Gabbouj, and
A. Iosifidis, “Data-driven neural architecture learning
for financial time-series forecasting,” arXiv preprint
arXiv:1903.06751, 2019.
[15] D. T. Tran, S. Kiranyaz, M. Gabbouj, and A. Iosifidis,
“Knowledge transfer for face verification using heterogeneous generalized operational perceptrons,” in 2019
IEEE International Conference on Image Processing
(ICIP), pp. 1168–1172, IEEE, 2019.
[16] D. J. MacKay, “Information-based objective functions
for active data selection,” Neural computation, vol. 4,
no. 4, pp. 590–604, 1992.
[17] A. K. McCallumzy and K. Nigamy, “Employing em
and pool-based active learning for text classification,”
in Proc. International Conference on Machine Learning
(ICML), pp. 359–367, Citeseer, 1998.
[18] S. Tong and D. Koller, “Support vector machine active
learning with applications to text classification,” Journal
of machine learning research, vol. 2, no. Nov, pp. 45–
66, 2001.
[19] K. Vodrahalli, K. Li, and J. Malik, “Are all training
examples created equal? an empirical study,” arXiv
preprint arXiv:1811.12569, 2018.
[20] Y. Freund, H. S. Seung, E. Shamir, and N. Tishby, “Selective sampling using the query by committee algorithm,” Machine learning, vol. 28, no. 2-3, pp. 133–168,
1997.
[21] R. Gilad-Bachrach, A. Navot, and N. Tishby, “Query by
committee made real,” in Advances in neural information processing systems, pp. 443–450, 2006.

[9] B. Settles, “Active learning literature survey,” tech. rep.,
University of Wisconsin-Madison Department of Computer Sciences, 2009.

[22] G. Griffin, A. Holub, and P. Perona, “Caltech-256 object
category dataset,” 2007.

[10] O. Sener and S. Savarese, “Active learning for convolutional neural networks: A core-set approach,” arXiv
preprint arXiv:1708.00489, 2017.

[23] A. Quattoni and A. Torralba, “Recognizing indoor
scenes,” in 2009 IEEE Conference on Computer Vision
and Pattern Recognition, pp. 413–420, IEEE, 2009.

[11] V. Birodkar, H. Mobahi, and S. Bengio, “Semantic redundancies in image-classification datasets: The
10% you don’t need,” arXiv preprint arXiv:1901.11409,
2019.

[24] Z. Liu, P. Luo, X. Wang, and X. Tang, “Deep learning
face attributes in the wild,” in Proceedings of the IEEE
international conference on computer vision, pp. 3730–
3738, 2015.

[12] H. Shokri-Ghadikolaei, H. Ghauch, C. Fischione, and
M. Skoglund, “Learning and data selection in big
datasets,” in International Conference on Machine
Learning (ICML), 2019.

[25] K. Simonyan and A. Zisserman, “Very deep convolutional networks for large-scale image recognition,”
arXiv preprint arXiv:1409.1556, 2014.

D4.1: First report on deep environment active perception and cognition

7.12

248/300

EfficientPS: Efficient Panoptic Segmentation

The appended paper follows.

OpenDR

No. 871449

EfficientPS: Efficient Panoptic Segmentation

arXiv:2004.02307v2 [cs.CV] 19 May 2020

Rohit Mohan · Abhinav Valada

Abstract Understanding the scene in which an autonomous
robot operates is critical for its competent functioning. Such
scene comprehension necessitates recognizing instances of
traffic participants along with general scene semantics which
can be effectively addressed by the panoptic segmentation
task. In this paper, we introduce the Efficient Panoptic Segmentation (EfficientPS) architecture that consists of a shared
backbone which efficiently encodes and fuses semantically
rich multi-scale features. We incorporate a new semantic
head that aggregates fine and contextual features coherently
and a new variant of Mask R-CNN as the instance head. We
also propose a novel panoptic fusion module that congruously integrates the output logits from both the heads of our
EfficientPS architecture to yield the final panoptic segmentation output. Additionally, we introduce the KITTI panoptic
segmentation dataset that contains panoptic annotations for
the popularly challenging KITTI benchmark. Extensive evaluations on Cityscapes, KITTI, Mapillary Vistas and Indian
Driving Dataset demonstrate that our proposed architecture
consistently sets the new state-of-the-art on all these four
benchmarks while being the most efficient and fast panoptic
segmentation architecture to date.
Keywords Panoptic Segmentation · Semantic Segmentation · Instance Segmentation · Scene Understanding
1 Introduction
Holistic scene understanding plays a pivotal role in enabling
intelligent behavior. Humans from an early age are able to
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Figure 1 Overview of our proposed EfficientPS architecture for panoptic segmentation. Our model predicts four outputs: semantics prediction
from the semantic head, and class, bounding box and mask prediction from the instance head. All the aforementioned predictions are
then fused in the panoptic fusion module to yield the final panoptic
segmentation output.

effortlessly comprehend complex visual scenes which forms
the bases for learning more advanced capabilities (Bremner
and Slater, 2008). Similarly, intelligent systems such as robots should have the ability to coherently understand visual
scenes at both the fundamental pixel-level as well as at the distinctive object instance level. This enables them to perceive
and reason about the environment holistically which facilitates interaction. Such modeling ability is a crucial enabler
that can revolutionize several diverse applications including
autonomous driving, surveillance, and augmented reality.
The components of a scene can generally be categorized
into ‘stuff’ and ‘thing’ objects. ‘Stuff’ can be defined as
uncountable and amorphous regions such as sky, road and
sidewalk, while ‘thing’ are countable objects for example
pedestrians, cars and riders. Segmentation of ‘stuff’ classes
is primarily addressed using the semantic segmentation task,
whereas segmentation of ‘thing’ classes is addressed by the
instance segmentation task. Both tasks have garnered a sub-
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stantial amount of attention in recent recent years (Shotton
et al, 2008; Krähenbühl and Koltun, 2011; Silberman et al,
2014; He and Gould, 2014a). Moreover, advances in deep
learning (Chen et al, 2018b; Zhao et al, 2017; Valada et al,
2016a; He et al, 2017; Liu et al, 2018; Zürn et al, 2019)
have further boosted the performance of these tasks to new
heights. However, state-of-the-art deep learning methods still
predominantly address theses tasks independently although
their objective of understanding the scene at the pixel level
establishes an inherent connection between them. More surprisingly, they have also fundamentally branched out into
different directions of proposal based methods (He et al,
2017) for instance segmentation and fully convolutional networks (Long et al, 2015) for semantic segmentation, even
though some earlier approaches (Tighe et al, 2014; Tu et al,
2005; Yao et al, 2012) have demonstrated the potential benefits in combining them.
Recently, Kirillov et al (2019) revived the need to tackle
these tasks jointly by coining the term panoptic segmentation
and introducing the panoptic quality metric for combined
evaluation. The goal of this task is to jointly predict ‘stuff’
and ‘thing’ classes, essentially unifying the separate tasks
of semantic and instance segmentation. More specifically, if
a pixel belongs to the ‘stuff’ class, the panoptic segmentation network assigns a class label from the ‘stuff’ classes,
whereas if the pixel belongs to the ‘thing’ class, the network
predicts both which ‘thing’ class it corresponds to as well
as the instance of the object class. Kirillov et al (2019) also
present a baseline approach for panoptic segmentation that
heuristically combines predictions from individual state-ofthe-art instance and semantic segmentation networks in a
post-processing step. However, this disjoint approach has
several drawbacks including large computational overhead,
redundancy in learning and discrepancy between the predictions of each network. Although recent methods have made
significant strides to address this task in top-down manner
with shared components or in a bottom-up manner sequentially, these approaches still face several challenges in terms
of computational efficiency, slow runtimes and subpar results
compared to task-specific individual networks.
In this paper, we propose the novel EfficientPS architecture that provides effective solutions to the aforementioned problems. The architecture consists of our new shared
backbone with mobile inverted bottleneck units and our proposed 2-way Feature Pyramid Network (FPN), followed by
task-specific instance and semantic segmentation heads with
seperable convolutions, whose outputs are combined in our
parameter-free panoptic fusion module. The entire network
is jointly optimized in an end-to-end manner to yield the final
panoptic segmentation output. Figure 1 shows an overview
of the information flow in our network along with the intermediate predictions and the final output. The design of our
proposed EfficientPS is influenced by the goal of achieving
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superior performance compared to existing methods while
simultaneously being fast and computationally efficient.
Currently, the best performing top-down panoptic segmentation models (Porzi et al, 2019; Xiong et al, 2019; Li
et al, 2018a) primarily employ the ResNet-101 (He et al,
2016) or ResNeXt-101 (Xie et al, 2017) architecture with
Feature Pyramid Networks (Lin et al, 2017) as the backbone.
Although these backbones have a high representational capacity, they consume a significant amount of parameters. In
order to achieve a better trade-off, we propose a new backbone network consisting of a modified EfficientNet (Tan and
Le, 2019) architecture that employs compound scaling to
uniformly scale all the dimensions of the network, coupled
with our novel 2-way FPN. Our proposed backbone is substantially more efficient as well as effective than its popular
counterparts (He et al, 2016; Kaiser et al, 2017; Xie et al,
2017). Moreover, we identify that the standard FPN architecture has its limitations to aggregate multi-scale features
due to the unidirectional flow of information. While there
are other extensions that aim to mitigate this problem by
adding bottom-up path augmentation (Liu et al, 2018) to the
outputs of the FPN, they are considerably slow. Therefore,
we propose our novel 2-way FPN that facilities bidirectional
flow of information which substantially improves the panoptic quality of ‘thing’ classes while remaining comparable in
runtime.
Now the outputs of our 2-way FPN are of multiple scales
which we refer to as large-scale features when they have a
downsampling factor of ×4 or ×8 with respect to the input
image, and small-scale features when they have a downsampling factor of ×16 or ×32. The large-scale outputs comprise of fine or characteristic features, whereas the smallscale outputs contain features rich in semantic information.
The presence of these distinct characteristics necessitates
processing features at each scale uniquely. Therefore, we
propose a new semantic head with separable convolutions,
which aggregates small-scale and large-scale features independently before correlating and fusing contextual features
with fine features. We demonstrate that this semantically
reinforces fine features resulting in better object boundary
refinement. For our instance head, we build upon Mask-RCNN and augment it with separable convolutions and iABN
sync (Rota Bulò et al, 2018) layers.
One of the critical challenges in panoptic segmentation
deals with resolving the conflict of overlapping predictions
from the semantic and instance heads. Most architectures (Kirillov et al, 2019; Porzi et al, 2019; Li et al, 2019b; de Geus
et al, 2018) employ a standard post-processing step (Kirillov
et al, 2019) that adopts instance-specific ‘thing’ segmentation from the instance head and ‘stuff’ segmentation from the
semantic head. This fusion technique completely ignores the
logits of the semantic head while segmenting ‘thing’ regions
in the panoptic segmentation output which is sub-optimal as
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the ‘thing’ logits of the semantic head can aid in resolving
the conflict more effectively. In order to thoroughly exploit
the logits from both heads, we propose a parameter-free panoptic fusion module that adaptively fuses logits by selectively
attenuating or amplifying fused logit scores based on how
agreeable or disagreeable the predictions of individual heads
are for each pixel in a given instance. We demonstrate that
our proposed panoptic fusion mechanism is more effective
and efficient than other widely used methods in existing architectures.
Furthermore, we also introduce the KITTI panoptic segmentation dataset that contains panoptic annotations for images in the challenging KITTI benchmark (Geiger et al,
2013). As KITTI provides groundtruth for a whole suite of
perception and localization tasks, these new panoptic annotations further complement the widely popularly benchmark.
We hope that these panoptic annotations that we make publicly available encourages future research in multi-task learning for holistic scene understanding. Furthermore, in order to
facilitate comparison, we benchmark previous state-of-the-art
models on our newly introduced KITTI panoptic segmentation dataset and the IDD dataset. We perform exhaustive
experimental evaluations and benchmarking of our proposed
EfficientPS architecture on four standard urban scene understanding datasets including Cityscapes (Cordts et al, 2016),
Mapillary Vistas (Neuhold et al, 2017), KITTI (Geiger et al,
2013) and Indian Driving Dataset (IDD) (Varma et al, 2019).
Our proposed EfficientPS with a PQ score of 66.4% is
ranked first for panoptic segmentation on the Cityscapes
benchmark leaderboard without training on coarse annotations or using model ensembles. Additionally, EfficientPS
is also ranked second for the semantic segmentation task
as well as the instance segmentation task on the Cityscapes
benchmark with a mIoU score of 84.2% and an AP of 39.1%
respectively. On the Mapillary Vistas dataset, our single EfficientPS model achieves a PQ score of 40.5% on the validation set, thereby outperforming all the existing methods. Similarly, EfficientPS consistently outperforms existing panoptic
segmentation models on both the KITTI and IDD datasets
by a large margin. More importantly, our EfficientPS architecture not only sets the new state-of-the-art on all the four
panoptic segmentation benchmarks, but it is also the most
computationally efficient by consuming the least amount of
parameters and having the fastest inference time compared
to previous state-of-the-art methods. Finally, we present detailed ablation studies that demonstrate the improvement in
performance due to each of the architectural contributions
that we make in this work. Moreover, we also make implementations of our proposed EfficientPS architecture, training
code and pre-trained models publicly available.
In summary, the following are the main contributions of
this work:
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1. The novel EfficientPS architecture for panoptic segmentation that incorporates our proposed efficient shared backbone with our new feature aligning semantic head, a new
variant of Mask R-CNN as the instance head, and our
novel adaptive panoptic fusion module.
2. A new panoptic backbone consisting of an augmented
EfficientNet architecture, and our proposed 2-way FPN
that both encodes and aggregates semantically rich multiscale features in a bidirectional manner.
3. A novel semantic head that captures fine features and
long-range context efficiently as well as correlates them
before fusion for better object boundary refinement.
4. A new panoptic fusion module that dynamically adapts
the fusion of logits from the semantic and instance heads
based on their mask confidences and congruously integrates instance-specific ‘thing’ classes with ‘stuff’ classes
to compute the panoptic prediction.
5. The KITTI panoptic segmentation dataset that provides
panoptic groundtruth annotations for images from the
challenging KITTI benchmark dataset.
6. Benchmarking of existing state-of-the-art panoptic segmentation architectures on the newly introduced KITTI
panoptic segmentation dataset and IDD dataset.
7. Comprehensive benchmarking of our proposed EfficientPS architecture on Cityscapes, Mapilliary Vistas,
KITTI and IDD datasets.
8. Extensive ablation studies that compare the performance
of various architectural components that we propose in
this work with their counterparts from state-of-the-art
architectures.
9. Implementation of our proposed architecture and a live
demo on all the four datasets is publicly available at
http://rl.uni-freiburg.de/research/panoptic.

2 Related Works
Panoptic segmentation is a recently introduced scene understanding problem (Kirillov et al, 2019) that unifies the tasks
of semantic segmentation and instance segmentation. There
are numerous methods that have been proposed for each of
these sub-tasks, however only a handful of approaches have
been introduced to tackle this coherent scene understanding problem of panoptic segmentation. Most works in this
domain are largely built upon advances made in semantic
segmentation and instance segmentation, therefore we first
review recent methods that have been proposed for these
closely related sub-tasks, followed by state-of-the-art approaches that have been introduced for panoptic segmentation.
Semantic Segmentation: There has been significant advances in semantic segmentation approaches in recent years. In
this section, we briefly review methods that use a single

4

monocular image to tackle this task. Approaches from the
past decade, typically employ random decision forests to address this task. Shotton et al (2008) use randomized decision
forests on local patches for classification, whereas Plath et al
(2009) fuse local and global features along with Conditional
Random Fields(CRFs) for segmentation. As opposed to leveraging appearance-based features, Brostow et al (2008) use
cues from motion with random forests. Sturgess et al (2009)
further combine appearance-based features with structurefrom-motion features in addition to CRFs to improve the
performance. However, 3D features extracted from dense
depth maps (Zhang et al, 2010) have been demonstrated to be
more effective than the combined features. Kontschieder et al
(2011) exploit the inherent topological distribution of object
classes to improve the performance, whereas Krähenbühl
and Koltun (2011) improve segmentation by pairing CRFs
with Gaussian edge potentials. Nevertheless, all these methods employ handcrafted features that do not encapsulate all
the high-level and low-level relations thereby limiting their
representational ability.
The significant improvement in performance of classification tasks brought about by Convolutional Neural Network
(CNN) based approaches motivated researchers to explore
such methods for semantic segmentation. Initially, these approaches relied on patch-wise training that severely limited
their ability to accurately segment object boundaries. However, they still perform substantially better than previous
handcrafted methods. The advent of end-to-end learning approaches for semantic segmentation lead by the introduction of Fully Convolutional Networks (FCNs) (Long et al,
2015) revolutionized this field and FCNs still form the base
upon which state-of-the-art architecture are built upon today.
FCN is an encoded-decoder architecture where the encoder
is based on the VGG-16 (Simonyan and Zisserman, 2014)
architecture with inner-product layers replaced with convolutions, and the decoder consists of convolution and transposed
convolution layers. The subsequently proposed SegNet (Badrinarayanan et al, 2015) architecture introduced unpooling
layers for upsampling as a replacement for transposed convolutions, whereas ParseNet (Liu et al, 2015) models global
context directly as opposed to only relying on the largest
receptive field of the network.
The PSPNet (Zhao et al, 2017) architecture emphasizes
on the importance of multi-scale features and propose pyramid pooling to learn feature representations at different
scales. Yu and Koltun (2015) introduce atrous convolutions
to further exploit multi-scale features in semantic segmentation networks. Subsequently, Valada et al (2017) propose
multi-scale residual units with parallel atrous convolutions
with different dilation rates to efficiently learn multiscale features throughout the network without increasing the number
of parameters. Chen et al (2017b) propose the Atrous Spatial
Pyramid Pooling (ASPP) module that concatenates feature
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maps from multiple parallel atrous convolutions with different dilation rates and a global pooling layer. ASPP substantially improves the performance of semantic segmentation
networks by aggregating multi-scale features and capturing
long-range context, however it significantly increases the
computational complexity. Therefore, Chen et al (2018a) propose Dense Prediction Cells (DPC) and Valada et al (2019)
propose Efficient Atrous Spatial Pyramid Pooling (eASPP)
that yield better semantic segmentation performance than
ASPP while being 10-times more efficient. Li et al (2019a)
suggest that global feature aggregation often leads to large
pattern features and also over-smooth regions of small patterns which results in sub-optimal performance. In order to
alleviate this problem, the authors propose the use of a global
aggregation module coupled with a local distribution module which results in features that are balanced in small and
large pattern regions. There are also several works that have
been proposed to improve the upsampling in decoders of
encoder-decoder architectures. In (Chen et al, 2018b), the
authors introduce a novel decoder module for object boundary refinement. Tian et al (2019) propose data-dependent
upsampling which accounts for the redundancy in the label
space as opposed to simple bilinear upsampling.
Instance Segmentation: Some of the initial approaches employ CRFs (He and Gould, 2014b) and minimize integer
quadratic relations (Tighe et al, 2014). Methods that exploit
CNNs with Markov random fields (Zhang et al, 2016) and
recurrent neural networks (Romera-Paredes and Torr, 2016;
Ren and Zemel, 2017) have also been explored. In this section, we primarily discuss CNN-based approaches for instance segmentation. These methods can be categorized into
proposal free and proposal based methods.
Methods in the proposal free category often obtain instance masks from a resulting transformation. Bai and Urtasun (2017) uses CNNs to produce an energy map of the
image and then perform a cut at a single energy level to
obtain the corresponding object instances. Liu et al (2017)
employ a sequence of CNNs to solve sub-grouping problems
in order to compose object instances. Some approaches exploit FCNs which either use local coherence for estimating
instances (Dai et al, 2016) or encode the direction of each
pixel to its corresponding instance centre (Uhrig et al, 2016).
The recent approach, SSAP (Gao et al, 2019) uses pixelpair affinity pyramids for computing the probability that two
pixels hierarchically belong to the same instance. However,
they achieve a lower than proposal based methods which has
led to a decline in their popularity.
In proposal based methods, Hariharan et al (2014) propose a method that uses Multiscale Combinatorial Grouping (Arbeláez et al, 2014) proposals as input to CNNs for
feature extraction and then employ an SVM classifier for
region classification. Subsequently, Hariharan et al (2015)
propose hypercolumn pixel descriptors for simultaneous de-
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tection and segmentation. In recent works, DeepMask (Pinheiro et al, 2015) uses a patch of an image as input to a CNN
which yields a class-agnostic segmentation mask and the
likelihood of the patch containing an object. FCIS (Li et al,
2017) employs position-sensitive score maps obtained from
classification of pixels based on their relative positions to
perform segmentation and detection jointly. Dai et al (2016)
propose an approach for instance segmentation that uses three
networks for distinguishing instances, estimating masks and
categorizing objects. Mask R-CNN (He et al, 2017) is one of
the most popular and widely used approaches in the present
time. It extends Faster R-CNN for instance segmentation by
adding an object segmentation branch parallel to an branch
that performs bounding box regression and classification.
More recently, Liu et al (2018) propose an approach to improve Mask R-CNN by adding bottom-up path augmentation
that enhances object localization ability in earlier layers of the
network. Subsequently, BshapeNet (Kang and Kim, 2018) extends Faster R-CNN by adding a bounding box mask branch
that provides additional information of object positions and
coordinates to improve the performance of object detection
and instance segmentation.
Panoptic Segmentation: Kirillov et al (2019) revived the
unification of semantic segmentation and instance segmentation tasks by introducing panoptic segmentation. They propose a baseline model that combines the output of PSPNet
(Zhao et al, 2017) and Mask R-CNN (He et al, 2017) with a
simple post-processing step in which each model processes
the inputs independently. The methods that address this task
of panoptic segmentation can be broadly classified into two
categories: top-down or proposal based methods and bottomup or proposal free methods. Most of the current state-ofthe-art methods adopt the top-down approach. de Geus et al
(2018) propose joint training with a shared backbone that
branches into Mask R-CNN for instance segmentation and
augmented Pyramid Pooling module for semantic segmentation. Subsequently, Li et al (2019b) introduce Attentionguided Unified Network that uses proposal attention module
and mask attention module for better segmentation of ‘stuff’
classes. All the aforementioned methods use a similar fusion
technique to Kirillov et al (2019) for the fusion of ‘stuff’ and
‘thing’ predictions.
In top-down panoptic segmentation architectures, predictions of both heads have an inherent overlap between
them resulting in the mask overlapping problem. In order
to mitigate this problem, Li et al (2018b) propose a weakly
supervised model where ‘thing’ classes are weakly supervised by bounding boxes and ‘stuff’ classes are supervised
with image-level tags. Whereas, Liu et al (2019) address the
problem by introducing the spatial ranking module and Li
et al (2018a) propose a method that learns a binary mask
to constrain output distributions of ‘stuff’ and ‘thing’ explicitly. Subsequently, UPSNet (Xiong et al, 2019) introduces
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a parameter-free panoptic head to address the problem of
overlapping of instances and also predicts an extra unknown
class. More recently, AdaptIS (Sofiiuk et al, 2019) uses point
proposals to produce instance masks and jointly trains with a
standard semantic segmentation pipeline to perform panoptic
segmentation. In contrast, Porzi et al (2019) propose an architecture for panoptic segmentation that effectively integrates
contextual information from a lightweight DeepLab-inspired
module with multi-scale features from a FPN.
Compared to the popular proposal based methods, there
are only a handful of proposal free methods that have been
proposed. Deeper-Lab (Yang et al, 2019) was the first bottomup approach that was introduced and it employs an encoderdecoder topology to pair object centres for class-agnostic
instance segmentation with DeepLab semantic segmentation.
Cheng et al (2019) further builds on Deeper-Lab by introducing a dual-ASPP and dual-decoder structure for each
sub-task branch. SSAP (Gao et al, 2019) proposes to group
pixels based on a pixel-pair affinity pyramid and incorporate
an efficient graph method to generate instances while jointly
learning semantic labeling.
In this work, we adopt a top-down approach due to its
exceptional ability to handle large scale variation of instances
which is a critical requirement for segmenting ‘thing’ classes.
We present the novel EfficientPS architecture that incorporates our proposed efficient backbone with our 2-way FPN for
learning rich multi-scale features in a bidirectional manner,
coupled with a new semantic head that captures fine-features
and long-range context effectively, and a variant of Mask
R-CNN augmented with separable convolutions as the instance head. We propose a novel panoptic fusion module
to dynamically adapt the fusion of logits from the semantic
and instance heads to yield the panoptic segmentation output.
Our architecture achieves state-of-the-art results on benchmark datasets while being the most efficient and fast panoptic
segmentation architecture.
3 EfficientPS Architecture
In this section, we first give a brief overview of our proposed
EfficientPS architecture and then detail each of its constituting components. Our network follows the top-down layout
as shown in Figure 2. It consists of a shared backbone with
a 2-way Feature Pyramid Network (FPN), followed by taskspecific semantic segmentation and instance segmentation
heads. We build upon the EfficientNet (Tan and Le, 2019)
architecture for the encoder of our shared backbone (depicted
in red). It consists of mobile inverted bottleneck (Xie et al,
2017) units and employs compound scaling to uniformly
scale all the dimensions of the encoder network. This enables our encoder to have a rich representational capacity
with fewer parameters in comparison to other encoders or
backbones of similar discriminative capability.
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Figure 2 Illustration of our proposed EfficientPS architecture consisting of a shared backbone with our 2-way FPN and parallel semantic and
instance segmentation heads followed by our panoptic fusion module. The shared backbone is built upon on the EfficientNet architecture and our
new 2-way FPN that enables bidirectional flow of information. The instance segmentation head is based on a modified Mask R-CNN topology and
we incorporate our proposed semantic segmentation head. Finally, the outputs of both heads are fused in our panoptic fusion module to yield the
panoptic segmentation output.

As opposed to employing the conventional FPN (Lin et al,
2017) that is commonly used in other panoptic segmentation
architectures (Kirillov et al, 2019; Li et al, 2018a; Porzi et al,
2019), we incorporate our proposed 2-way FPN that fuses
multi-scale features more effectively than its counterparts.
This can be attributed to the fact that the information flow
in our 2-way FPN is not bounded to only one direction as
depicted by the purple, blue and green blocks in Figure 2.
Subsequently after the 2-way FPN, we employ two heads
in parallel for semantic segmentation (depicted in yellow)
and instance segmentation (depicted in gray and orange)
respectively. We use a variant of the Mask R-CNN (He et al,
2017) architecture as the instance head and we incorporate
our novel semantic segmentation head consisting of dense
prediction cells (Chen et al, 2018a) and residual pyramids.
The semantic head consists of three different modules for
capturing fine features, long-range contextual features and
correlating the distinctly captured features for improving
object boundary refinement. Finally, we employ our proposed
panoptic fusion module to fuse the outputs of the semantic
and instance heads to yield the panoptic segmentation output.

3.1 Network Backbone
The backbone of our network consists of an encoder with
our proposed 2-way FPN. The encoder is the basic building
block of any segmentation network and a strong encoder is
essential to have high representational capacity. In this work,
we seek to find a good trade-off between the number of parameters and computational complexity to the representational
capacity of the network. EfficientNets (Tan and Le, 2019)
which are a recent family of architectures have been shown
to significantly outperform other networks in classification
tasks while having fewer parameters and FLOPs. It employs
compound scaling to uniformly scale the width, depth and
resolution of the network efficiently. Therefore, we choose
to build upon this scaled architecture with 1.6, 2.2 and 456
coefficients, commonly known as the EfficientNet-B5 model.
This can be easily replaced with any of the EfficientNet models based on the capacity of the resources that are available
and the computational budget.
In order to adapt EfficientNet to our task, we first remove
the classification head as well as the Squeeze-and-Excitation
(SE) (Hu et al, 2018) connections in the network. We find that
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the explicit modelling of interdependencies between channels of the convolutional feature maps that are enabled by
the SE connections tend to suppress localization of features
in favour of contextual elements. This property is a desired
in classification networks, however both are equally important for segmentation tasks, therefore we do not add any SE
connections in our backbone. Second, we replace all the
batch normalization (Ioffe and Szegedy, 2015) layers with
synchronized Inplace Activated Batch Normalization (iABN
sync) (Rota Bulò et al, 2018). This enables synchronization
across different GPUs, which in turn yields a better estimate
of gradients while performing multi-GPU training and the
in-place operations frees up additional GPU memory. We
analyze the performance of our modified EfficientNet in comparison to other encoders commonly used in state-of-the-art
architectures in the ablation study presented in Section 4.4.2.
Our EfficientNet encoder comprises of nine blocks as
shown in Figure 2 (in red). We refer to each block in the
figure as block 1 to block 9 in the left to right manner. The
output of block 2, 3, 5, and 9 corresponds to downsampling
factors ×4, ×8, ×16 and ×32 respectively. The outputs from
these blocks with downsampling are also inputs to our 2-way
FPN. The conventional FPN used in other panoptic segmentation networks aims to address the problem of multi-scale
feature fusion by aggregating features of different resolutions
in a top-down manner. This is performed by first employing
a 1 × 1 convolution to reduce or increase the number of channels of different encoder output resolutions to a predefined
number, typically 256. Then, the lower resolution features
are upsampled to a higher resolution and are subsequently
added together. For example, ×32 resolution encoder output
features will be resized to the ×16 resolution and added to
the ×16 resolution encoder output features. Finally, a 3 × 3
convolution is used at each scale to further learn fused features which then yields the P4 , P8 , P16 and P32 outputs. This
FPN topology has a limited unidirectional flow of information resulting in an ineffective fusion of multi-scale features.
Therefore, we propose to mitigate this problem by adding
a second branch that aggregates multi-scale features in a
bottom-up fashion to enable bidirectional flow of information.
Our proposed 2-way FPN shown in Figure 2 consists
of two parallel branches. Each branch consists of a 1 × 1
convolution with 256 output filters at each scale for channel reduction. The top-down branch shown in blue follows
the aggregation scheme of a conventional FPN from right to
left. Whereas, the bottom-up branch shown in purple, downsamples the higher resolution features to the next lower resolution from left to right and subsequently adds them with
the next lower resolution encoder output features. For example, ×4 resolution features will be resized to the ×8 resolution and added to the ×8 resolution encoder output features.
Then in the next stage, the outputs from the bottom-up and
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Figure 3 Topologies of various architectural components in our proposed semantic head and instance head of our EfficientPS architecture.

top-down branches at each resolution are correspondingly
summed together and passed through a 3 × 3 separable convolution with 256 output channels to obtain the P4 , P8 , P16 , and
P32 outputs respectively. We employ separable convolutions
as opposed to standard convolutions in an effort to keep the
parameter consumption low. We evaluate the performance of
our proposed 2-way FPN in comparison to the conventional
FPN in the ablation study presented in Section 4.4.3.
3.2 Semantic Segmentation Head
Our proposed semantic segmentation head consists of three
components, each aimed at targeting one of the critical requirements. First, at large-scale, the network should have the
ability to capture fine features efficiently. In order to enable
this, we employ our Large Scale Feature Extractor (LSFE)
module that has two 3 × 3 separable convolutions with 128
output filters, each followed by an iABN sync and a Leaky
ReLU activation function. The first 3 × 3 separable convolution reduces the number of filters to 128 and the second 3 × 3
separable convolution further learns deeper features.
The second requirement is that at small-scale, the network should be able to capture long-range context. Modules
inspired by Atrous Spatial Pyramid Pooling (ASPP) Chen
et al (2017a) that are widely used in state-of-the-art semantic
segmentation architectures have been demonstrated to be effective for this purpose. Dense Prediction Cells (DPC) (Chen
et al, 2018a) and Efficient Atrous Spatial Pyramid Pooling
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(eASPP) (Valada et al, 2019) are two variants of ASPP that
are significantly more efficient and also yield a better performance. We find that DPC demonstrates a better performance
with a minor increase in the number of parameters compared
to eASPP. Therefore, we employ a modified DPC module in
our semantic head as shown in Figure 2. We augment the original DPC topology by replacing batch normalization layers
with iABN sync, and ReLUs with Leaky ReLUs. The DPC
module consists of a 3 × 3 separable convolution with 256
output channels having a dilation rate of (1,6) and extends
out to five parallel branches. Three of the branches, each
consist of a 3 × 3 dilated separable convolution with 256
outputs, where the dilation rates are (1,1), (6,21), and (18,15)
respectively. The fourth branch takes the output of the dilated
separable convolution with a dilation rate of (18,15), as input
and passes it through another 3 × 3 dilated separable convolution with 256 output channels and a dilation rate of (6,3). The
outputs from all these parallel branches are then concatenated to yield a tensor with 1280 channels. This tensor is then
finally passed through a 1 × 1 convolution with 256 output
channels and forms the output of the DPC module. Note that
each of the convolutions in the DPC module is followed by a
iABN sync and a Leaky ReLU activation function.
The third and final requirement for the semantic head is
that it should be able to mitigate the mismatch between largescale and small-scale features while performing feature aggregation. To this end, we employ our Mismatch Correction
Module (MC) that correlates the small-scale features with
respect to large-scale features. It consists of cascaded 3 × 3
separable convolutions with 128 output channels, followed
by iABN sync with Leaky ReLU and a bilinear upsampling
layer that upsamples the feature maps by a factor of 2. Figures 3 (a), 3 (c) and 3 (d) illustrate the topologies of these
main components of our semantic head.
The four different scaled outputs of our 2-way FPN,
namely P4 , P8 , P16 and P32 are the inputs to our semantic
head. The small-scale inputs, P32 and P16 with downsampling
factors of ×32 and ×16 are each fed into two parallel DPC
modules. While the large-scale inputs, P8 and P4 with downsampling factors of ×8 and ×4 are each passed through two
parallel LSFE modules. Subsequently, the outputs from each
of these parallel DPC and LSFE modules are augmented
with feature alignment connections and each of them is upsampled by a factor of 4. These upsampled feature maps are
then concatenated to yield a tensor with 512 channels which
is then input to a 1 × 1 convolution with N‘stuff’+‘thing’ output
filters. This tensor is then finally upsampled by a factor of
2 and passed through a softmax layer to yield the semantic
logits having the same resolution as the input image. Now,
the feature alignment connections from the DPC and LSFE
modules interconnect each of these outputs by element-wise
summation as shown in Figure 2. We add our MC modules
in the interconnections between the second DPC and LSFE
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as well as between both the LSFE connections. These correlation connections aggregate contextual information from
small-scale features and characteristic large-scale features
for better object boundary refinement. We use the weighted
per-pixel log-loss (Bulo et al, 2017) for training which is
given by
L pp (Θ ) = − ∑ wi j log pi j (p∗i j ),

(1)

ij

where p∗i, j is the groundtruth for a given image, pi, j is the
predicted probability for the pixel (i, j) being assigned class
c ∈ p, wi j = W4H if pixel (i, j) belongs to 25% of the worst
prediction, and wi j = 0 otherwise. W and H are the width
and height of the given input image. The overall semantic
head loss is given by
Lsemantic (Θ ) =

1
L pp ,
n∑

(2)

where n is the batch size. We present in-depth analysis of
our proposed semantic head in comparison other semantic
heads commonly used in state-of-the-art architectures in Section 4.4.4.
3.3 Instance Segmentation Head
The instance segmentation head of our EfficientPS network
shown in Figure 2 has a topology similar to Mask R-CNN (He
et al, 2017) with certain modifications. More specifically, we
replace all the standard convolutions, batch normalization
layers, and ReLU activations with separable convolution,
iABN sync, and Leaky ReLU respectively. Similar to the rest
of our architecture, we use separable convolutions instead of
standard convolutions to reduce the number of parameters
consumed by the network. This enables us to conserve 2.09 M
parameters in comparison to the conventional Mask R-CNN.
Mask R-CNN consists of two stages. In the first stage, the
Region Proposal Network (RPN) module shown in Figure
3 (b) employs a fully convolutional network to output a set of
rectangular object proposals and an objectness score for the
given input FPN level. The network architecture incorporates
a 3 × 3 separable convolution with 256 output channels, an
iABN sync and Leaky ReLU activation, followed by two
parallel 1 × 1 convolutions with 4k and k number of output
filters respectively. Here, k is the maximum number of object
proposals. The k proposals are parameterized relative to k
reference bounding boxes, which are called anchors. The
scale and aspect ratio define a particular anchor and it varies depending on the dataset being used. As the generated
proposals can potentially overlap, an additional filtering step
of Non-Max Suppression (NMS) is employed. Essentially,
in case of overlaps, the proposal with the highest objectness
score is retained and the rest are discarded. RPN first computes object proposals of the form (pu , pv , pw , ph ) and the
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objectness score σ (ps ) that transforms an anchor a of the
form (u, v, w, h) to (u + pu , v + pv ) and (we pw , he ph ), where
(u, v) is the position of anchor a in image coordinate system,
(w, h) are the dimensions and σ (·) is the sigmoid function.
This is followed by NMS to yield the final candidate bounding box proposals to be used in the next stage.
Subsequently, ROI align (He et al, 2017) uses object
proposals to extract features from FPN encodings by directly
pooling features from the nth channel with a 14 × 14 spatial
resolution bounded within a bounding box proposal. Here
√
n = max(1, min(4, b3 + log2 ( wh/224)c)),

(3)

where w and h are the width and height of the bounding box
proposal. The features that are extracted then serve as input to
the bounding box regression, object classification and mask
segmentation networks. The RPN network operates on each
of the output scales of the FPN sequentially, thereby accumulating candidates from different scales and ROI align uses the
accumulated list for feature extraction from all the scales. The
bounding box regression and object classification networks
consist of two shared consecutive fully-connected layers with
1024 channels, iABN sync and Leaky ReLU. Subsequently,
the feature maps are passed through a fully-connected layer
at the end for each task with 4N‘thing’ outputs and N‘thing’+1
outputs respectively. The object classification logits yield a
probability distribution over class and void from a softmax
layer, whereas the bounding box regression network encodes
class-specific correction factors. For a given object proposal
of the form (uc , vc , wc , hc ) for a class c, a new bounding box
is computed of the form (u + cu , v + cv , wecw , hech ) where
(cu , cv , cw , ch ) are the class-specific correction factors, (u, v)
and (w, h) are the position and dimensions of the bounding
box proposal respectively.
The mask segmentation network employs four consecutive 3 × 3 separable convolution with 256 output channels,
followed by iABN sync and Leaky ReLU. Subsequently, the
resulting feature maps are passed through a 2 × 2 transposed
convolution with 256 output channels and an output stride
of 2, followed by iABN sync and Leaky ReLU activation
function. Finally, a 1 × 1 convolution with N‘thing’ output
channels is employed that yields 28 × 28 logits for each
class. The resulting logits give mask foreground probabilities
for the candidate bounding box proposal using a sigmoid
function. This is then fused with the semantic logits in our
proposed panoptic fusion module described in Section 3.4.
In order to train the instance segmentation head, we adopt
the loss functions proposed in Mask R-CNN, i.e. two loss
functions for the first stage: objectness score loss and object
proposal loss, and three loss functions for the second stage:
classification loss, bounding box loss and mask segmentation
loss. We take a set of randomly sampled positive matches
and negative matches such that |Ns | ≤ 256. The objectness

score loss Los defined as log loss for a given Ns is given by
Los (Θ ) = −

1
p∗ · log pos
|Ns | (p∗ ,p∑)∈N os
os

os

s

+ (1 − p∗os ) · log(1 − pos ),

(4)

where pos is the output of the objectness score branch of RPN
and p∗os is the groundtruth label which is 1 if the anchor is
positive, and 0 if the anchor is negative. We use the same
strategy as Mask R-CNN for defining positive and negative
matches. For a given anchor a, if the groundtruth box b∗ has
the largest Intersection over Union (IoU) or IoU(b∗ , a) > TH ,
then the corresponding prediction b is a positive match and
b is a negative match when IoU(b∗ , a) < TL . The thresholds
TH and TL are pre-defined where TH > TL .
The object proposal loss Lop is a regression loss that is
defined only on positive matches and is given by
Lop (Θ ) =

1
∑
|Ns | (t ∗ ,t)∈N

∑∗

p (i∗,i)∈(t

L1 (i∗, i),

(5)

,t)

where L1 is the smooth L1 Norm, N p is the subset of Ns positive matches, t ∗ = (tx∗ ,ty∗ ,tw∗ ,th∗ ) and t = (tx ,ty ,tw ,th ) are the
parameterizations of b∗ and b respectively, b∗ = (x∗ , y∗ , w∗ , h∗ )
is the groundtruth box, b∗ = (x, y, w, h) is the predicted bounding box, x, y, w and h are the center coordinates, width and
height of the predicted bounding box. Similarly, x∗ , y∗ , w∗
and h∗ denote the center coordinates, width and height of the
groundtruth bounding box. The parameterizations (Girshick,
2015) are given by
tx =

(x − xa )
(y − ya )
w
h
,ty =
, tw = log , th = log ,
wa
ha
wa
ha

tx∗ =

(x∗ − xa ) ∗ (y∗ − ya ) ∗
w∗
h∗
,ty =
,tw = log ,th∗ = log , (7)
wa
ha
wa
ha

(6)

where xa , ya , wa and ha denote the center coordinates, width
and height of the anchor a.
Similar to the objectness score loss Los , the classification
loss Lcls is defined for a set of Ks randomly sampled positive
and negative matches such that |Ks | ≤ 512. The classification
loss Lcls is given by
Lcls (Θ ) = −

1
|Ks |

N‘thing0 +1

∑

c=1

∗
Yo,c
· logYo,c ,

for(Y ∗ ,Y ) ∈ Ks ,
(8)

where Y is the output of the classification branch, Y ∗ is the
one hot encoded groundtruth label, o is the observed class,
and c is the correct classification for object o. For a given
image, it is a positive match if IoU(b∗ , b) > Tn and otherwise
a negative match, where b∗ is the groundtruth box, and b is
the object proposal from the first stage.
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Figure 4 Illustration of our proposed Panoptic Fusion Module. Here, MLA and MLB mask logits are fused as (σ (MLA )+σ (MLB )) (MLA +MLA )),
where MLB is output of the function f ∗ , σ (·) is the sigmoid function and is the Hadamard product. Here, the f ∗ function for given class prediction
c (cyclist in this example), zeroes out the score of the c channel of the semantic logits outside the corresponding bounding box.

The bounding box loss Lbbx is a regression loss that is
defined only on positive matches and is expressed as
1
Lbbx (Θ ) =
∑
|Ks | (T ∗ ,T
)∈K

∑∗

p (i∗,i)∈(T

L1 (i∗, i),

(9)

,T )

where L1 is the smooth L1 Norm (Girshick, 2015), K p is the
subset of Ks positive matches, T ∗ and T are the parameterizations of B∗ and B respectively, similar to Equation (4) and (5)
where B∗ is the groundtruth box, and B is the corresponding
predicted bounding box.
Finally, the mask segmentation loss is also defined only
for positive samples and is given by
Lmask (Θ ) = −

1
∑ L p (P∗ , P),
|Ks | (P∗ ,P)∈K

(10)

s

where L p (P∗ , P) is given as
L p (P∗ , P) = −

1
Pi,∗j · log Pi, j
|Tp | (i, ∑
j)∈T
p

+ (1 − Pi,∗j ) · log(1 − Pi, j ),

(11)

where P is the predicted 28 × 28 binary mask for a class with
Pi, j denoting the probability of the mask pixel (i, j), P∗ is the
28 × 28 groundtruth binary mask for the class, and Tp is the
set of non-void pixels in P∗ .
All the five losses are weighed equally and the total instance segmentation head loss is given by
Linstance = Los + Lop + Lcls + Lbbx + Lmask .

(12)

Similar to Mask R-CNN, the gradient that is computed w.r.t to
the losses Lcls , Lbbx and Lmask flow only through the network
backbone and not through the region proposal network.

3.4 Panoptic Fusion Module
In order to obtain the panoptic segmentation output, we need
to fuse the prediction of the semantic segmentation head and
the instance segmentation head. However, fusing both these
predictions is not a straightforward task due to the inherent
overlap between them. Therefore, we propose a novel panoptic fusion module to tackle the aforementioned problem
in an adaptive manner in order to thoroughly exploit the predictions from both the heads congruously. Figure 4 shows
the topology of our panoptic fusion module. We obtain a
set of object instances from the instance segmentation head
of our network where for each instance, we have its corresponding class prediction, confidence score, bounding box
and mask logits. First, we reduce the number of predicted
object instances in two stages. We begin by discarding all
object instances that have a confidence score of less than a
certain confidence threshold. We then resize, zero pad and
scale the 28 × 28 mask logits of each object instance to the
same resolution as the input image. Subsequently, we sort
the class prediction, bounding box and mask logits according
to the respective confidence scores. In the second stage, we
check each sorted instance mask logit for overlap with other
object instances. In case the overlap is higher than a given
overlap threshold, we discard the other object instance.
After filtering the object instances, we have the class
prediction, bounding box prediction and mask logit MLA of
each instance. We simultaneously obtain semantic logits with
N channels from the semantic head, where N is the sum of
N‘stu f f 0 and N‘thing0 . We then compute a second mask logit
MLB for each instance where we select the channel of the
semantic logits based on its class prediction. We only keep
the logit score of the selected channel for the area within
the instance bounding box, while we zero out the scores that
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are outside this region. In the end, we have two mask logits
for each instance, one from instance segmentation head and
the other from the semantic segmentation head. We combine these two logits adaptively by computing the Hadamard
product of the sum of sigmoid of MLA and sigmoid of MLB ,
and the sum of MLA and MLB to obtain the fused mask logits
FL of instances expressed as
FL = (σ (MLA ) + σ (MLB ))

(MLA + MLA ),

(13)

where σ (·) is the sigmoid function and is the Hadamard
product. We then concatenate the fused mask logits of the object instances with the ‘stuff’ logits along the channel dimension to generate intermediate panoptic logits. Subsequently,
we apply the argmax operation along the channel dimension
to obtain the intermediate panoptic prediction. In the final
step, we take a zero-filled canvas and first copy the instancespecific ‘thing’ prediction from the intermediate panoptic
prediction. We then fill the empty parts of the canvas with
‘stuff’ class predictions by copying them from the predictions
of the semantic head while ignoring the classes that have
an area smaller than a predefined threshold called minimum
stuff area. This then gives us the final panoptic segmentation
output.
We fuse MLA and MLB instance logits in the aforementioned manner due to the fact that if both logits for a given
pixel conform with each other, the final instance score will
increase proportionately to their agreement or vice-versa. In
case of agreement, the corresponding object instance will
dominate or be superseded by other instances as well as the
‘stuff’ classes score. Similarly, in case of disagreement, the
score of the given object instance will reflect the extent of
their difference. Simply put, the fused logit score is either adaptively attenuated or amplified according to the consensus.
We evaluate the performance of our proposed panoptic fusion module in comparison to other existing methods in the
ablation study presented in Section 4.4.5.
4 Experimental Results
In this section, we first describe the standard evaluation metrics that we adopt for empirical evaluations, followed by brief
descriptions of the datasets that we benchmark on in Section 4.1. We then present extensive quantitative comparisons
and benchmarking results in Section 4.3, and detailed ablation studies on the various proposed architectural components
in Section 4.4. Finally, we present qualitative comparisons
and visualizations of panoptic segmentation on each of the
datasets that we evaluate on in Section 4.5 and Section 4.6
respectively.
We use PyTorch (Paszke et al, 2019) for implementing
all our architectures and we trained our models on a system
with an Intel Xenon@2.20GHz processor and NVIDIA TITAN X GPUs. We use the standard Panoptic Quality (PQ)

metric (Kirillov et al, 2019) for quantifying the performance
of our models. The PQ metric is computed as
PQ =

∑(p,g)∈T P IoU(p, g)
,
|T P| + 12 |FP| + 21 |FN|

(14)

where T P, FP, FN and IoU are true positives, false positives,
false negatives and the intersection-over-union. The IoU is
computed as IoU = T P/(T P+FP+FN). We also report the
Segmentation Quality (SQ) and Recognition Quality (RQ)
metrics computed as
∑(p,g)∈T P IoU(p, g)
,
|T P|
|T P|
RQ =
.
1
|T P| + 2 |FP| + 21 |FN|
SQ =

(15)
(16)

Following the standard benchmarking criteria for pantoptic segmentation, we report PQ, SQ and RQ over all the
classes in the dataset, and we also report them for the ‘stuff’
classes (PQSt , SQSt , RQSt ) and the ‘thing’ classes (PQTh ,
SQTh , RQTh ). Additionally, for the sake of completeness,
we report the Average Precision (AP), mean Intersectionover-Union (mIoU) for both ‘stuff’ and ‘thing’ classes, as
well as the inference time and FLOPs for comparisons. The
implementation of our proposed EfficientPS model and a
live demo on various datasets is publicly available at https:
//rl.uni-freiburg.de/research/panoptic.
4.1 Datasets
We benchmark our proposed EfficientPS for panoptic segmentation on four challenging urban scene understanding
datasets, namely, Cityscapes (Cordts et al, 2016), KITTI (Geiger et al, 2013), Mapillary Vistas (Neuhold et al, 2017), and
Indian Driving Dataset (Varma et al, 2019). The KITTI benchmark does not provide panoptic annotations, therefore to facilitate this work, we publicly release manually annotated
panoptic groundtruth segmentation labels for the popular
KITTI benchmark. These four diverse datasets contain images that range from congested city driving scenarios to rural
scenes and highways. They also contain scenes in challenging perceptual conditions including snow, motion blur and
other seasonal visual changes. We briefly describe the characteristics of these datasets in this section.
Cityscapes: The Cityscapes dataset (Cordts et al, 2016) consists of urban street scenes and focuses on semantic understanding of common driving scenarios. It is one of the most
challenging datasets for panoptic segmentation due to its
sheer diversity as it covers scenes from over 50 European
cities recorded over several seasons such as spring, summer
and fall. The presence of a large number of dynamic objects further add to its complexity. Figure 5 (a) shows an

12

Rohit Mohan, Abhinav Valada
Panoptic Groundtruth

(d) IDD

(c) Mapillary Vistas

(b) KITTI (a) Cityscapes

RGB

Figure 5 Example images from the challenging urban scene understanding datasets that we benchmark on, namely, Cityscapes, KITTI,
Mapillary Vistas, and Indian Driving Dataset (IDD). The images show
cluttered urban scenes with many dynamic objects, occluded objects,
perpetual snowy conditions and unstructured environments.

example image and the corresponding panoptic groundtruth
annotation from the Cityscapes dataset. As we see from this
example, the scenes are extremely clutterd with many dynamic objects such as pedestrians and cyclists that are often
grouped near one and another or partially occluded. These
factors make panoptic segmentation, especially segmenting
the ‘thing’ class exceedingly challenging.
The widely used Cityscapes dataset recently introduced
a benchmark for the task of panoptic segmentation. The dataset contains pixel-level annotations for 19 object classes of
which 11 are ‘stuff’ classes and 8 are instance-specific ‘thing’
classes. It consists of 5000 finely annotated images and 20000
coarsely annotated images that were captured at a resolution of 2048 × 1024 pixels using an automotive-grade 22 cm
baseline stereo camera. The finely annotated images are divided into 2975 for training, 500 for validation and 1525
for testing. The annotations for the test set are not publicly
released, they are rather only available to the online evaluation server that automatically computes the metrics and
publishes the results. We report the performance of our proposed EfficientPS on both the validation set as well as the
test set. We also use the Cityscapes dataset for evaluating
the improvement due to the various architectural contributions that we make in the ablation study. We report results
on the validation set for our model trained only on the fine
annotations and we report the results on the test set from the

benchmarking server for our model trained on both the fine
and coarse annotations.
KITTI: The KITTI vision benchmark suite (Geiger et al,
2013) is one of the most comprehensive datasets that provides
groundtruth for a variety of tasks such as semantic segmentation, scene flow estimation, optical flow estimation, depth
prediction, odometry estimation, tracking and road lane detection. However, it still has not expanded its annotations to
support the recently introduced panoptic segmentation task.
The challenging nature of the KITTI scenes and its potential
for benchmarking multi-task learning problems, makes extending this dataset to include panoptic annotations of great
interest to the community. Therefore, in this work, we introduce the KITTI panoptic segmentation dataset for urban
scene understanding that provides panoptic annotations for a
subset of images from the KITTI vision benchmark suite. The
annotations for the images that we provide do not intersect
with the official KITTI semantic/instance segmentation test
set, therefore in addition to panoptic segmentation, they can
also be used as supplementary training data for benchmarking
semantic or instance segmentation tasks individually.
Our dataset consists of a total of 1055 images, out of
which 855 are used for the training set and 200 are used
for the validation set. We provide annotations for 11 ‘stuff’
classes and 8 ‘thing’ classes adhering to the Cityscapes ‘stuff’
and ‘thing’ class distribution. In order to create panoptic
annotations, we gathered semantic annotations from community driven extensions of KITTI (Xu et al, 2016; Ros
et al, 2015) and combined them with the 200 training images from the KITTI semantic training set. We then manually
annotated all the images with instance masks, followed by
merging them with the semantic annotations to generate the
panoptic segmentation groundtruth labels. The images in
our KITTI panoptic segmentation dataset are a resolution of
1280 × 384 pixels and contain scenes from both residential
and inner city scenarios. Figure 5 (b) shows an example image from the KITTI panoptic segmentation dataset and its
corresponding panoptic segmentation labels. We observe that
the car denoted in teal color pixels and the van are both partially occluded by other ‘stuff’ classes such that they cause
an object instance to be disjoint into two components. We
find that scenarios such as these are extremely challenging
for the task of panoptic segmentation as the disjoint object
mask has to be assigned to the same instance ID. We hope
that this dataset encourages innovative solutions to such realworld problems that are uncommon in other datasets and also
accelerates research in multi-task learning for urban scene
understanding.
Mapillary Vistas: Mapillary Vistas (Neuhold et al, 2017)
is one of the largest publicly available street-level imagery
datasets that contains pixel-accurate and instance-specific semantic annotations. The novel aspects of this dataset include
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diverse scenes from over six continents and in a variety of
weather conditions, season, time of day, cameras, and viewpoints. It consists of 18,000 images for training, 2,000 images for validation, and 5,000 images for testing. The dataset
provides panoptic annotations for 37 ‘thing’ classes and 28
‘stuff’ classes. The images in this dataset are of different resolutions, ranging from 1024×768 pixels to 4000×6000 pixels.
Figure 5 (c) shows an example image and the corresponding panoptic segmentation groundtruth from the Mapillary
Vistas dataset. We can see that due to the snowy condition,
recognizing distant objects such as the car in this example
becomes extremely difficult. Such drastic seasonal changes
make this dataset one of the most challenging for panoptic
segmentation.
Indian Driving Dataset: The Indian Driving Dataset (IDD)
(Varma et al, 2019) was recently introduced for scene understanding of unstructured environments. Unlike other urban
scene understanding datasets, IDD consists of scenes that
do not have well-delineated infrastructures such as lanes
and sidewalks. It has a significantly more number of ‘thing’
instances in each scene compared to other datasets and it
only has a small number of well-defined categories for traffic
participants. The images in this dataset were captured with
a front-facing camera mounted on a car and the data was
gathered in two Indian cities as well as in their outskirts.
IDD consists of a total of 10,003 images, where 6993 are
used for training, 981 for validation and 2029 for testing.
The images are a resolution of either 1920 × 1080 pixels or
720 × 1280 pixels. We train and evaluate all our models on
720p resolution on this dataset. The annotations are provided
in four levels of hierarchy. Existing approaches primarily
report their results for level 3, therefore we report the results of our model on the same to facilitate comparison. This
level comprises of a total of 26 classes out of which 17 are
‘stuff’ classes and 9 are instance-specific ‘thing’ classes. An
example image and the corresponding panoptic segmentation
groundtruth from the IDD dataset is shown in Figure 5 (d).
We observe that the transition between the road and the sidewalk class is structurally not well defined which often leads
to misclassifications. Factors such as this, make evaluating
on this dataset uniquely challenging.

4.2 Training Protocol
We train our network on crops of different resolutions of the
input image, namely, 1024 × 2048, 1024 × 1024, 384 × 1280,
and 720 × 1280 pixels. We take crops from the full resolution
of the image provided in each of the datasets. We perform a
limited set of random data augmentations including flipping
and scaling within the range of [0.5, 2.0]. We initialize the
backbone of our EfficientPS with weights from the EfficientNet model pre-trained on the ImageNet dataset (Russakovsky
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et al, 2015) and initialize the weights of the iABN sync layers
to 1. We use Xavier initialization (Glorot and Bengio, 2010)
for the other layers, zero constant initialization for the biases
and we use Leaky ReLU with a slope of 0.01. We use the
same hyperparameters as Girshick (2015) for our instance
head and additionally set TH = 0.7, TL = 0.3, and TN = 0.5.
In our proposed panoptic fusion module, we use a confidence threshold of ct = 0.5, overlap threshold of ot = 0.5 and
minimum stuff area of minsa = 2048.
We train our model with Stochastic Gradient Descent
(SGD) with a momentum of 0.9 using a multi-step learning rate schedule i.e. we start with an initial base learning
rate and train the model for a certain number of iterations,
followed by lowering the learning rate by a factor of 10
at each milestone and continue training until convergence.
We denote the base learning rate lrbase , milestones and the
total number of iterations ti for each dataset in the following format: {lrbase , {milestone, milestone},ti}. The training
schedule for Cityscapes, Mapillary Vistas, KITTI and IDD
are {0.07, {32K, 44K}, 50K}, {0.07, {144K, 176K}, 192K},
{0.07, {16K, 22K}, 25K} and {0.07 ,{108K, 130K}, 144K}
respectively. At the beginning of the training, we have a
warm-up phase where the lrbase is increased linearly from
1
3 · lrbase to lrbase in 200 iterations. Aditionally, we freeze the
iABN sync layers and further train the model for 10 epochs
with a fixed learning rate of lr = 10−4 . The final loss Ltotal
that we optimize is computed as
Ltotal = Lsemantic + Linstance ,

(17)

where Lsemantic and Linstance are given in Equation (2) and
Equation (12) respectively. We train our EfficientPS with a
batch size of 16 on 16 NVIDIA Titan X GPUs where each
GPU tends to a single-image.
4.3 Benchmarking Results
In this section, we report results comparing the performance of our proposed EfficientPS architecture against current
state-of-the-art panoptic segmentation approaches. For comparisons on the Cityscapes and Mapillary Vistas datasets, we
directly report the performance metrics of the state-of-the-art
methods as stated in their corresponding manuscripts. While
for KITTI and IDD, we report results for the models that
we trained using the official implementations that have been
publicly released by the authors after further tuning of hyperparameters to the best of our ability. Note that existing
methods have not reported results on KITTI and IDD validation sets. We report results on the validation sets for all
the datasets and we additionally report results on the test set
for the Cityscapes dataset by evaluating them on the official
server. Note that at the time of submission, only the Cityscapes benchmark has the provision to evaluate the results
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Table 1 Performance comparison of panoptic segmentation on the Cityscapes validation set. Superscripts St and Th refer to ‘stuff’ and ‘thing’
classes respectively. − denotes that the metric has not been reported for the corresponding method.
PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

SQTh
(%)

RQTh PQSt
(%) (%)

SQSt
(%)

RQSt
(%)

AP
(%)

mIoU
(%)

WeaklySupervised
TASCNet
Panoptic FPN
AUNet
UPSNet
DeeperLab
Seamless
SSAP
AdaptIS
Panoptic-DeepLab

47.3
55.9
58.1
59.0
59.3
56.3
60.3
61.1
62.0
63.0

39.6
50.5
52.0
54.8
54.6
−
56.1
55.0
58.7
−

−
−
−
−
79.3
−
−
−
−
−

−
−
−
−
68.7
−
−
−
−
−

52.9
59.8
62.5
62.1
62.7
−
63.3
−
64.4
−

−
−
−
−
80.1
−
−
−
−
−

−
−
−
−
76.2
−
−
−
−
−

71.6
−
75.7
75.6
75.2
−
77.5
−
79.2
80.5

63.9

−
−
−
−
73.0
−
−
−
−
−

24.3
−
33.0
34.4
33.3
−
33.6
−
36.3
35.3

EfficientPS (ours)

−
−
−
−
79.7
−
−
−
−
−

79.2

38.3

79.3

−
80.9
−
−

−
73.5
−
−

56
57.0
60.7
−

75.2

61.5
63.0
68.0
−

68.5

−
−
−
−

82.9

−
−
−
−

78.1
77.8
80.7
82.5

81.9

−
−
−
−

37.6
37.8
−
38.8

62.7

−
−
−
−

81.6

41.9

81.0

−

−

81.4

−

75.4

−

67.7

−

82.8

−

81.5

61.5

−

38.5

79.0

−

81.7

39.7

80.3

−
74.4
74.8
−

56.1
54.0
57.6
−

−
−
77.7
−

−
−
70.5
−

63.3
66.4
64.8
−

−
−
81.4
−

−
−

39.1
36.4
39.0
42.5

78.7
80.9
79.2
83.1

43.8

82.1

Multi-Scale

Single-Scale

Mode Network

Pre-training

TASCNet
UPSNet
Seamless
Panoptic-Deeplab

COCO
COCO
Vistas
Vistas

59.3
60.5
65.0
65.3

EfficientPS (ours)

Vistas

66.1

81.5

82.5

Panoptic-DeepLab

64.1

EfficientPS (ours)

65.1

82.2
−
80.9
81.3
−

TASCNet
M-RCNN + PSPNet
UPSNet
Panoptic-Deeplab

COCO
COCO
COCO
Vistas

60.4
61.2
61.8
67.0

EfficientPS (ours)

Vistas

67.5

83.2

77.1

78.9

80.2

60.7

63.5

81.2

82.2

74.1

77.2

66.2

70.4

81.8

83.9

−

82.4

Table 2 Comparison of panoptic segmentation benchmarking results on the Cityscapes test set. Superscripts St and Th refer to ‘stuff’ and ‘thing’
classes respectively.
Network

PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

PQSt
(%)

Vistas
Vistas

58.9
60.7
62.3
62.6
65.5

82.4
81.0
82.4
82.1
77.8

70.6
73.8
74.8
75.3
75.2

48.4
53.4
52.1
56.0
56.5

66.5
66.0
69.7
67.5
72.0

Vistas

64.1
66.4

82.6
83.5

76.8
78.8

56.7
59.3

69.4
71.5

Pre-training

SSAP
TASCNet
Panoptic-Deeplab
Seamless
Panoptic-Deeplab
EfficientPS (ours)
EfficientPS (ours)

COCO

Table 3 Comparison of model efficiency with both state-of-the-art topdown and bottom-up panoptic segmentation architectures.
Network
DeeperLab
UPSNet
Seamless
Panoptic-Deeplab
EfficientPS (ours)

Input Size
(pixels)

Params. FLOPs
(M)
(B)

Time
(ms)

1025 × 2049
1024 × 2048
1024 × 2048
1025 × 2049

−
45.05
51.43
46.73

−
487.02
514.00
547.49

463
202
168
175

40.89

433.94

166

1024 × 2048

on the test set. On each of the datasets, we report both the
single-scale and multi-scale evaluation results. Following

standard practise, we perform horizontal flipping and scaling
(scales of {0.75, 1, 1.25, 1.5, 1.75, 2}) during the multi-scale
evaluations.
We compare the performance of our proposed EfficientPS
against state-of-the-art models on the Cityscapes dataset including WeaklySupervised (Li et al, 2018b), TASCNet (Li
et al, 2018a), Panoptic FPN (Kirillov et al, 2019), AUNet (Li
et al, 2019b), UPSNet (Xiong et al, 2019), DeeperLab (Yang
et al, 2019), Seamless (Porzi et al, 2019), SSAP (Gao et al,
2019), AdaptIS (Sofiiuk et al, 2019), and Panoptic-DeepLab
(Cheng et al, 2019). Table 1 shows the results on the Cityscapes validation set. For a fair comparison, we categorize
models in the table separately according to those that report
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Network

PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

SQTh
(%)

RQTh PQSt
(%) (%)

SQSt
(%)

RQSt
(%)

AP
(%)

mIoU
(%)

JSIS-Net
DeeperLab
TASCNet
AdaptIS
Seamless
Panoptic-DeepLab

17.6
32.0
32.6
35.9
37.7
37.7

43.0

44.2

66.9
−
−
41.9
−
−

35.8
−
−
−
−
−

−
55.3
−
−
50.4
55.3

33.9

14.1
−
−
−
−
−

−
−
18.5
−
16.4
14.9

48.0

47.6
−
−
−
−
−

27.5
−
34.4
−
42.9
47.4

38.3

23.5
−
−
−
−
−

10.0
−
31.1
31.5
33.8
30.4

EfficientPS (ours)

55.9
−
−
−
−
−

54.7

18.7

52.6

TASCNet
Panoptic-DeepLab

34.3
40.3

−
−

−
−

33.6
49.3

−
−

−
−

20.4
17.2

−
56.8

40.5

−
−

34.8
33.5

EfficientPS (ours)

−
−

20.8

54.1

Multi-Scale

Mode

Single-Scale

Table 4 Performance comparison of panoptic segmentation on the Mapillary Vistas validation set. Note that no additional data was used for training
EfficientPS on this dataset other than pre-training the encoder on ImageNet. Superscripts St and Th refer to ‘stuff’ and ‘thing’ classes respectively.
− denotes that the metric has not been reported for the corresponding method.

74.2

74.9

49.5

single-scale and multi-scale evaluation, as well as without
any pre-training and pre-training on other datasets, namely
Mapillary Vistas (Neuhold et al, 2017) denoted as Vistas and
Microsoft COCO (Lin et al, 2014) abbreviated as COCO.
We report the performance of all the aforementioned variants
of our EfficientPS model. Note that we do not use the Cityscapes coarse annotations, depth data or exploit temporal
data. Our EfficientPS model trained only on the Cityscapes
fine annotations and with single-scale evaluation outperforms
the previous best proposal based approach AdaptIS by 1.9%
in PQ and 2.0% in AP, while outperforming the best bottomup approach Panoptic-Deeplab by 0.9% in PQ and 3.0% in
AP. Furthermore, our EfficientPS model trained only on the
Cityscapes fine annotations and with multi-scale evaluation
achieves an improvement of 1.0% in PQ and 1.2% in AP
over Panoptic-Deeplab. We observe a similar trend while
comparing with models that have been pre-trained with additional data, where our proposed EfficientPS outperforms the
former state-of-the-art Panoptic-Deeplab in both single-scale
evaluation and multi-scale evaluation. EfficientPS pre-trained
on Mapillary Vistas and with single-scale evaluation outperforms Panoptic-Deeplab in the same configuration by 0.8%
in PQ and 3.1% in AP, while for multi-scale evaluation it
exceeds the performance of Panoptic-Deeplab by 0.5% in
PQ and 1.3% in AP.
We report the benchmarking results on the Cityscapes
test set in Table 2, where the results were obtained directly
from the leaderboard. Note that the official Cityscapes benchmark only reports the PQ, PQSt , PQTh , SQ and RQ metrics,
and ranks the methods primarily based on the standard PQ
metric. Our proposed EfficientPS without pre-training on any
extra data achieves a PQ of 64.1% which is an improvement
of 1.8% over the previous state-of-the-art Panoptic-Deeplab
trained only using Cityscapes fine annotations and an improvement of 1.5% in PQ over the Seamless model that also

35.0

73.3

73.8

44.4

47.7

75.4

76.2

56.4

uses extra data. More importantly, our proposed EfficientPS
model pre-trained on Mapillary Vistas, sets the new stateof-art on the Cityscapes panoptic benchmark achieving a
PQ score of 66.4%. This accounts for an improvement of
0.9% in PQ compared to the previous state-of-the-art Panoptic Deeplab pre-trained on Mapillary Vistas. Moreover, our
EfficientPS model ranks second in the semantic segmentation task with a mIoU of 84.2% as well as second in the
instance segmentation task with an AP of 39.1%, among all
the published methods in the Cityscapes benchmark.
We compare the efficiency of our proposed EfficientPS
architecture against state-of-the-art models in terms of the
number of parameters and FLOPs that it consumes as well as
the runtime on the Cityscapes dataset. We compute the endto-end runtime including the time consumed for fusing the
semantic and instance predictions that yield the final panoptic
segmentation output. Table 3 shows the comparison with
the top two top-down and bottom-up panoptic segmentation
architectures. Our proposed EfficientPS has a runtime of
166ms for an input image resolution of 1024 × 2048 pixels
which makes it faster than the competing methods. We also
observe that our EfficientPS architecture consumes the least
amount of parameters and FLOPs, thereby making it the most
efficient state-of-the-art panoptic segmentation model.
In Table 4, we report results on the Mapillary Vistas
validation set. The Mapillary Vistas dataset presents a substantial challenge as it contains images from varying seasons,
weather conditions and time of day as well as the presence of
65 semantic object classes. Our proposed EfficientPS model
exceeds the state-of-the-art for both single-scale and multiscale evaluation. For single-scale evaluation, it achieves an
improvement of 0.6% in PQ over the top-down approach
Seamless and the bottom-up approach Panoptic-DeepLab.
While for multi-scale evaluation, it achieves an improvement
of 0.4% in PQ and 3.6% in AP over the previous state-of-
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Mode

Network

PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

SQTh
(%)

RQTh PQSt
(%) (%)

SQSt
(%)

RQSt
(%)

AP
(%)

mIoU
(%)

Single-Scale

Panoptic FPN
UPSNet
Seamless

38.6
39.1
41.3

70.4
70.7
71.7

51.2
51.7
52.3

26.1
26.6
28.5

68.3
68.5
69.2

40.1
40.6
42.3

47.6
48.3
50.6

71.9
72.4
73.6

59.2
59.8
59.6

24.4
24.7
25.9

52.1
52.6
53.8

EfficientPS (ours)

42.9

72.7

53.6

30.4

69.8

43.7

52.0

74.9

60.9

27.1

55.3

Multi-Scale

Table 5 Performance comparison of panoptic segmentation on the KITTI validation set. Note that no additional data was used for training
EfficientPS on this dataset other than pre-training the encoder on ImageNet. Superscripts St and Th refer to ‘stuff’ and ‘thing’ classes respectively.

Panoptic FPN
UPSNet
Seamless

39.3
39.9
42.2

70.8
71.2
72.3

51.6
52.0
52.9

26.9
27.2
29.1

68.7
68.8
69.7

40.4
40.8
42.9

48.3
49.1
51.8

72.4
72.9
74.2

59.8
60.2
60.1

24.8
25.2
26.6

52.8
53.2
55.1

EfficientPS (ours)

43.7

73.2

54.1

30.9

70.2

44.0

53.1

75.4

61.5

27.9

56.4

Mode

Network

PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

SQTh
(%)

RQTh PQSt
(%) (%)

SQSt
(%)

RQSt
(%)

AP
(%)

mIoU
(%)

Single-Scale

Panoptic FPN
UPSNet
Seamless

45.9
46.6
47.7

75.9
76.5
77.2

60.8
60.9
61.2

46.1
47.6
48.9

77.8
78.9
79.5

60.9
61.1
61.5

45.8
46.0
47.1

74.9
75.3
76.1

60.7
60.8
61.1

27.8
28.2
30.1

68.1
68.4
69.6

EfficientPS (ours)

50.1

78.4

62.0

50.7

80.6

61.6

49.8

77.1

62.2

31.6

71.3

Multi-Scale

Table 6 Performance comparison of panoptic segmentation on the Indian Driving Dataset (IDD) validation set. Note that no additional data was
used for training EfficientPS on this dataset other than pre-training the encoder on ImageNet. Superscripts St and Th refer to ‘stuff’ and ‘thing’
classes respectively.

Panoptic FPN
UPSNet
Seamless

46.7
47.1
48.5

77.0
77.9
78.2

61.0
60.9
61.9

47.3
47.6
49.5

78.9
79.8
80.4

61.1
61.2
62.2

46.4
46.8
47.9

76.1
76.9
77.1

61.0
60.8
61.7

28.9
29.2
31.4

70.1
70.6
71.3

EfficientPS (ours)

51.1

78.8

63.5

52.6

81.2

65.4

50.3

77.5

62.5

32.9

72.1

the-art Panoptic-DeepLab. Note that we do not use model ensembles. Our network falls short of the bottom-up approach
Panoptic-Deeplab in PQSt score primarily due to the output stride of 16 at which it operates which increases the
computational complexity, whereas our EfficientPS uses an
output stride of 32, hence is more efficient. On the one hand,
bottom-up approaches tend to have a better semantic segmentation ability which is evident from the high PQSt of
Panoptic-Deeplab. While on the other hand, top-down approaches tend to have better instance segmentation ability
as they can handle large-scale variations in object instances.
It would be interesting to investigate architectures that can
combine the strengths of the two in future.
We present results on the KITTI validation set in Table 5.
Our proposed EfficientPS outperforms the previous state-ofthe-art Seamless by 1.6% in PQ, 1.2% in AP and 1.5% mIoU
for single scale evaluation and 1.5% in PQ, 1.3% in AP and
1.3% in mIoU for multi-scale evaluation. This dataset consists of cluttered and occluded objects that often have object
masks split into two or more parts. In these cases context
aggregation plays a major role. Hence, the improvement that
we observe can be attributed to three factors: the multi-scale
feature aggregation in our 2-way FPN due to the bidirectional
flow of information, the long-range context being captured

by our semantic head, and the adaptive fusion in our panoptic
fusion module that effectively leverages the predictions from
the individual heads.

Finally, we also report results on the Indian Driving Dataset (IDD) largely due to the fact that it contains images of
unstructured urban environments and scenes that do not have
clear delineated road infrastructure which makes it extremely
challenging. Table 6 presents results on the IDD validation
set. Our proposed EfficientPS substantially exceeds the stateof-the-art by achieving a PQ score of 50.1% and 51.1% for
single-scale and multi-scale evaluation respectively. This
amounts to an improvement of 2.6% in PQ over Seamless
and 4% in PQ over UPSNet for multi-scale evaluation. The
unstructured scenes in this dataset challenges the ability of
models to detect object boundaries of ‘stuff’ classes such as
road and sidewalk. Our EfficientPS achieves a PQSt score of
49.8% for single-scale evaluation which is an improvement
of 2.7% over Seamless and this can be attributed to the effectiveness of our proposed semantic head in capturing object
boundaries.
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Table 7 Ablation study on various architectural contributions proposed in our EfficientPS model. The performance is shown for the models
trained on Cityscapes fine annotations and evaluated on the validation set. SIH, SH, and PFM denotes Separable Instance Head, Semantic Head,
and Panoptic Fusion Module respectively. ’-’ refers to the standard configuration as Kirillov et al (2019), whereas ’X’ refers to our proposed
configuration. Superscripts St and Th refer to ‘stuff’ and ‘thing’ classes respectively.
Model Encoder

2-way
FPN

SIH

SH

PFM

PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

SQTh
(%)

RQTh PQSt
(%) (%)

SQSt
(%)

RQSt
(%)

AP
(%)

mIoU
(%)

M1
M2
M3
M4
M5
M6

X
X

X
X
X
X

X

X
X
X
X
X

58.2
58.8
58.6
59.7
61.5
63.9

79.1
79.5
79.4
79.9
80.7
81.5

72.0
72.6
72.4
73.3
75.6
77.1

52.4
53.4
53.1
54.7
57.2
60.7

78.8
79.2
79.1
76.6
80.6
81.2

67.2
62.8
67.5
68.1
72.5
74.1

79.4
79.7
79.6
80.3
80.9
81.8

75.6
76.1
75.9
79.5
77.9
79.2

31.6
33.8
33.7
34.1
36.8
38.3

74.3
75.1
75.0
76.3
77.3
79.3

ResNet-50
ResNet-50
ResNet-50
EfficientNet-B5
EfficientNet-B5
EfficientNet-B5

4.4 Ablation Studies
In this section, we present extensive ablation studies on the
various architectural components that we propose in our EfficientPS architecture in comparison to their counterparts
employed in state-of-the-art models. Primarily, we study the
impact of our proposed network backbone, semantic head
and panoptic fusion module on the overall panoptic segmentation performance of our network. We begin with a detailed
analysis of various components of our EfficientPS architecture, followed by comparisons of different encoder network
topologies and FPN architectures for the network backbone.
We then study the impact of different parameter configurations in our proposed semantic head and its comparison
with existing semantic head topologies. Finally, we assess
the performance of our proposed panoptic fusion module by
comparing with different panoptic fusion methods proposed
in the literature. For all the ablative experiments, we train our
models on the Cityscapes fine annotations and evaluate it on
the validation set. We use the PQ metric as the primary evaluation criteria for all the experiments presented in this section.
Nevertheless, we also report the other metrics defined in the
beginning of Section 4.
4.4.1 Detailed Study on the EfficientPS Architecture
We first study the improvement due to the various components that we propose in our EfficientPS architecture. Results
from this experiment are shown in Table 7. The basic model
M1 employs the network configuration and panoptic fusion
heuristics as Kirillov et al (2019). It uses the standard ResNet50 with FPN as the backbone and incorporates Mask R-CNN
for the instance head. The semantic head of this network is
comprised of an upsampling stage which has a 3 × 3 convolution, group norm (Wu and He, 2018), ReLU, and ×2 bilinear
upsampling. At each FPN level, this upsampling stage is repeated until the feature maps are 1/4 scale of the input. These
resulting feature maps are then summed element-wise and
passed through a 1 × 1 convolution, followed by ×4 bilinear
upsampling, and softmax to yield the semantic segmentation

62.4
67.9
62.6
63.3
64.6
66.2

output. This model M1 achieves a PQ of 58.2%, AP of 31.6%
and an mIoU score of 74.6%.
The next model M2 that incorporates our proposed panoptic fusion module achieves an improvement of 0.6% in
PQ, 2.2% in AP and 0.8% in the mIoU score without increasing the number of parameters. This increase in performance
demonstrates that the adaptive fusion of semantic and instance head outputs is effective in resolving the inherent
overlap conflict. In the M3 model, we replace all the standard
convolutions in the instance head with separable convolutions which reduces the number of parameters of the model
by 2.09 M with a drop of 0.2% in PQ, 0.1% drop in AP and
mIoU score. However, from the aspect of having an efficient
model, a reduction of 5% of the model parameters for a drop
of 0.2% in PQ can be considered as a reasonable trade-off.
Therefore, we employ separable convolutions in the instance
head of our proposed EfficientPS architecture.
In the M4 model, we replace the ResNet-50 encoder with
our modified EfficientNet-B5 encoder that does not have any
squeeze-and-excitation connections, and we replace all the
normalization layers and ReLU activations with iABN sync
and leaky ReLU. This model achieves a PQ of 59.7% which
is an improvement of 1.1% in PQ over the M3 model and a
larger improvement is also observed in the mIoU score. The
improvement in performance can be attributed to the richer
representational capacity of the EfficientNet-B5 architecture.
Subsequently in the M5 model, we replace the standard FPN
with our proposed 2-way FPN which additionally improves
the performance by 1.8% in PQ and 2.7% in AP. The addition
of the parallel bottom-up branch in our 2-way FPN enables
bidirectional flow of information, thus breaking away from
the limitation of the standard FPN.
Finally, we incorporate our proposed semantic head into
the M6 model that fuses and aligns multi-scale features effectively which enables it to achieve a PQ of 63.9%. Although
our semantic head contributes to this improvement of 2.4%
in the PQ score, it cannot not be solely attributed to the semantic head. This is due to the fact that if we employ standard
panoptic fusion heuristics, an improvement in semantic seg-
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Table 8 Performance comparison of various encoder topologies employed in the M6 model. Results are shown for the models trained on the
Cityscapes fine annotations and evaluated on the validation set. Superscripts St and Th refer to ‘stuff’ and ‘thing’ classes respectively.
Encoder

Params
(M)

PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

SQTh
(%)

RQTh PQSt
(%) (%)

SQSt
(%)

RQSt
(%)

AP
(%)

mIoU
(%)

MobileNetV3
ResNet-50
ResNet-101
Xception-71
ResNeXt-101
Mod. EfficientNet-B5 (Ours)

5.40
25.60
44.50
27.50
86.74
30.00

55.8
60.3
61.1
62.1
63.2
63.9

78.1
80.1
80.3
81.1
81.2
81.5

70.2
72.6
75.1
75.4
76.0
77.1

50.4
55.3
56.5
58.5
59.6
60.7

77.4
79.9
80.1
80.9
80.4
81.2

67.1
68.9
71.9
72.3
72.9
74.1

78.6
80.3
80.5
81.2
81.7
81.8

72.4
75.3
77.4
77.7
78.3
79.2

29.1
34.9
35.9
36.2
36.9
38.3

72.2
76.1
77.2
78.1
78.9
79.3

59.8
63.9
64.2
64.7
65.8
66.2

Table 9 Performance comparison of various FPN architectures employed in the M6 model. Results are shown for the models trained on the
Cityscapes fine annotations and evaluated on the validation set. Superscripts St and Th refer to ‘stuff’ and ‘thing’ classes respectively.
Architecture

PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

SQTh
(%)

RQTh PQSt
(%) (%)

SQSt
(%)

RQSt
(%)

AP
(%)

mIoU
(%)

Bottom-Up FPN
Top-Down FPN
PANet FPN
2-way FPN (Ours)

60.4
62.2
63.1
63.9

80.6
80.9
81.1
81.5

73.7
75.7
75.5
77.1

56.3
58.1
59.4
60.7

80.4
80.1
80.3
81.2

69.9
72.4
72.3
74.1

80.8
81.4
81.6
81.8

76.4
78.0
77.8
79.2

35.2
36.5
37.1
38.3

75.3
78.2
78.8
79.3

mentation would only contribute to an increase in PQst score.
However, our proposed adaptive panoptic fusion yields an
improvement in PQth as well, which is evident from the overall improvement in the PQ score. We denote this M6 model
configuration as EfficientPS in this work. In the following
sections, we further analyze the individual architectural components of the M6 model in more detail.
4.4.2 Comparison of Encoder Topologies
There are numerous network architectures that have been
proposed for addressing the task of image classification. Typically, these networks serve as the encoder or feature extractor for more complex tasks such as panoptic segmentation. In this section, we evaluate the performance of our
proposed modified EfficientNet-B5 in comparison to five
widely employed encoder architectures. For a fair comparison, we keep all the other components of our EfficientPS
network the same and only replace encoder. More specifically, we compare with MobileNetV3 (Howard et al, 2019),
ResNet-50 (He et al, 2016), ResNet-101 (He et al, 2016),
Xception-71 (Chollet, 2017), ResNeXt-101 (Xie et al, 2017),
and EfficientNet-B5 (Tan and Le, 2019). Results from this
experiment are presented in Table 8. We observe that our modified EfficientNet-B5 architecture yields the highest PQ score,
closely followed by the ResNeXt-101 architecture. However,
ResNext-101 has an additional 56.74 M parameters which
is more than twice the number of parameters consumed by
our modified EfficientNet-B5 architecture. We can see that
the other encoder models, especially MobileNetV3, ResNet50 and Xception-71 have a comparable or fewer parameters

63.4
65.1
65.8
66.2

than our modified EfficientNet-B5, however they also yield
a substantially lower PQ score. Therefore, we employ our
modified EfficientNet-B5 as the encoder backbone in our
proposed EfficientPS architecture.
4.4.3 Evaluation of the 2-way FPN
In this section, we compare the performance of our novel
2-way FPN with other existing FPN variants. For a fair comparison, we keep all the other components of our EfficientPS
network the same and only replace the 2-way FPN in the
backbone. We compare with the top-down FPN (Lin et al,
2017), bottom-up FPN and PANet FPN variants. We refer to
the FPN architecture described in Liu et al (2018) as PANet
FPN in which the top-down path is followed by a bottom-up
path. The results from comparing with various FPN architectures are shown in Table 9.
The top-down FPN model predominantly propagates semantically high-level features which describe entire objects,
whereas the bottom-up FPN model propagates low-level information such as local textures and patterns. The EfficientPS
model with the bottom-up FPN achieves a PQ of 60.4%,
while the model with the top-down FPN achieves a PQ of
62.2%. Both these models achieve a performance which is
3.2% and 1.4% lower in PQ than our 2-way FPN respectively.
A similar trend can also be observed in the other metrics.
The lower PQ score of the individual bottom-up FPN and
top-down FPN models substantiate the limitation of the unidirectional flow of information in the standard FPN topology.
Both the PANet FPN and our proposed 2-way FPN aim to
mitigate this problem by adding another bottom-up path to
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Table 10 Ablation study on our semantic head topology incorporated into the M6 model. Results are shown for the models trained on the Cityscapes
fine annotations and evaluated on the validation set. Pos is the output of our 2-way FPN at the os pyramid scale level, ckf refers to a convolution layer
with f number of filters and k × k kernel size, LSFE refers to Large Scale Feature Extractor and DPC refers to Dense Prediction Cells. Superscripts
St and Th refer to ‘stuff’ and ‘thing’ classes respectively.
Model P32

P16

P8

P4

Feature

PQ

SQ

RQ

PQTh SQTh RQTh PQSt SQSt RQSt AP

mIoU

Correlation

(%)

(%)

(%)

(%)

(%)

(%)

(%)

(%)

(%)

(%)

(%)

M61

[c3128 c3128 ] [c3128 c3128 ] [c3128 c3128 ] [c3128 c3128 ] -

61.6 80.6 75.7 57.3 80.4 72.6 64.7 80.7 77.9 36.7 77.2

M62

LSFE

LSFE

LSFE

LSFE

-

61.7 80.5 75.4 57.9 80.5 72.6 64.5 80.6 77.4 36.6 77.4

M63

DPC

LSFE

LSFE

LSFE

-

62.3 80.9 75.9 57.9 80.4 72.0 65.6 81.3 78.8 36.8 78.1

M64

DPC

DPC

LSFE

LSFE

-

62.9 81.0 75.7 59.0 80.5 71.4 65.8 81.4 78.7 37.0 78.6

M65

DPC

DPC

DPC

LSFE

-

62.4 80.8 75.4 58.8 80.3 72.4 65.1 81.1 77.6 36.7 78.2

M66

DPC

DPC

LSFE

LSFE

X

63.9 81.5 77.1 60.7 81.2 74.1 66.2 81.8 79.2 38.3 79.3

the standard FPN in a sequential or parallel manner respectively. We observe that the model with our proposed 2-way
FPN demonstrates an improvement of 0.5% in PQ over the
model with the PANet FPN. This can be attributed to the
fact that the multi-scale aggregation of features in parallel
information pathways enhances the capability of the FPN.
4.4.4 Detailed Study on the Semantic Head
We construct the topology of our proposed semantic head considering two critical factors. First, since large-scale outputs
comprise of characteristic features and small-scale outputs
consist of contextual features, they both should be captured
distinctly by the semantic head. Second, while fusing small
and large-scale outputs, the contextual features need to be
aligned to obtain semantically reinforced fine features. In order to demonstrate that these two critical factors are essential,
we perform ablative experiments on various configurations of
our semantic head incorporated into the M6 model described
in Section 4.4.4. Results from this experiment are presented
in Table 10.
The output at each level of the 2-way FPN, P32 , P16 , P8
and P4 are the inputs to our semantic head. In the first M61
model configuration, we employ two cascaded 3 × 3 convolutions, iABN sync and leaky ReLU activation sequentially
at each level of the 2-way FPN. The aforementioned series
of layers constitute the LSFE module which is followed by a
bilinear upsampling layer at each level of the 2-way FPN to
yield an output which is 1/4 scale of the input image. These
upsampled features are then concatenated and passed through
a 1 × 1 convolution and bilinear upsamplig to yield an output
which is the same scale as the input image. This M61 model
achieves a PQ of 61.6%. In the subsequent M62 model configuration, we replace all the standard 3×3 convolutions with
3 × 3 separable convolutions in the LSFE module to reduce
the number of parameters. This also yields a minor improvement in performance compared to the M61 model, therefore

we employ separable convolutions in all the experiments that
follow.
In the M63 model, we replace the LSFE module in the
P32 level of the 2-way FPN with dense prediction cells (DPC)
described in Section 3.2. This M63 model achieves an improvement of 0.6% in PQ and 0.7% in the mIoU score. This
can be attributed to the ability of DPC to effectively capture
long-range context. In the M64 model, we replace the LSFE
module in the P16 level with DPC and in the subsequent M65
model, we introduce DPC at both P16 and P8 levels. We find
that the M64 model achieves an improvement of 0.6% in
PQ over M63, however the performance drops in the M65
model by 0.5% in PQ when we add the DPC module at the P8
level. This can be attributed to the fact that DPC consisting
of dilated convolutions do not capture characteristic features
effectively at this large-scale. The final M66 model is derived from the M64 model to which we add our mismatch
correction (MC) module along with the feature correlation
connections as described in Section 3.2. This model achieves
the highest PQ score of 63.9% which is an improvement of
1.0% compared to the M64 model. This can be attributed to
the MC module that correlates the semantically rich contextual features with fine features and subsequently merges them
along the feature correlation connection to obtain semantically reinforced features that results in better object boundary
refinement.
Additionally, we present experimental comparisons of
our proposed semantic head against those that are used in
other state-of-the-art panoptic segmentation architectures.
Specifically, we compare against the semantic head proposed
by Kirillov et al (2019) which we denote as the baseline,
UPSNet (Xiong et al, 2019) and Seamless (Porzi et al, 2019).
For a fair comparison, we keep all the other components
of the EfficientPS architecture the same across different experiments while only replacing the semantic head. Table 11
presents the results of this experiment.
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Table 11 Performance comparison of various existing semantic head topologies employed in the M6 model. Results are reported for the model
trained on the Cityscapes fine annotations and evaluated on the validation set. Superscripts St and Th refer to ‘stuff’ and ‘thing’ classes respectively.
Semantic Head

PQ
(%)

SQ
(%)

RQ
(%)

PQTh
(%)

SQTh
(%)

RQTh PQSt
(%) (%)

SQSt
(%)

RQSt
(%)

AP
(%)

mIoU
(%)

Baseline
UPSNet
Seamless
Ours

61.5
62.0
62.9
63.9

80.7
81.0
81.1
81.5

75.6
74.7
75.5
77.1

57.2
58.5
58.9
60.7

80.6
80.5
80.4
81.2

72.5
70.9
71.3
74.1

80.9
81.3
81.6
81.8

77.9
77.5
78.5
79.2

36.8
35.9
36.8
38.3

77.3
76.1
78.5
79.3

Table 12 Performance comparison of our proposed panoptic fusion
module with various other panoptic fusion mechanisms employed in the
M6 model. Results are reported for the model trained on the Cityscapes
fine annotations and evaluated on the validation set. Superscripts St and
Th refer to ‘stuff’ and ‘thing’ classes respectively.
Model

PQ SQ RQ PQTh SQTh RQTh PQSt SQSt RQSt
(%) (%) (%) (%) (%) (%) (%) (%) (%)

Baseline
TASCNet
UPSNet
Ours

62.4
62.5
63.1
63.9

80.8
80.9
81.3
81.5

75.4
75.6
76.1
77.1

58.7
58.6
59.5
60.7

80.4
80.5
80.6
81.2

72.6
72.8
73.2
74.1

65.1
65.3
65.7
66.2

81.1
81.2
81.8
81.8

77.4
77.7
78.2
79.2

The semantic head of UPSNet which is essentially a subnetwork comprising of sequential deformable convolution
layers (Dai et al, 2017) achieves a PQ score of 62.0% which
is an improvement of 0.5% over the baseline model. The
semantic head of the Seamless model employs their MiniDL
module at each level of the 2-way FPN that further improves
the PQ by 0.9% over semantic head of UPSNet. The semantic
heads of all these models use the same module at each level
of the 2-way FPN output which are of different scales. In
contrast, our proposed semantic head that employs a combination of LSFE and DPC modules at different levels of
the 2-way FPN achieves the highest PQ score of 63.9% and
consistently outperforms the other semantic head topologies
in all the evaluation metrics.

64.6
64.5
65.6
66.2

Table 12 presents results from this experiment. Combining the outputs of the semantic head and instance head that
have an inherent overlap is one of the critical challenges
faced by panoptic segmentation networks. The baseline approach directly chooses the output of the instance head, i.e,
if there is an overlap between predictions of the ‘thing’ and
‘stuff’ classes for a given pixel, the baseline heuristic classifies the pixel as a ‘thing’ class and assigns it an instance
ID. This baseline approach achieves the lowest performance
of 62.4% in PQ demonstrating that this fusion problem is
more complex than just assigning the output from one of
the heads. The Mask-Guided fusion method of TASCNet
seeks to address this problem by using a segmentation mask.
The mask selects which pixel to consider from the instance
segmentation output and which pixel to consider from the
semantic segmentation output. This fusion approach achieves
a PQ of 62.5% which is comparable to the baseline method.
Subsequently, the model that employs the UPSNet fusion
heuristics achieves a larger improvement with a PQ score of
63.1%. This method leverages the logits of both the heads
by adding them and therefore it relies on the mode computed
over-segmentation output to resolve the conflict between
‘stuff’ and ‘thing’ classes. However, our proposed adaptive
fusion method that dynamically fuses the outputs from both
the heads achieves the highest PQ score of 63.9% which is
an improvement of 0.8% over the UPSNet method. We also
observe a consistently higher performance in all the other
metrics.

4.4.5 Evaluation of Panoptic Fusion Module
In this section, we evaluate the performance of our proposed
panoptic fusion module in comparison to other existing panoptic fusion mechanisms. First, we compare with the panoptic
fusion heuristics introduced by Kirillov et al (2019) which
we consider as a baseline as it is extensively used in several panoptic segmentation networks. We then compare with
Mask-Guided fusion (Li et al, 2018a) and the panoptic fusion
heuristics proposed in (Xiong et al, 2019) which we refer to
as TASCNet and UPSNet in the results respectively. Once
again for a fair comparison, we keep all the other network
components the same across different experiments and only
change the panoptic fusion mechanism.

4.5 Qualitative Evaluations
In this section, we qualitatively evaluate the panoptic segmentation performance of our proposed EfficientPS architecture in comparison to the state-of-the-art Seamless (Porzi
et al, 2019) model on each of the datasets that we benchmark
on. We use the publicly available official implementation
of the Seamless architecture to obtain the outputs for the
qualitative comparisons. The best performing state-of-the-art
model Panoptic-Deeplab does not provide any publicly available implementation or pre-trained models which makes such
comparisons infeasible. Figure 6 presents two examples from
the validation sets of each of the urban scene understanding
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Figure 6 Qualitative panoptic segmentation results of our proposed EfficientPS network in comparison to the state-of-the-art Seamless architecture (Porzi et al, 2019) on different benchmark datasets. In addition to the panoptic segmentation output, we also show the improvement\error map
which denotes the pixels that are misclassified by the Seamless model but correctly predicted by the EfficientPS model in green, and the pixels that
are misclassified by both the EfficientPS model and the Seamless model in red.
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dataset. For each example, we show the input image, the corresponding panoptic segmentation output from the Seamless
model and our proposed EfficientPS model. Additionally, we
show the improvement and error map where a green pixel
indicates that our EfficientPS made the right prediction but
the Seamless model misclassified it (improvement of EfficientPS over Seamless), and a red pixel denotes that both
models misclassified it with respect to the groundtruth.
Figure 6 (a) and (b) show examples from the Cityscapes
dataset in which the improvement over the Seamless model
can be seen in the ability to segment heavily occluded ‘thing’
class instances. In the first example, the truck far behind on
the bridge is occluded by cars and a cyclist, and in the second
example, the distant car parked on the left side of the image
is only partially visible as the car in the front occludes it.
We observe from the improvement maps that our proposed
EfficientPS model accurately detect, classify and segment
these instances, while the Seamless model misclassifies these
pixels. This can be primarily attributed to our 2-way FPN that
effectively aggregates multi-scale features to learn semantically richer representations and the panoptic fusion module
that addresses the instance overlap ambiguity in an adaptive
manner.
In Figure 6 (c) and (d), we qualitatively compare the performance on the challenging Mapillary Vistas dataset. We
observe that in Figure 6 (c) the group of people towards left
side of the image who are behind the fence are misclassified
in the output of the Seamless model and the instances of these
people are not detected. Whereas, our EfficientPS model accurately segments each of the instances of the people. Similarly, the distant van on the right side of the image shown in
Figure 6 (d) is partially occluded by the neighboring cars and
is entirely misclassified by the Seamless model. However, our
EfficientPS model accurately captures this heavily occluded
object instance. In Figure 6 (c), interestingly, the Seamless
model misclassifies the cyclist on the road as a pedestrian.
We hypothesize that this might be due to the fact that one of
the legs of the cyclist is touching the ground and the other leg
which is on the pedal of the bicycle is barely visible. Hence,
this causes the Seamless model to misclassify the object instance. Whereas, our EfficientPS model effectively leverages
both the semantic and instance prediction in our panoptic
fusion module to accurately address this ambiguity in the
scene. We also observe in Figure 6 (c) that the EfficientPS
model misclassifies the traffic sign fixed on the fence and
only partially segments the advertisement board attached to
the building near the fence while it accurately segments all
the other instances of this class. This is primarily due to the
fact that there is a lack of relevant examples for this type of
traffic sign which is atypical of those found in the training
set.
Figure 6 (e) and (f) show qualitative comparisons on the
KITTI dataset. In Figure 6 (e), we see that the Seamless
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model misclassifies the bus that is towards the right of the
image as a truck although it segments the object coherently.
This is primarily due to the fact that there are poles as well as
an advertisement board in front of the bus which divides the
it into different subregions. This leads the model to predict it
as a truck that has a transition between the tractor unit and the
trailer. However, our proposed EfficientPS model mitigates
this problem with its bidirectional aggregation of multi-scale
features that effectively captures contextual information. In
Figure 6 (f), we observe that a distant truck on the right
lane is partially occluded by cars behind it which causes the
Seamless model to not detect the truck as a new instance,
rather it detects the truck and the car behind it as being the
same object. This is similar to the scenario observed on the
Cityscapes dataset in Figure 6 (a). Nevertheless, our proposed EfficientPS model yields accurate predictions in such
challenging scenarios consistently across different datasets.
In Figure 6 (g) and (h), we present examples from the
IDD dataset. We can see that our EfficientPS model captures the boundaries of ‘stuff’ classes more precisely than the
Seamless model in both the examples. For instance, the pillar
of the bridge in Figure 6 (g) and the extent of the sidewalk in
Figure 6 (h) are more well defined in the panoptic segmentation output of our EfficientPS model. This can be attributed
to the object boundary refinement ability of our semantic
head that correlates features of different scales before fusing
them. In Figure 6 (h), the Seamless model misclassifies the
auto-rickshaw as a caravan due to the similar visual appearances of these two objects, however our proposed EfficientPS
model with our novel panoptic backbone has an extensive
representational capacity which enables it to accurately classify objects even with such subtle differences. We observe
that although the upper half of the cyclist towards the left of
the image is accurately segmented, the front leg of the cyclist
is misclassifies as being part of the bicycle. This is a challenging scenario due to the high contrast in this region. We
also observe that the boundary of the sidewalk towards the
left of the auto rickshaw is misclassified. However, on visual
inspection of the groundtruth, it appears that the sidewalk
boundary in this region is mislabeled in groundtruth mask,
while the model is making a reasonable prediction.

4.6 Visualizations
We present visualizations of panoptic segmentation results
from our proposed EfficientPS architecture on Cityscapes,
Mapillary Vistas, KITTI, and Indian Driving Dataset (IDD)
in Figure 7. The figures show the panoptic segmentation
output of our EfficientPS model using single scale evaluation, which is overlaid on the input image. Figure 7 (a) and
(b) show examples from the Cityscapes dataset which exhibit complex road scenes consisting of a large number of
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Figure 7 Visual panoptic segmentation results of our proposed EfficientPS model on each of the challenging urban scene understanding datasets
that we benchmark on which in total encompasses scenes from over 50 countries. These examples show complex urban scenarios with numerous
object instances in multiple scales and with partial occlusion. These scenes also show diverse lighting conditions from dawn to dusk as well as
seasonal changes.
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traffic participants. These examples show challenging scenarios with dynamic as well as static pedestrian groups in
close proximity to each other and distant parked cars that
are barely visible due to their neighbouring ‘thing’ class instances. Our proposed EfficientPS architecture effectively
addresses these challenges and yields reliable panoptic segmentation results. In Figure 7 (c) and (d), we present results
on the Mapillary Vistas dataset that show drastic viewpoint
variations and scenes in different times of day. Figure 7 (c.iv),
(d.i) and (d.iv) show scenes that were captured from uncommon viewpoints from those observed in the training data
and Figure 7 (d.iii) shows a scene that was captured during
nighttime. Nevertheless, our EfficientPS model demonstrates
substantial robustness against these perceptual variations.
In Figure 7 (e) and (f), we present results on the KITTI
dataset which show residential and highway road scenes
consisting of several parked and dynamic cars, as well as a
large amount of thin structures such as poles. We observe
that our EfficientPS model generalizes effectively to these
complex scenes even when the network was only trained
on the relatively small dataset. Figure 7 (g) and (h) show
examples from the IDD dataset that highlight challenges
of an unstructured environment. One such challenge is the
accurate segmentation of sidewalks, as the transition between
the road and the sidewalk is not well delineated often caused
by a layer of sand over asphalt. The examples also show
heavy traffic with numerous types of vehicles, motorcycles
and pedestrians scattered all over the scene. However, our
proposed EfficientPS model shows exceptional robustness in
these immensely challenging scenes thereby demonstrating
its suitability for autonomous driving applications.
5 Conclusions
In this paper, we presented our EfficientPS architecture for
panoptic segmentation that achieves state-of-the-art performance while being computationally efficient. It incorporates
our proposed panoptic backbone with a variant of Mask RCNN augmented with separable convolutions as the instance
head, a new semantic head that captures fine and contextual
features efficiently, and our novel adaptive panoptic fusion
module. We demonstrated that our panoptic backbone consisting of the modified EfficientNet encoder and our 2-way
FPN achieves the right trade-off between performance and
computational complexity. Our 2-way FPN achieves effective aggregation of semantically rich multi-scale features due
to its bidirectional flow of information. Thus in combination with our encoder, it establishes a new strong panoptic
backbone. We proposed a new semantic head that employs
scale-specific feature aggregation to capture long-range context and characteristic features effectively, followed by correlating them to achieve better object boundary refinement
capability. We also introduced our parameter-free panoptic
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fusion module that dynamically fuses logits from both heads
based on their mask confidences and congruously integrates
instance-specific ‘thing’ classes with ‘stuff’ classes to yield
the panoptic segmentation output.
Additionally, we introduced the KITTI panoptic segmentation dataset that contains panoptic groundtruth annotations
for images from the challenging KITTI benchmark. We hope
that our panoptic annotations complement the suite of other
perception tasks in KITTI and encourage the research community to develop novel multi-task learning methods that
include panoptic segmentation. We presented exhaustive
benchmarking results on Cityscapes, Mapillary Vistas, KITTI
and IDD datasets that demonstrate that our proposed EfficientPS sets the new state-of-the-art in panoptic segmentation
while being faster and more parameter efficient than existing architectures. In addition to being ranked first on the
Cityscapes panoptic segmentation leaderboard, our model is
ranked second on both the Cityscapes semantic segmentation
and instance segmentation leaderboards. We also presented
detailed ablation studies, qualitative analysis and visualizations that highlight the improvements that we make to various
core modules of panoptic segmentation architectures. To the
best of our knowledge, this work is the first to benchmark
on all the four standard urban scene understanding datasets
that support panoptic segmentation and exceed the state-ofthe-art on each of them while simultaneously being the most
efficient.
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Figure 1: MOPT output overlaid on the image\LiDAR input from the Virtual KITTI 2 (top row) and SemanticKITTI (bottom row) datasets. MOPTS
unifies semantic segmentation, instance segmentation and multi-object tracking to yield segmentation of stuff classes and segmentation of thing classes with
temporally consistent instance IDs. Observe that the tracked thing instances retain their color-code temporally in subsequent timesteps.

Abstract

to detect, localize, and identify the scene elements as
well as to understand the occurring context, dynamics,
and relationships. These fundamental scene comprehension tasks are crucial enablers of several diverse applications [21, 26, 22, 25, 30] including autonomous driving,
robot navigation, augmented reality and remote sensing.
Typically, these problems have been addressed by solving
distinct perception tasks individually, i.e., image\pointcloud
recognition, object detection and classification, semantic segmentation, instance segmentation, and tracking. The state of
the art in these tasks have been significantly advanced since
the advent of deep learning approaches, however their performance is no longer increasing at the same groundbreaking
pace [18]. Moreover, as most of these tasks are required
to be performed simultaneously in real-world applications,
the scalability of employing several individual models is becoming a limiting factor. In order to mitigate this emerging
problem, recent works [8, 27, 28, 17] have made efforts to
exploit common characteristics of some of these tasks by
jointly modeling them in a coherent manner.

Comprehensive understanding of dynamic scenes is a
critical prerequisite for intelligent robots to autonomously
operate in their environment. Research in this domain, which
encompasses diverse perception problems, has primarily
been focused on addressing specific tasks individually rather
than modeling the ability to understand dynamic scenes
holistically. In this paper, we introduce a novel perception task denoted as multi-object panoptic tracking (MOPT),
which unifies the conventionally disjoint tasks of semantic segmentation, instance segmentation, and multi-object
tracking. MOPT allows for exploiting pixel-level semantic
information of thing and stuff classes, temporal coherence,
and pixel-level associations over time, for the mutual benefit of each of the individual sub-problems. To facilitate
quantitative evaluations of MOPT in a unified manner, we
propose the soft panoptic tracking quality (sPTQ) metric.
As a first step towards addressing this task, we propose the
novel PanopticTrackNet architecture that builds upon the
state-of-the-art top-down panoptic segmentation network
EfficientPS by adding a new tracking head to simultaneously
learn all sub-tasks in an end-to-end manner. Additionally,
we present several strong baselines that combine predictions
from state-of-the-art panoptic segmentation and multi-object
tracking models for comparison. We present extensive quantitative and qualitative evaluations of both vision-based and
LiDAR-based MOPT that demonstrate encouraging results.

Two such complementary tasks have gained a substantial
amount of interest in the last few years due to the availability of public datasets [1, 3] and widely adopted benchmarks [28, 1]. The first of which is panoptic segmentation [8] that unifies semantic segmentation of stuff classes
which consist of amorphous regions and instance segmentation of thing classes which consist of countable objects.
While the second task is Multi-Object Tracking and Segmentation (MOTS) [28] which extends multi-object tracking
to the pixel level by unifying with instance segmentation
of thing classes. Since the introduction of these tasks, considerable advances have been made in both panoptic segmentation [7, 31, 15, 14] and MOTS [16, 12, 11, 29] which

1. Introduction
Comprehensive scene understanding is a critical challenge that requires tackling multiple tasks simultaneously
1

has significantly improved the performances of the previously saturating sub-tasks. Motivated by this observation,
we aim to further push the boundaries by unifying panoptic
segmentation and MOTS, i.e., interconnecting semantic segmentation, instance segmentation, and multi-object tracking
into a holistic scene understanding problem.
A straightforward approach to tackle this unified task
would be to combine the predictions of task-specific networks in a post-processing step. However, this introduces
additional complexities since the overall performance largely
depends on the capabilities of the individual networks that
have no way of influencing the performance of their complementary task counterpart. This implies that in our case, the
tracking inference directly relies on the instance segmentation performance, which again relies on the pixel-level fused
thing predictions from panoptic segmentation. Moreover,
such disjoint networks also ignore supplementary cues for
object recognition and segmentation provided by the temporal consistency of object identities across frames. More
importantly, it entails running more number of networks in
parallel which increases the overall computational complexity, thereby limiting their adoption for real-world applications due to the lack of scalability.
In this paper, we introduce a new perception task that we
name Multi-Object Panoptic Tracking (MOPT). MOPT unifies the distinct tasks of semantic segmentation (pixel-wise
classification of stuff and thing classes), instance segmentation (detection and segmentation of instance-specific thing
classes) and multi-object tracking (detection and association of thing classes over time) as demonstrated in Fig. 1.
The goal of this task is to encourage holistic modeling of
dynamic scenes by tackling problems that are typically addressed disjointly in a coherent manner. Additionally, we
present the PanopticTrackNet architecture, a single end-toend learning model that addresses the proposed MOPT task.
The proposed architecture consists of a shared backbone
with the 2-way Feature Pyramid Network (FPN) [14], three
task-specific heads, and a fusion module that adaptively
computes the multi-object panoptic tracking output in which
the number of tracked thing classes per image could vary.
Furthermore, we present several simple baselines for the
MOPT task by combining predictions from disjoint state-ofthe-art panoptic segmentation networks with multi-object
tracking methods. To facilitate quantitative performance
evaluations, we propose the soft Panoptic Tracking Quality
(sPTQ) metric that extends the standard Panoptic Quality
(PQ) metric to account for thing masks that were incorrectly
tracked. We present extensive experimental results using
two different modalities, vision-based MOPT and LiDARbased MOPT on the challenging Virtual KITTI 2 [3] and SemanticKITTI [1] datasets respectively. With our findings, we
demonstrate the feasibility of training MOPT models without restricting or ignoring the input dynamics and providing
useful instance identification and semantic segmentation that

are also coherent in time.
In summary, the primary contributions of this paper are:
• We introduce the new task of Multi-Object Panoptic
Tracking (MOPT) that unifies semantic segmentation,
instance segmentation, and multi-object tracking into a
single coherent dynamic scene understanding task.
• We propose the novel PanopticTrackNet architecture
that consists of a shared backbone with task-specific
instance, semantic, and tracking heads, followed by a
fusion module that yields the MOPT output.
• We present several simple yet effective baselines for
the MOPT task.
• We propose the soft Panoptic Tracking Quality (sPTQ)
metric that jointly measures the performance of stuff
segmentation, thing detection and segmentation, and
thing tracking.
• We present quantitative and qualitative results of both
vision-based and LiDAR-based MOPT using our proposed PanopticTrackNet.
• We make our code and models publicly available at
http://rl.uni-freiburg.de/research/
panoptictracking.

2. PanopticTrackNet Architecture
The goal of our proposed architecture illustrated in Fig. 2
is to assign a semantic label to each pixel in an image, an
instance ID to thing classes, and a tracking ID to each object
instance thereby incorporating temporal tracking of object
instances into the panoptic segmentation task. We build
upon the recently introduced state-of-the-art EfficientPS [14]
architecture for panoptic segmentation. To this end, we employ a novel shared backbone with the 2-way FPN to extract
multi-scale features that are subsequently fed into three taskspecific heads that simultaneously perform semantic segmentation, instance segmentation, and multi-object tracking.
Finally, we adaptively fuse the task-specific outputs from
each of the heads in our fusion module to yield the panoptic
segmentation output with temporally tracked instances.

2.1. Shared Backbone
The shared backbone that we employ is based on the
EfficientNet-B5 [23] topology with the 2-way Feature Pyramid Network (FPN) [14]. This combination enables bidirectional flow of information during multi-scale feature aggregation and yields features at four different resolutions with
256 filters each, namely downsampled by ×4, ×8, ×16, and
×32 with respect to the input. We make two main changes
to the standard EfficientNet architecture. First, we remove
the classification head as well as the Squeeze-and-Excitation
connections as they were found to suppress the localization
ability. Second, we replace the batch normalization layers
with synchronized Inplace Activated Batch Normalization
(iABN sync) [20] followed by a LeakyReLU activation func-
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Figure 2: Overview of our proposed PanopticTrackNet architecture. Our network consists of a shared backbone with the 2-way FPN (red), semantic
segmentation head (blue), instance segmentation head (green), instance tracking head (yellow), and the MOPT fusion module. The fusion module adaptively
combines the predictions from each of the aforementioned heads to simultaneously yield pixel-level predictions of stuff classes and instance-specific thing
classes with temporally tracked instance IDs. Our entire network is trained in an end-to-end manner to learn these three tasks in a coherent manner.

tion. This allows synchronization across different GPUs
during multi-GPU training and leads to positive effects on
model convergence in addition to conserving GPU memory
while computing in-place operations. This backbone has
been demonstrated to achieve a good trade-off between performance and computational complexity compared to other
widely used backbone networks [14].

2.2. Semantic Segmentation Head
We employ a three-module semantic segmentation
head [14] that captures fine features and long-range context while mitigating their mismatch in an effective manner.
To this end, first, the outputs of the shared backbone are
separated into large-scale (downsampled by ×4 and ×8)
and small-scale features (downsampled by ×16 and ×32).
The large-scale features are taken as the input to the Large
Scale Feature Extractor (LSFE) module that consists of two
cascaded 3 × 3 separable convolutions with 128 output filters. Simultaneously, the small-scale features are each fed
into two parallel Dense Prediction Cells (DPC) [4]. The
last module in the semantic head performs mismatch correction between the large-scale and small-scale features while
performing feature aggregation. This module consists of
consecutive 3 × 3 separable convolutions with 128 outputs
channels and a bilinear upsampling layer that upsamples by
a factor of two. We add this mismatch correction module
across the output of the second DPC and first LSFE branch,
as well as between the two LSFE branches. We then upsample the outputs of each of these branches by a factor of
four and subsequently concatenate them to yield 512 output
filters which are then passed through a 3 × 3 separable convolution with Nstuff+thing filters. Finally, this resulting tensor
is upsampled by a factor of two and subsequently fed to a
softmax layer which yields the semantic logits.

For training our semantic head, we minimize the weighted
per-pixel log-loss [2] for a batch size n given by
1 XX
Lsemantic (Θ) = −
wij log pij (p∗ij ),
(1)
n
ij

where pij and p∗ij are the predicted and groundtruth class of
pixel (i, j) respectively. All convolutions in our semantic
segmentation head are followed by iABN sync and Leaky
ReLU activation function.

2.3. Instance Segmentation Head
Our instance segmentation head is based on the Mask
R-CNN [5] framework, a widely used architecture that augments the object classification and bounding box regression
heads in Faster R-CNN [19] with a mask generation branch.
Mask R-CNN consists of two stages: Regional Proposal
Network (RPN) and RoIAlign feature extraction. The RPN
takes the 2-way FPN features as input and produces a set
of possible bounding boxes known as candidates. Subsequently, RoIAlign extracts candidate-specific features used
to simultaneously predict the class, bounding box, and instance segmentation mask of each instance candidate in two
parallel branches. The first branch is a mask segmentation
network that consists of four 3 × 3 separable convolutions
with 256 output filters, followed by a 2 × 2 transposed convolution with stride 2 and 256 filters, and a 1 × 1 convolution
having Nthing output channels. This branch generates a mask
logit of dimension 28 × 28 for each considered class. The
second branch performs bounding box regression and object
classification simultaneously. It consists of two consecutive fully-connected layers with 1024 channels and an additional task-specific fully-connected layer with 4 ∗ Nthing and
Nthing + 1 outputs for regression and classification respectively. As a result, the instance head is trained by minimizing

the sum of each specific loss given by
Linstance = Los + Lop + Lcls + Lbbx + Lmask , (2)
where Los , Lop , Lcls , Lbbx , and Lmask correspond to the
object score, proposal, classification, bounding box, and
mask segmentation losses respectively, as defined in [5].
Additionally, we replace all the standard convolutional layers,
batch normalization, and ReLU activation with separable
convolution, iABN sync, and Leaky ReLU respectively.

2.4. Instance Tracking Head
With the aim of tracking object instances across consecutive frames, we incorporate a novel tracking head in parallel
to the semantic and instance heads. For this purpose, we
leverage the multiple objects detected by the instance head,
their RoIAlign features, predicted class, and masks logits,
as input to our tracking head. As a first step, we employ
mask pooling [16] to only consider the information related
to each detected object from the RoIAlign features thereby
eliminating background pixels. In this step, we downsample the mask logits by a factor of two using maxpooling to
match the resolution of the RoIAlign output. Specifically,
we exploit the instance segmentation mask as an attention
mechanism, where we use the output obtained from our instance head during testing and the groundtruth instance mask
during training.
We obtain a 256-dimensional feature vector from pooling
under the object instance mask. These features are subsequently passed through two consecutive fully-connected
layers with 128 and 32 × Nthing outputs respectively. This
yields an association vector acs for each segment candidate
s ∈ S for the duration of t frames that are considered in the
loss function. As a result, we enable the network to learn an
embedding space where feature vectors of the same semantic
class c and track ID ψ are mapped metrically close to each
other, while the segments of different object instances are
mapped distantly. This embedding space is generated by
minimizing the batch hard triplet loss [6] across t frames
with margin α as
Ltrack =


1 X
c,ψ
max max ||ac,ψ
s − ae ||
e∈S
|S|
s∈S

 (3)
c,ψ̄
− min||ac,ψ
−
a
||
+
α,
0
s
e
e∈S

Finally, we reconstruct the track IDs of each object instance in the inference stage. The main idea here is to associate the instances of different time frames that belong to the
same tracklet and assign a unique track ID to them. To this
end, we only consider new instances that have classification
confidence scores higher than a certain threshold us . Subsequently, we measure the association similarities by means
of the Euclidean distances between the current predicted
embedding vectors at frame t and the embedding vectors of

previous object instances. Similar to [28], we then use the
Hungarian algorithm to associate the instances while only
considering the most recent track IDs within in a specific
window of time NT . Furthermore, we create a new track ID
when instances with high classification confidence scores
are not associated with previous track IDs.

2.5. MOPT Fusion Module
In order to yield the panoptic tracking output, we adaptively fuse the logits from the three task-specific heads of
our architecture in our MOPT fusion module. The MOPT
output consists of pixel-level predictions that either belong
to stuff or thing classes or take a void value. Moreover, pixels predicted as thing classes will also include instance and
tracking IDs.
During inference, we feed a sequence of t frames into our
network which generates a set of track IDs, a set of segment
candidates with predicted class, confidence score, bounding
box and mask logits, and a M -channel semantic logits, from
the three task-specific heads. As a first step, we attach track
IDs to the corresponding segment. Thereafter, we filter the
segment candidates to select the object instances that have
confidence scores greater than a given threshold up . Subsequently, we rank the segments that are selected by their
confidence scores and upsample their masks to match the
input image resolution. As there can be potential overlaps
between the masks, we resolve such conflicts by only retaining the higher ranking logits, thereby generating a clean set
Bd of instance mask logits. We obtain the complementary
set of semantic mask logits Bs by first selecting the channels
m ∈ M that have high class prediction scores and retaining
only the instance mask logits in the area inside the corresponding bounding box while ignoring the mask logits that
are outside. Having both sets of mask logits for each segment, we fuse them into a single segment mask adaptively
by computing the Hadamard product similar to [14] as
B = (σ(Bd ) + σ(Bs ))

(Bd + Bs ).

(4)

Finally, we concatenate the segment mask logits B with
the stuff logits and apply the argmax operation along the
channel dimension. In order to generate the pixel-wise
panoptic tracking output, we first fill an empty canvas with
the predictions of the instance-specific thing classes and
subsequently, fill the empty regions with the stuff class predictions that have an area greater than a set threshold ua .

3. Evaluation Metrics
In order to facilitate quantitative performance evaluations
of MOPT, we adapt the standard Panoptic Quality (PQ) [8]
metric that is used to measure the performance of panoptic
segmentation to account for the incorrectly tracked objects in
MOPT. First, we formally define the MOPT task. For a given
set of C semantic classes encoded by C := {0, ..., C − 1},

the goal of the MOPT task is to map each pixel i of a given
frame Ik ∈ {I0 , ..., It−1 } to a pair (ci , ψi )k ∈ C × N, where
t is the total number of frames, Ik is the k th frame of the
sequence, ci represents the semantic class of pixel i, and ψi
represents its track ID. The track ID ψi associates a group of
pixels having the same semantic class but belonging to a different segment and it is unique for each segment throughout
the sequence. Moreover, if ci ∈ Cst , then its corresponding
track ID ψi is irrelevant. Considering the aforementioned
task description, we define our proposed soft Panoptic Tracking Quality (sPTQ) metric based on the following criteria
that the metric should (i) reflect the segmentation quality of
stuff and thing classes uniformly, (ii) account for consistent
tracking of object segments across time, (iii) be interpretable
and straightforward for easy implementation.
To compute the sPTQ metric, we first establish the correspondences between the predicted object segment p ∈ P
and the groundtruth object segment g ∈ G. Here, P and
G are sets of all the predicted and groundtruth object segments respectively. In this step, we take advantage of the
non-overlapping mask property inherited from the panoptic
segmentation task. This property guarantees that at most one
predicted segment can have an Intersection-over-Union (IoU)
higher than 0.5 for a given groundtruth mask. This results in
unique matching that significantly simplifies the correspondence step as opposed to using bipartite matching to deal
with the overlaps between multiple predicted segments and
the groundtruth mask. Next, for a given class c ∈ C, we
compute the set of true positives T Pc , false positives F Pc ,
and false negatives F Nc , corresponding to matched pair of
segments, unmatched predicted segments, and unmatched
groundtruth segments respectively as
T Pc = {pc ∈ P | IoU (pc , gc ) > 0.5, ∀ gc ∈ G},
F Pc = {pc ∈ P | IoU (pc , g) <= 0.5, ∀ g ∈ G},
F Nc = {gc ∈ G | IoU (gc , p) <= 0.5, ∀ p ∈ P}.

(5)
(6)
(7)

Subsequently, we assess the segment consistency across
the frames by keeping track of all occurrences where the
track ID prediction ψp changes compared to the ψg in previous frames that belong to the T Pc set. We do so for each
class separately by accumulating the IoU score for such a
segment where the track ID correspondence is incorrect. We
refer to this term as sIDS, a soft version of the IDS presented
in [28]. IDS and sIDS are defined as
IDSc = {p ∈ T Pc | ψp 6= ψg },
sIDSc = {IoU (p, g) | (p, g) ∈ T Pc ∧ ψp 6= ψg },

(8)
(9)

where for each object segment, sIDS ranges in the interval
[0, 1] taking a maximum value 1 if a mismatch of track IDs
occur. Consequently, our proposed metric sPTQ for a given
class c is given by
P
P
(p,g)∈T Pc IoU (p, g) −
s∈IDSc s
sP T Qc =
. (10)
1
1
|T Pc | + 2 |F Pc | + 2 |F Nc |

sPTQ is comprised of three parts.
P First, the averaged IoU of matched segments |T 1Pc | (p,g)∈T Pc IoU (p, g)
accounts for the correct predictions. Second, the averaged IoU
P of matched segments with track ID discrepancy
1
s∈IDSc s penalizes the incorrect track predictions.
|T Pc |
1
Finally, 2 |F Pc | + 12 |F Nc | which is added to the denominator, penalizes the segments without matches. Considering
that for c ∈ Cst , the average IoU of matched segments
with track ID mismatches is always zero, we also propose a
stricter version of sP T Qc called P T Qc . In this evaluation
measure, we replace sIDSc in sP T Qc with IDSc as
P
(p,g)∈T Pc IoU (p, g) − |IDSc |
P T Qc =
.
(11)
|T Pc | + 21 |F Pc | + 12 |F Nc |
The overall performance can be measured using sPTQ
and PTQ which is averaged over all the classes as
1 X
sP T Qc ,
|C|
c∈C
1 X
PTQ =
P T Qc .
|C|

sP T Q =

(12)
(13)

c∈C

sPTQ jointly measures the performance of stuff and thing
segmentation, as well as the tracking of thing instances,
therefore we adopt this metric as the primary evaluation
criteria for the MOPT task.

4. Experimental Evaluation
In this section, we first introduce several strong baselines
for the MOPT task that combine predictions from stateof-the-art panoptic segmentation and multi-object tracking
models. We then present both quantitative and qualitative
results of vision-based MOPT on Virtual KITTI 2 [3] and
LiDAR-based MOPT on SemanticKITTI [1] datasets. We
report results using the sPTQ and PTQ metrics as well as the
standard multi-object tracking and segmentation metrics [28]
and panoptic segmentation metrics [8] for completeness.

4.1. Training Methodology
We train our PanopticTrackNet end-to-end by combining the three loss functions from each of the task-specific
heads defined in Eq. (1), (2), and (3). We minimize the final
loss function given by L = Lsemantic + Linstance + Ltrack .
During training, we use mini-sequences of length tw as input. We experimentally compared the performance with
varying tw lengths and identify that tw = 3 yields the best
performance. We use α = 0.2 in the batch hard loss from
Eq. (3). We train our model using a multi-step learning rate
schedule with an initial learning rate of 0.007 and weight
decay of 0.1 at epochs {31K, 38K} and {100K, 124K}
for SemanticKITTI and Virtual KITTI 2 respectively. We
train our model using SGD with a momentum of 0.9 for 90
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PTQ
(%)
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Params.
(M)

FLOPs
(B)

Time
(ms)

Seamless [15] + Track R-CNN [28]
EfficientPS [14] + Track R-CNN [28]
EfficientPS [14] + MaskTrack R-CNN [11]

45.66
46.68
46.17

45.28
46.3
45.99

18.09
18.09
17.74

23.79
23.79
22.82

84.28
84.28
83.78

79.91
69.91
120.57

273.96
232.80
224.43

115
115
117

PanopticTrackNet (ours)

47.27

46.67

20.32

26.48

85.74

45.08

167.40

114

Table 1: Vision-based panoptic tracking results on Virtual KITTI 2 validation set. The baselines combine predictions from individual task-specific models and
their inference time was computed considering that the task-specific models are run in parallel.
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(%)

MOTSP
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(M)

FLOPs
(B)
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(ms)

RangeNet++ [13] + PointPillars [9] + Track R-CNN [28]
KPConv [24] + PointPillars [9] + Track R-CNN [28]
EfficientPS [14] + Track R-CNN [28]
EfficientPS [14] + MaskTrack R-CNN [11]

42.22
46.04
44.50
44.03

41.94
45.50
43.96
43.72

15.72
17.94
18.86
18.1

21.93
23.78
24.12
23.9

73.39
75.28
75.57
74.96

110.74
89.96
79.02
120.64

695.51
438.34
379.73
445.90

409
514
148
151

PanopticTrackNet (ours)

48.23

47.89

25.35

30.09

77.34

45.13

300.81

146

Table 2: LiDAR-based panoptic tracking results on SemanticKITTI validation set. The baselines combine predictions from individual task-specific models
and their inference time was computed considering that the task-specific models are run in parallel.

epochs. We reconstruct the track ID with a classification
confidence us = 0.5 and window of time NT = 3. In the
MOPT fusion module, we set the confidence score threshold
up = 0.5 and minimum area threshold ua as 375 and 32 for
Virtual KITTI 2 and SemanticKITTI respectively.

4.2. Baseline Models
To the best of our knowledge, there are no methods thus
far that jointly perform semantic segmentation, instance segmentation and instance tracking. Therefore, we provide
several new baselines for MOPT by combining predictions
from state-of-the-art task-specific models.
For vision-based MOPT, we provide several baselines:
{Seamless [15] + Track R-CNN [28]}, {EfficientPS [14] +
Track R-CNN [28]}, and {EfficientPS [14] + MaskTrack RCNN [11]}. EfficientPS is the current state-of-the-art as well
as the most efficient panoptic segmentation network and
Seamless is the previous state-of-the-art top-down network.
EfficientPS uses a shared backbone with the 2-way FPN coupled with a novel semantic segmentation head and a Mask
R-CNN based instance head, whose outputs are fused adaptively to yield the panoptic segmentation prediction. While
the Seamless model employs a shared backbone with the
standard FPN coupled with a DeepLab inspired semantic
head and a Mask R-CNN based instance head, whose outputs are fused similar to the first panoptic network [8]. Track
R-CNN and Mask Track R-CNN both perform multi-object
tracking and segmentation (MOTS). Track R-CNN is based
on Mask R-CNN and incorporates an association head that
relates object instances across different frames. Similar to
the instance head of our PanopticTrackNet, the association
head of Track R-CNN outputs an embedding vector for each
detected object. Consequently, this network learns an embedding space where the resulting vectors of different instances

are placed distantly and vectors of the same instance are
placed closely. MaskTrack R-CNN is a more recent model
that builds upon Mask R-CNN and leverages instances similarity across frames to infer an object track. To this end,
the instance features from a single frame are stored in an
external memory and updated across frames to compute a
multi-class classification problem.
For LiDAR-based MOPT, we provide four baselines: {RangeNet++ [13] + PointPillars [9] + Track RCNN [28]}, {KPConv [24] + PointPillars [9] + Track RCNN [28]}, {EfficientPS [14] + Track R-CNN [28]}, and
{EfficientPS [14] + MaskTrack R-CNN [11]}. As there are
no panoptic segmentation architectures that directly learn
in the 3D domain, we combine predictions from individual
state-of-the-art 3D semantic segmentation and 3D instance
segmentation networks. KPConv directly operates on point
clouds, whereas RangeNet++ operates on spherical projection of point clouds. PointPillars is a state-of-the-art 3D
instance segmentation approach that employs PointNets to
learn point cloud features organized as pillars which are
then fed to a 2D CNN and SSD detector [10]. Similar to
vision-based MOPT baselines, we employ Track R-CNN
and MaskTrack R-CNN to obtain the tracking predictions.

4.3. Quantitative Results
We present results of vision-based MOPT on the Virtual KITTI 2 validation set in Tab. 1. We observe that
{EfficientPS + Track R-CNN} achieves the highest performance among the baselines with a sPTQ score of 46.68%
and a sMOTSA score of 18.09%. While our proposed PanopticTrackNet model achieves a sPTQ score of 47.27% and
a sMOTSA score of 20.32% which is an improvement of
0.58% and 2.58% respectively over the best performing baseline. Note that our proposed PanopticTrackNet architecture

Network

PQ

SQ

RQ

PQTh

SQTh

RQTh

PQSt

SQSt

RQSt

AP

mIoU

Panoptic FPN [7]
UPSNet [31]
Seamless [15]

46.7
47.4
48.6

77.7
78.3
79.0

57.9
58.5
59.7

37.5
38.1
39.4

81.6
82.3
83.6

45.3
46.1
48.2

50.2
50.9
52.1

76.2
76.8
77.4

62.7
63.2
64.1

26.1
26.4
27.2

53.0
52.8
56.6

PanopticTrackNet (ours)

50.3

80.4

60.5

41.7

84.9

49.3

53.5

78.7

64.7

28.0

57.3

Table 3: Comparison of panoptic image segmentation performance on Virtual KITTI 2 validation set. Results in [%]. Note that only PanopticTrackNet
performs the MOPT task. The baselines only perform panoptic segmentation.
Network

PQ

SQ

RQ

PQTh

SQTh

RQTh

PQSt

SQSt

RQSt

AP

mIoU

Time

RangeNet++ [13] + PointPillars [9]
KPConv [24] + PointPillars [9]

36.5
41.1

73.0
74.3

44.9
50.3

19.6
28.9

69.2
69.8

24.9
33.1

47.1
50.1

75.8
77.6

59.4
62.8

12.1
16.1

52.8
56.6

409ms
514ms

PanopticTrackNet (ours)

40.0

73.0

48.3

29.9

76.8

33.6

47.4

70.3

59.1

16.8

53.8

146ms

Table 4: Comparison of panoptic LiDAR segmentation performance on SemanticKITTI validation set. Results in [%]. Note that only PanopticTrackNet
performs MOPT. The baselines are disjoint panoptic segmentation models (semantic model + instance model).

is built upon EfficientPS, therefore the improvement to the
{EfficientPS + Track R-CNN} model can be attributed to our
track head, our adaptive MOPT fusion module that demonstrates a substantially better MOTS performance than Track
R-CNN, and the end-to-end training of our unified model.
The benefits of our unified model can also be observed in the
number of parameters and FLOPs that it consumes, where it
is almost twice as more efficient than the baselines.
In Tab. 2, we present results of LiDAR-based MOPT on
the SemanticKITTI validation set. The {KPConv + PointPillars + Track R-CNN} model which performs panoptic segmentation in the 3D domain achieves 46.02% in sPTQ which
is the highest among the baselines. However, it also has one
of the largest inference times and FLOPs compared to the
other baselines, which is a well known caveat of operating on
point clouds directly. Nevertheless, our PanopticTrackNet
achieves the highest sPTQ score of 48.23% which is a large
improvement of 2.19% over the best performing baseline,
while being almost four times faster in inference time. We
also observe that our network achieves significantly higher
scores in the MOTS metrics for both categories of baselines,
the ones that directly operate on point clouds and the ones
that operate on spherical projections. This improvement in
performance and the computational efficiency truly demonstrates the capability of learning a single unified model for
the MOPT task that is significantly more scalable.
Additionally, for completeness, we also present comparisons of panoptic segmentation performance on both Virtual
KITTI 2 and SemanticKITTI validation sets in Tab. 3 and
Tab. 4 respectively. The results on Virtual KITTI 2 demonstrate that our proposed PanopticTrackNet achieves the stateof-the-art performance of 50.3% in PQ. While the results
on SemanticKITTI show that the {KPConv + PointPillars}
model outperforms our PanopticTrackNet by 1.1% in PQ
due to the better performance on stuff classes. However, our
network achieves a higher performance on things classes
while being almost four times faster in inference time. These

results demonstrate that our network that simultaneously
performs panoptic segmentation and tacking outperforms
specialized state-of-the-art panoptic segmentation models
while being substantially more efficient as well as scalable.

4.4. Qualitative Results
In this section, we qualitatively evaluate the performance
of our proposed PanopticTrackNet in comparison to the best
performing baseline. We observe two complex scenarios of
vision-based MOPT in Fig. 3 where an object is occluded in
one frame and reappears in the subsequent frames. Ideally,
the same object should have the same track ID during the
entire sequence. However, we show in the second and fourth
rows that the baseline method loses track of the red and pink
cars right after being occluded by other vehicles, whereas our
network consistently tracks the objects. In Fig. 4, we present
comparisons of LiDAR-based MOPT on SemanticKITTI
in which we see that in the first example, both methods
accurately identify the two cars denoted in blue and red.
However, the red car gets occluded in the subsequent frame
which causes the baseline to assign the same track ID to it as
the adjacent car and when the car reappears in the next frame,
the baseline assigns a new track ID to it which illustrates
that the tracking is lost. Similarly, in the second example,
the baseline loses track of multiple cars when they appear
very close to each other. Nevertheless, our PanopticTrackNet
yields consistent tracking and panoptic segmentation results
in both these challenging scenes. This can be attributed
to our mask-based tracking and inference head that also
considers the predicted class and associates instances in the
learned embedding space which enables it to consistently
track objects even when their perspective changes.

5. Conclusions
In this work, we introduce and address a new perception task that we named Multi-Object Panoptic Tracking

Figure 3: Qualitative comparisons of multi-object panoptic tracking (MOPT) from our proposed PanopticTrackNet (first and third rows) with {EfficientPS +
MaskTrack R-CNN} (second and fourth rows) on Virtual KITTI 2 validation set. Each row shows the overlaid MOPT output of consecutive frames.

Figure 4: Qualitative comparisons of multi-object panoptic tracking (MOPT) from our proposed PanopticTrackNet (first and third rows) with {EfficientPS +
MaskTrack R-CNN} (second and fourth rows) on the SemanticKITTI validation set. Each row shows the MOPT output of consecutive scans. A live demo can
be seen at http://rl.uni-freiburg.de/research/panoptictracking.

(MOPT) and the corresponding sPTQ metric for measuring
the performance of our proposed task. MOPT unifies the
conventionally disjoint problems of semantic segmentation,
instance segmentation, and multi-object tracking into a single unified dynamic scene understanding task. This poses a
set of unique challenges as well as gives ample opportunities
to exploit complementary information from the sub-tasks.
We proposed the novel PanopticTrackNet architecture that
consists of a shared backbone with task-specific heads for
learning to segment stuff classes and thing classes with temporally tracked instance masks. We demonstrated the perfor-

mance of our model using two different modalities, namely
vision-based MOPT on Virtual KITTI 2 and LiDAR-based
MOPT SemanticKITTI. The results showed that our model
exceeds the performance of several baselines comprised of
state-of-the-art task-specific networks while being significantly faster and more efficient. We believe that these results
demonstrate the viability of learning such scalable models
for the MOPT task and opens avenues for future research.
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Abstract—The influence of deep learning is continuously expanding across different domains, and its new applications
are ubiquitous. The question of neural network design thus
increases in importance, as traditional empirical approaches are
reaching their limits. Manual design of network architectures
from scratch relies heavily on trial and error, while using existing
pretrained models can introduce redundancies or vulnerabilities. Automated neural architecture design is able to overcome
these problems, but the most successful algorithms operate
on significantly constrained design spaces, assuming the target
network to consist of identical repeating blocks. We propose a
probabilistic representation of a neural network structure under
the assumption of independence between layer types. A matrix
of probabilities is equivalent to the population of models, but
simpler to interpret and analyze. We construct an architecture
search algorithm, inspired by the estimation of distribution algorithms, to take advantage of this representation. The probability
matrix is tuned towards generating high-performance models
by repeatedly sampling the architectures and evaluating the
corresponding networks. Our algorithm is shown to discover
models which are superior to handcrafted architectures and
competitive with those produced by existing architecture search
methods, both in accuracy and computational costs, while being
conceptually simple and highly extensible.
Index Terms—Automatic architecture design, estimation of distribution algorithm, deep learning, convolutional neural network.
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I. I NTRODUCTION

HE recent successes of deep learning have attracted significant interest from theoretical and practical standpoints
in numerous fields of knowledge [1]. Computer vision in particular has witnessed the development of multiple successful
models, based on convolutional neural networks (CNNs), for
tasks such as classification [2], [3], semantic segmentation
[4], and detection [5]. Deep learning driven approaches have
notably contributed to the fields of audio processing [6],
bioinformatics [7], among other fields. While the growth of
deep learning solutions over the years is impressive, their
adoption brings many significant challenges. Some of these
fall into the category of practical issues and have been a
subject of extensive research. For example, the tendency of
powerful models to overfit the training data is addressed by
parameter regularization techniques, such as dropout [8], while
the vanishing gradient problem is tackled by normalization [9],
[10]. On the other hand, the theoretical foundation of deep
The authors would like to acknowledge the financial support of the
Academy of Finland, project no. 289364.
All authors are with Faculty of Information Technology and Communication
Sciences, Tampere University, FI-33100 Tampere, Finland.

learning is not yet comprehensively established, but receives
growing attention, as optimality conditions are formulated
[11], [12] and common techniques are explained [13]. The lack
of interpretability of decisions made by deep models [14], [15]
is a difficult problem to tackle, but has attracted increasing
research attention recently [16]. Further concerns have been
raised regarding secure practical use of deep models, as they
were shown to be vulnerable to attacks utilizing malicious data
[17].
One aspect of the neural networks, intricately tied to these
challenges, is the architectural design: the choice of layer
count, connection patterns, neuron operations, and their hyperparameters (convolution filter sizes, channel depth). It is wellknown that some structural choices are associated with training
difficulties; for example, a depth increase causes the vanishing
gradient problem [18]. Meanwhile, on a system level, the
design guidelines of creating a deep network for a particular
practical problem are not well established. The network design
task thus becomes a time-demanding process, involving extensive trial and error. In practice, this issue is commonly avoided
by using an already established pre-trained model of the same
or related data domain as a feature extractor [19]. While
effective, the latter approach presents problems of its own.
Pre-trained models tend to be large and can lead to resourceconsuming, largely redundant systems, whereas a too small
network may produce insufficient accuracy for the problem at
hand. Specific features of the data may require specific layer
types to be fully exploited [20]. Pre-trained models can carry
undesired biases from their original datasets [21]. Additionally,
sharing the foundation means that such systems will naturally
be more vulnerable to adversarial attacks. A promising way to
avoid these problems lies in developing appropriate methods
for automated task-specific network design.
The idea of automated neural network design dates back
to the early 1990s [22]. The following decade saw a large
volume of research on this problem, primarily focusing on
evolutionary algorithms as solvers, both due to their gradientfree nature and shared biological inspirations [23]. This family
of approaches would later be coined neuroevolution [24].
The research continued into the 2000s, with both improved
evolutionary algorithms [24], [25] and other metaheuristic
approaches, such as particle swarm optimization [26], as the
search method. However, all of these algorithms share the need
to perform many evaluations of intermediate solutions, which,
in the case of automated architecture design, requires training
numerous candidate networks from scratch. Therefore, these
approaches were computationally restricted to rather limited
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model complexity, and their practical applications remained
primarily in control tasks and robotics, where these limitations
have a smaller impact [27].
The advent of deep learning, where training a single model
can take days or weeks, caused manual design to once
again become the primary approach. However, as architectural
discoveries paved the way to models with a small number
of parameters and superior performance [2], [3], the interest
in automated design reemerged, taking advantage of both
evolutionary optimization [28]–[32] and newer approaches,
such as reinforcement learning [33]–[35]. The computational
demand remains a major limitation and has hence been the
focus of most recent works in the area [35]–[37].
Another concern is the growing semantic complexity of such
algorithms. While they may yield successful architectures [31],
their search behaviour is hard to analyze, which obscures the
effects (whether positive or negative) of individual algorithmic
steps and hinders comparisons. For instance, Zoph et al. [34]
proposed a reduced search space: the network is represented
as a repeating sequence of cells of a few types, where the
internal structure of cells of the same type is identical and
subject to optimization. Consequently, this design space has
been adopted by a multitude of other approaches (see [31],
[35], [38]), but random search has recently been shown to be
highly competitive as well, suggesting that previous successes
may come from the expressivity of this space rather than
algorithm specifics [39].
Despite the variety of the proposed solutions for the architecture search problem, the majority of them rely on the
repeating blocks, cells, or motifs. While effective in reducing the search space and thus (indirectly) the computation
required, such an approach is by design biased towards deeper
and uniformly structured models. This brings them closer to
handcrafted networks, but limits the possibilities to discover
less regular architectures, which can potentially be superior in
performance or have other valuable properties.
We propose a conceptually simple and extensible architecture search method, based on the estimation of distribution
algorithms. We specifically draw from Population-Based Incremental Learning [40] and Univariate Marginal Distribution
Algorithm [41]. We utilize a set of discrete probability distributions to describe the choice of layers in a feedforward
deep network, assuming their independence. Together they
form a network prototype, which is then iteratively updated by
sampling and evaluating network models, until convergence is
reached. The contributions of this paper can be summarized
as follows:
• We propose a probabilistic representation of deep neural
networks by expressing their structure as a set of layer
type probabilities. A single prototype of the proposed
form corresponds to not a single network, but a family
of models, which can span entire regions of the design
space.
• We propose a CNN architecture search method based on
the optimization of the above prototype, denoted Architecture Search by Estimation of network structure Distributions (ASED). As candidate networks are sampled and
individual probabilities converge to their extreme values,

the algorithm naturally transitions from global to local
search, avoiding suboptimal areas.
• We propose additional techniques to introduce non-linear
connectivity patterns to solutions and to control the speed
of search convergence.
• We experimentally demonstrate the comparable performance of our method to existing approaches in terms of
both model performance and computational requirements,
while using only feedforward structures without explicit
repeated motifs.
The rest of the paper is structured as follows. In Section 2, we review the related developments in the field of
neural architecture optimization as well as elaborate on our
inspirations. Section 3 describes our approach to architecture
search and the additional related techniques. Section 4 contains
the experimental results and their analysis. Finally, Section 5
concludes the work and outlines some potential future studies.
II. R ELATED W ORK
Ever since the wider adoption of multilayer perceptron
structures [42], their architectures became subject to optimization. While general neural network design involved heuristic
rules and empirical tests, a promising alternative was found in
evolutionary optimization methods due to their ability to solve
problems defined only by the target function, without requiring
any gradient information [43][44]. Early works on neuroevolution included [45]–[47]. However, all of these works shared
common issues of prohibitive computational requirements and
lack of robustness due to the highly noisy nature of the search
space [23].
The small-scale neuroevolution reached a new peak when
NEAT (NeuroEvolution of Augmented Topologies) [24] was
introduced in 2002. The techniques that made NEAT differ
from its predecessors are historical gene markings, allowing
for straightforward and meaningful crossover, and speciation
with fitness sharing, which allows promising individuals to
more consistently reach their full potential. Despite the advantages and the flexibility it offered, NEAT remained limited
to small-scale applications, such as control tasks with limited
inputs (a problem which would later be tackled within reinforcement learning). Multiple subsequent variants of NEAT
[25], [48], [49] aimed at efficient generation and representation
of more complex networks with repeatable structural patterns.
For example, HyperNEAT [25] encodes network architectures
via a metric space, called substrate, where every neuron
is mapped to a point with fixed coordinates. A separate
hypermodel, called a Compositional Pattern-Producing Network (CPPN), takes as inputs the coordinates of a pair of
neurons and outputs the connection weight between them,
thus defining a network structure. An evolved substrate variant
of HyperNEAT, or es-HyperNEAT [49], avoids the need to
explicitly define node geometry, allowing for discovery of
a wider scope of structures. However, despite the greater
representational expression of these methods, the overarching
problems remained and the use was limited to specific smallscale applications [50].
The resurgence of interest for architecture optimization
started in 2016, after the introduction of reinforcement learning
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driven Neural Architecture Search (NAS) in [33]. An LSTMbased recurrent neural network (a controller) is trained to
output sequences of tokens (symbols), which correspond to
specific values of convolutional layers’ parameters, such as
filter size, count, and stride. The resulting neural network can
be trained and evaluated. The controller can then be updated
by the REINFORCE rule to maximize the expected accuracy
of the generated networks. The major weakness of NAS is the
computational cost of over 22000 GPU days on a standard
CIFAR-10 image classification dataset. The follow-up work
NAS-Net [34] represents the target network as a predefined
sequence of repeating elements, known as cells. Each cell type
shares the same internal structure, which is optimized in a
graph form and can contain different convolution and pooling
operations. During the search process, the total number of
cells in the network is reduced to speed up computation, while
the final discovered architecture is evaluated in a full-length
sequence. Such a reduction of the design space has proven
effective in guiding the search, thus boosting the accuracy
and reducing the running time to 2000 GPU days, and has
since been used in other works. Efficient NAS, or ENAS [35],
achieves further speed-up (to less than 16 GPU hours) at the
cost of some accuracy loss. It utilizes weight sharing, where
the convolutional filter weights are identical between the cells
and depend only on the position of the corresponding edge in
the structural graph. Thus, training from scratch (which was
necessary for the network evaluation) is no longer needed,
and the tensor of shared weights can be finetuned via gradient
updates in-between controller updates.
Evolutionary algorithms arose once again as a primary
competitor to reinforcement learning based solutions. CoDeepNEAT [51] adapts the well-known NEAT procedure for deep
networks by using two separate populations - blueprints and
modules - for easier representation of repeating patterns. Genetic CNN [28] encodes layer connectivity in a population of
binary strings and runs a standard genetic algorithm. EvoCNN
[32] instead opts for variable-length gene encoding to represent
networks of arbitrary depth, where crossover is made possible
via matching the genes that share a type (e.g. a pooling
gene can only be matched with another pooling gene). Real
et al. [29] run a distributed large-scale evolutionary process
directly on a population of networks, where mutations can
alter the network structure, parameters, or training process.
The following work of Real et al. [31] combines the evolutionary approach with the NAS-Net search space, surpassing
reinforcement learning in anytime accuracy and setting a new
state-of-the-art performance on the popular CIFAR-10 dataset,
as well as generating comparatively simpler models. However,
the computational cost remains extensive, clocking above 3000
GPU days. between and utilizes a special variant of crossover
that only allows . and The similar approach is taken by the
automatically evolving CNN (AE-CNN) , which runs a genetic
algorithm on the population of networks composed of customized ResNet and DenseNet blocks, achieving competitive
results.
While deep networks can be difficult for the neuroevolution
to handle, a viable alternative can be found in expanding
the operation set of the shallow networks, allowing for more

powerful representations. Generalized Operational Perceptron
(GOP) [52] model substitutes the standard neuron by offering
a wider choice of nodal and pooling operations instead of
the standard multiplication and addition. The choice of operations can be optimized simultaneously with the network
architecture by a greedy incremental procedure. Operational
Neural Networks (ONNs) [53], composed of such units, have
been shown to achieve superior performance to CNNs on
some practical problems. Most recently heterogeneous GOP
structures, where each layer can have neurons with differing
operations, have received increasing attention [54]. While
flexibility of operators allows ONNs to stay relatively shallow,
it also results in a vast unstructured design space which is
computationally costly to traverse.
Many recent works in architecture optimization utilize various techniques to reduce the computation needed, primarily
by simplifying the evaluation procedure. SMASH [55] learns a
hypernetwork that can predict weights for all the connections
of an arbitrary deep network (given a specific representation),
which reduces the need for training and makes random search
a viable solution for discovering architectures. Progressive
Neural Architecture Search (PNAS) [36] uses a separate
recurrent network to approximately rank the candidate models
without training them, allowing the search to focus only on
more promising options. NASH [56] and LEMONADE [37]
take advantage of network morphisms—operations that modify
the structure of a trained network without affecting its output—
to navigate the search space without training the models from
scratch. Differentiable Architecture Search (DARTS) [38] provides a continuous relaxation of the NAS-Net cell structure
problem and performs the search via gradient descent, iterating
between the architecture and weight updates. While relatively
more efficient in terms of computation, these methods do not
address the issues of interpretability and semantic complexity.
There exists a number of works that model the network construction as a probabilistic process, sharing some similarities
with the proposed approach. Methods based on reinforcement
learning, such as NAS and its successors, use the probability
of a given network to be produced from the current policy
as a weight for the corresponding reward. InstaNAS [57]
also has reinforcement learning at its core, but differs from
other algorithms in this group, as it takes an instance-aware
approach. Specifically, InstaNAS processes each data point by
a separate network (a path within a large trained model), sampled from a parameterized distribution. NASBOT [58] models
the architecture search as a Gaussian process. To facilitate this,
the authors introduce a (pseudo)distance in the network design
space and utilize an evolutionary algorithm as an optimizer.
The most similar approach to ours is Probabilistic Neural
Architecture Search (PARSEC) [59]. As in our work, PARSEC
explicitly models a distribution to produce neural architectures
of cells, including the assumption of independence between
individual operations. However, this distribution operates on
a level of NAS-Net cell, allowing PARSEC to take advantage
of full weight sharing between the sampled model instances,
while our method models the network as a whole. Moreover,
the search procedure is different: PARSEC uses Monte Carlo
empirical Bayes to iteratively update both the architectural
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priors and the tensor of shared weights, while we completely
recompute the marginal probabilities over a subset of the
samples and do not use weight sharing.
Our work draws inspiration from the estimation of distribution algorithms (EDAs) – the family of optimization
methods originating from mid-1990s, which are closely related
to genetic algorithms [60]. While most evolutionary algorithms
maintain a candidate population, which implicitly defines the
probability distribution of the solutions, EDAs define this
distribution explicitly and tune its parameters throughout the
optimization process. Our work mainly draws on two discrete univariate EDAs, Population-Based Incremental Learning
(PBIL) [40] and Univariate Marginal Distribution Algorithm
(UMDA) [41]. PBIL generates an intermediate population
via sampling, applies a selection procedure, and updates the
probabilistic model in the direction of selected samples, using
a learning rate parameter. UMDA maintains the population of
solutions, estimates a set of marginal probabilities from the
best candidate(s), and uses them to produce the population
of the next generation. For more information on EDAs, their
applications and recent developments, we direct the reader to
the survey by Hauschild and Pelikan [61]. To the best of our
knowledge, ours is the first work to explicitly apply the EDA
formulation to the deep neural network architecture search
problem.
III. M ETHODOLOGY
In this section, we describe and justify the proposed network
representation, the design of the proposed algorithm Architecture Search by Estimation of network structure Distributions
(ASED), as well as additional techniques to improve its
capabilities.
A. Search Space and Network Representation
The problem of optimizing the structure of a neural network
is extremely high-dimensional. The choice of layer types
(convolution, pooling) alone produces a combinatorial problem
that grows exponentially with the increase in depth, and that is
without taking into account layer hyperparameters (filter size,
stride, channel count) and weights. Connectivity patterns add
another dimension of complexity, as structures such as skip
connections and parallel branches have been found beneficial
in manually designed models [3]. For this reason many recent
architecture optimization algorithms, starting with NAS-Net
by Zoph et al. [34], utilize a constrained search space based
on repeated structural motifs. Instead of searching for the
architecture of the entire network, they instead work with cells,
which are small subnetworks containing only a few layers. The
target network is then constructed by repeating the cell a given
number of times. This relaxation allows the cells to have almost arbitrary structures while maintaining the viability of the
search. Another advantage is the directly controllable tradeoff between the network power and complexity by varying the
number of cell repetitions. It is common to speed up the search
by using less cells and then increase their number for the
final evaluation of the discovered architecture. However, the
unavoidable natural drawback of this approach is the fact that

only a small subset of network design space is reachable with
such constraints, and potentially better architectures may not
be discoverable. Therefore, we opt for optimizing the whole
network simultaneously.
We model a deep neural network as a multivariate random
variable coming from a known probability distribution. For the
sake of tractability, we consider only the choices of layer types
for optimization, resulting in a discrete distribution, while
other hyperparameters are not directly tuned by the search
procedure. Specifically, we bind the values of filter sizes and
strides with the layer type choices and set the channel count to
an externally defined constant for all the layers. We denote the
set of possible layer types as L and call it the layer library.
For the purpose of this work, we include the following ten
common operations in the library (each with the corresponding
shorthand notation):
id identity (output is equal to input),
c1 1x1 convolution,
c3 3x3 convolution,
c5 5x5 convolution,
c7 7x7 convolution,
d3 3x3 dilated convolution (with dilation rate of 2),
d5 5x5 dilated convolution (with dilation rate of 2),
m2 2x2 max pooling,
m3 3x3 max pooling (with stride 2),
a3 3x3 average pooling (with stride 2).
We assume that the choice of each layer in a CNN is
independently distributed. While this assumption is unlikely
to hold in practice, it simplifies the formulation, and interlayer interactions are implicitly taken into account during the
search. Multivariate generalizations of the proposed method
can potentially offer improvements and are a promising future
work direction. Given our assumption, a discrete distribution
of network structures can be represented as a matrix of probabilities P , where each row describes a layer and Pij ∈ [0, 1]
is the probability of i-th layer being the j-th layer type from
L. Matrix P is henceforth called prototype. The dimensions
of P are N × |L|, where N is the current number of layers
in the network.
The probabilistic representation has a number of advantages
over the population of networks. Matrices have a wide range of
available optimization approaches; many existing optimization
heuristics outside of the scope of this work are straightforwardly applicable to the proposed representation. The prototype offers intuitive insight into the anytime state of the search,
as the probability mass is always explicitly assigned for every
point of the design space. The convergence of the search is
easy to determine by how close the layer probabilities are to
their extremes. Finally, the proposed representation can offer
significant implementation advantages in a distributed setting,
as only a small prototype matrix needs to be transferred
between computational nodes, rather than full-scale models.
A limitation of the proposed representation is the fact that
evaluating the prototype can be done only by sampling networks from it and training them from scratch. To minimize the
sampling error, the number of samples has to be large, which
can incur particularly high computational costs (especially for
large values of N ). While a number of techniques to minimize
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the evaluation costs exists, few of them are suitable for the
prototype representation; for instance, due to the large variety
of possible structures (of differing sizes), sharing weights
between them is not practical. We consider options to address
this in the analysis section.
B. Search Algorithm
To construct an iterative architecture search algorithm with
the above representation, three elements need to be defined
- initialization, update and stopping condition. The proposed
algorithm, denoted ASED, operates on a single prototype for
the sake of simplicity. The depth of all networks on a given
search step is the same due to the fixed prototype dimensions;
to search across architectures of different sizes, we gradually
increase the depth after each update step. While the prototype
rows are never removed, the inclusion of identity in our layer
library means that, in practice, networks with less than N
layers can be represented and discovered at any search stage.
The prototype P is initialized as a Ninit × |L| matrix with
every element set to 1/|L|, where Ninit is a starting layer
count. While a more specific prior can be given, the uniform
initial distribution ensures that every reachable architecture is
equally likely to be considered, which helps to emphasize early
exploration. The choice of Ninit should be carefully considered, as a small value can result in premature convergence
without sufficiently exploring the larger portion of the design
space, but a large value can cause the search to be ”lost” unless
an impractically large number of samples is evaluated (due to
the curse of dimensionality).
To update the prototype, sampling of K candidate networks
is performed first, with each layer independently selected from
the discrete distribution given by the corresponding row of the
prototype matrix. Each candidate model is then trained and
evaluated on the target problem, and the temporary population
is sorted by validation performance. While we evaluate and
track the classification accuracy, we opt for another, additional
measure to compute the candidate ranking. We adopt the multiclass Matthews coefficient [62], which is designed to be robust
to the class imbalance in the data, allowing the search to
operate reliably in such cases. The formula of the multi-class
Matthews coefficient is as follows:
P
(Ckk Clm − Ckl Cmk )
sP P
, (1)
m = sP P klm P
P
( Ckl )( Ck0 l0 )
( Clk )( Cl0 k0 )
k

l

l0
k0 6=k

k

l

l0
k0 6=k

where C is a confusion matrix. The value of the multiclass Matthews coefficient ranges between a data-dependent
negative value (≥ −1) and +1. Whenever the denominator of
the fraction in Equation 1 is zero, we set the output value to
the lowest possible: -1.
Given the ranking, the best Ks < K models are then
selected to directly induce the new prototype, which, due to
the independence assumption, takes the following form:
K

Pij =

s
1 X
xkij ,
|Ks |

k=1

(2)

Algorithm 1 Architecture Search by Estimation of Network
Structure Distribution (ASED)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

Input: L, Ninit , tmax , K, Ks , n(t)
N ← Ninit
for i ∈ {1, . . . , Ninit }, j ∈ {1, . . . , |L|} do
Pij ← 1/|L|
end for
for t ∈ {1, . . . , tmax } do
Sample K candidate networks from P
Train and evaluate candidate networks
Sort candidate networks by validation performance
S ← Ks best performing candidate networks
Recompute P based on S (Eq. 2)
Add n(t) new rows to P
for i ∈ {N + 1, . . . , N + n(t)}, j ∈ {1, . . . , |L|} do
Pij ← 1/|L|
end for
N ← N + n(t)
if ∀i, j Pij ∈ {0, 1} then
break
end if
end for
return P

where xkij is an indicator variable that is equal to 1 if k-th
selected candidate network has j-th library item as i-th layer,
and 0 otherwise. This update step is equivalent to the one
used in the UMDA algorithm [41]. Every update is followed
by an addition of one or more rows to the prototype, according
to the predefined schedule (denoted n(t)). These new layers
are initialized with a uniform distribution. Note that we avoid
explicitly preserving the best candidates between updates (the
technique known as elitism). As our approach starts from the
solution space of low dimensionality and gradually increases
it, the bias towards early dominant solutions will result in premature convergence. The complete description of the ASED
procedure is given in Algorithm 1. The search stops when the
specified iteration limit tmax is reached or all the values of
the prototype matrix become strictly 0 or 1, which indicates
complete convergence. A single network architecture with the
highest probability is selected to be the final output.
C. Convergence Control Techniques
While the described search procedure navigates the search
space by progressively narrowing down the region under
consideration and should be capable of avoiding local optima,
it can still get stuck in a local optimum and hence exhibit
premature convergence. As the search progresses, individual
layer type probabilities tend to approach either 0 or 1 regardless of their immediate impact on the network performance, as
is established in the theory of EDAs [63], [64]. The proposed
algorithm does not allow for any mechanisms to limit this;
in fact, such an effect is desirable for the search convergence.
Moreover, once a probability has achieved the value of exactly
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0 or 1, it becomes fixed and will not change thereafter, as all
of the sampled networks will be the same with respect to the
type of the corresponding layer. In case of 0 the corresponding
operation is no longer considered, while in case of 1 the layer
choice is made permanent, meaning that the dimensionality
of the problem is essentially reduced from that point on. A
subset of network structures becomes unreachable, which can
be beneficial for navigating the design space, but can also
mean the loss of potentially better solutions. We consider two
different techniques to address this issue.
A common technique in EDAs involves capping the probabilities, such that extreme values are not achievable and
each element instead spans the predefined range [pmin , pmax ],
where pmin > 0, pmax < 1. In our setting, this means
that there is always at least the probability of pmin for each
layer type to be selected in any position, removing irreversible
choices. Probability capping is implemented by simple rowwise proportional normalization of the prototype matrix after
every prototype update step. We adopt the approach where
the upper cap pmax is explicitly given as a parameter and the
lower cap is then computed as
pmin =

1 − pmax
.
|L| − 1

(3)

The normalization itself is then performed as follows:
(
pmin
if pij ≤ pmin
0
pij =
pij · mi if pij > pmin
P
P
Bi + Si − |Si | · pmin
P
mi =
,
(4)
Bi

where Si = {pij |pij ≤ pmin } and Bi = {pij |pij > pmin }
for i ∈ {1, . . . , N }. Note that Bi cannot be 0 as the layer
probabilities sum to 1.
Another way to prevent the search from prematurely converging is to additionally modify the prototype between iterations. One can, for instance, apply a small random perturbation, similar to how mutation is used in evolutionary algorithms. However, due to the search being driven by sampling,
the effect of such mutation would be either insignificant or
highly unpredictable. Instead, we opt for another operation,
which we call prototype inversion, that replaces high probabilities with low values and vice versa. This prompts the
search to explore exactly the previously discarded regions of
the search space, while the currently dominant choices become
extremely unlikely (the latter aspect evokes similarities to the
well-known tabu search, which is an optimization technique
that explicitly forbids the reuse of already seen solutions [65]).
Naturally, such an inversion operation is highly destructive
and can prevent the search from progressing, so it needs to be
executed only at some iterations of the algorithm. Additionally,
we save the current prototype just before inverting it to make
sure the information is not lost, which essentially means the
ASED algorithm can produce multiple solutions before the
stopping condition is met.
To establish an inversion condition, we need to find the
measure of convergence, as performing the inversion too early
and/or too often can hinder the search process. L2 -norm of the

probability p
vectors is suitable for this purpose, as it spans the
interval [1/ |L|, 1]. Here, the lower bound corresponds to the
uniform distribution and the upper bound is achievable only
when a single element (layer type) takes value 1 with every
other being 0. The L2 -norm of each prototype row is thus
a measure of the certainty of the layer choice and increases
as the search progresses. The condition for triggering the
prototype inversion can then be a threshold on the L2 -norm of
the prototype, averaged over all the rows (as they are assumed
independent). If the inversion is used, this condition is checked
at every iteration after the prototype is updated. The newly
added uniformly distributed rows are ignored for the purposes
of the mean norm calculation.
The inversion operation is implemented by subtracting each
probability value from 1 (e.g., 0.85 becomes 0.15). For probabilities that have taken values of 0 or 1 this operation does
not have the intended effect, as they still limit the exploration
space. To suppress these extreme values, the inversion is
followed by the probability capping normalization defined in
Eq. (4), using the same parameters pmax and pmin . As no
probability goes to zero as a result of inversion, previously
reachable solutions remain reachable, allowing for potential
backtracking. We consider two types of inversion operation:
the full inversion and the partial inversion. The former is
applied row by row to the whole prototype. The latter is less
destructive as it only applies to the subset of prototype rows
which have the highest L2 -norm.
√ The specific number of such
rows is empirically set to b N c. The partial inversion thus
applies only to some of the most converged layers, preserving
less confident choices as they are.
As both described techniques are simple mathematical operations on the prototype matrices, they do not incur significant
computational costs by themselves. However, as they influence
the search behaviour of the algorithm towards slowing down
the convergence, more iterations may be required to reach the
solution of the same level of complexity as with the baseline
variant. With respect to the given stopping condition, the
proposed techniques can indirectly increase the overall running
time of the algorithm, although the specific impact can be
evaluated only empirically on a case-by-case basis.
D. Non-Linear Layer Connectivity
The default prototype specification supports only the simplest architectures, where the flow of the input data through
the layers is strictly sequential. However, connections between
non-adjacent layers, also known as shortcuts, play an important role in the powerful CNN models, such as ResNet
[2] and DenseNet [3]. Shortcuts counteract the problem of
vanishing gradients by ensuring the efficient flow of the
backwards propagated signal, which allows models of much
larger depth to be reliably trained. While we constrain layer
counts during the architecture search due to computational
limitations, the use of shortcuts still simplifies and speeds
up the training of candidate models as the depth increases.
By making deeper models more competitive against shallow
ones already in the early training stages, shortcuts discourage
premature convergence of the prototype. Thus, while implicit,
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they grant similar benefits as the techniques described in the
previous subsection. Of course, our framework also benefits
from shortcuts via increased expressiveness and generality.
There are several options for introducing shortcuts to the
proposed formulation. One possibility is to define another
prototype matrix, which would store the connectivity patterns,
i.e., presence or absence of a connection, between layers. This
additional prototype can be operated on with any procedure
suitable for the original, such as the one given in Algorithm 1.
The two matrices can be concatenated and optimized jointly,
or they can be iterated between, introducing an additional step
to the search procedure. It is worth noting, however, that such
an approach significantly increases the problem complexity.
Additional dimensions of the search space would require either
exponentially more samples (in the joint case) or exponentially
more iterations (in the iterative case) to ensure sufficient exploration. As a compromise between complexity and expressivity,
we consider another approach — fixed shortcut patterns. We
design simple shortcut-generating rules, inspired by existing
deep CNN models, and apply them to any sampled candidates
throughout the search, as well as to the ultimately discovered
architectures (while ensuring the solutions remain valid). As
the rule does not change over time, the search procedure can be
expected to select structures which take the most advantage of
the given shortcut pattern. This simple approach does not incur
any additional computational costs. In fact, it can potentially
speed up the training of the deeper networks, but this is
not currently taken advantage of, as we use fixed training
schedules for simplicity.
We consider two types of shortcut patterns — the residual
pattern and the semi-dense pattern. Both can be characterized
by a single parameter D ≥ 1. Residual pattern is inspired
by the residual connections of ResNet [2]. In this case, the
shortcut connects the output of the current layer to the output
of the layer which is D positions after (e.g., the following
layer if D = 1). Residual shortcuts cannot intersect or overlap,
i.e., there can be no starting point between another starting
point and its corresponding endpoint. In the case of the semidense pattern, every group of D consequent layers have their
outputs connected to the single endpoint at the output of
the (D + 1)th layer. It is inspired by the DenseNet [3] with
some simplification (the original pattern would have all the
layers within the group connected). These shortcut patterns
are illustrated in Fig. 1.
As in other deep models, the signal arriving via a shortcut
is combined with the primary signal at the endpoint by
simple addition. As in the early ResNet, we follow the postactivation pattern, i.e., the activation function is applied after
signals are combined (but batch normalization, if applicable,
precedes the signal combination). A notable issue for the proposed approach is the compatibility of the signal dimensions.
In handcrafted architectures, shortcuts are typically applied
within layer blocks that do not perform downsampling, and,
therefore, the shapes of the primary and the shortcut signals
always match. This does not necessarily hold within our
framework: while convolutions are zero-padded to preserve
dimensions between input and output, any layer can potentially
be a pooling layer, breaking the compatibility. We resolve

a)

b)

c)

d)

Fig. 1. Illustrated shortcut patterns: a) both, D = 1; b) residual, D = 2;
c) semi-dense, D = 2; d) semi-dense, D = 3.

this issue by keeping track of the pooling operations that
the primary signal is undergoing and applying them to the
shortcut signal before adding the two together. Compatibility
with regards to the channel number is guaranteed, since it
remains constant throughout the network, with the exception of
the original input, which is not allowed to be the starting point
of a shortcut. It is also worth noting that, since our framework
allows every layer to potentially represent an identity function,
the span of some of the shortcuts may in practice be less than
D.
IV. E XPERIMENTAL R ESULTS AND A NALYSIS
In this section, we describe the experimental setting and
obtained results and discuss their implications for this and
future work.
A. Experimental Setting
Following the previous works of the field, the proposed
ASED algorithm is validated in the image classification setting. We consider two datasets of differing difficulty and scale.
As a simpler problem we utilize USPS dataset [66], which
contains grayscale samples of handwritten digits of 16x16
pixels each. USPS has 10 classes, 7291 training examples,
and 2007 test examples. The larger problem is CIFAR-100
dataset [67], which is one of the standard NAS benchmarks.
It consists of 3-channel 32x32 RGB images. It contains 50K
training examples and 10K test examples of 100 different
classes. To allow for evaluation of candidate networks without
leaking the test data, for both datasets we sample 20% of the
original training images, maintaining class balance, to obtain
validation sets. We use the original test sets only to report
the performance of the final discovered model. Classification
accuracy is used as the performance metric. We do not use
any preprocessing for USPS. For CIFAR-100 the standard
preprocessing procedure is applied: images are zero-padded
by 4 pixels on each side, followed by random cropping down
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to 32x32 and horizontal flipping with probability 0.5, as well
as normalization to zero mean and unit variance.
The algorithm parameters are set as follows. The search
is initialized by sampling 10K networks from the uniform 5layer prototype, which covers 10% of the design space (as
the current library permits 105 possible 5-layer networks). At
every iteration of the search, K = 1000 networks are sampled,
trained, and ranked, with the top Ks = 100 forming the
next prototype. As adding layers is initially affordable, but
becomes more expensive later, the following growth schedule
is adopted:
(
2 if t ∈ {1, 2}
(5)
nt =
1 otherwise.
For USPS dataset we additionally consider a modified set
of settings to start from smaller networks, which allows for
more gradual navigation of the search space in the early stages.
With the modified search settings a 2-layer uniform prototype
is used as a starting point (instead of a 5-layer one). The
sampling between iterations is also reduced: 100 networks
are generated and top 10 are selected to induce the next
prototype. This results in the smaller number of candidates
being evaluated, speeding up the search by approximately a
factor of ten.
During the search, the channel count of all convolutional
layers is set to 32. To avoid the mismatch of signal dimensions,
every convolutional layer has its output padded to match the
input; therefore, only the pooling layers can perform downsampling. We use PReLu as an activation function and apply
the corresponding initialization policy of He et al. [68]. To
make the discovered architectures output the class predictions,
we perform global average pooling after the last sampled
layer, followed by a fully connected layer of 100 PReLuactivated neurons, dropout with rate 0.5, and a softmax layer.
Batch normalization is not used within the candidate networks
during the search; however, the final discovered architecture
has batch normalization applied after every convolutional layer
to maximize evaluation performance.
Training numerous deep networks from scratch incurs the
majority of computational expenses of the search procedure.
We therefore use a different, less intensive training regime,
denoted as brief training, to produce metrics for candidate
ranking during the search. Full training is reserved only for the
evaluation of the final solution discovered by the architecture
search. Both settings use stochastic gradient descent (SGD)
with momentum of 0.9 to minimize the cross entropy loss.
Brief training runs for 20 epochs, using the learning rate
of 10−2 for the first 10 epochs and 10−3 thereafter. Full
training runs for 200 epochs and uses the following schedule
of learning rates: 0.01 for epochs 1-60, 0.02 for epochs 61120, 0.004 for epochs 121-160, and 0.001 for epochs 161200. Full training also uses L2 -norm weight regularization
with the coefficient of 10−4 (excluding PReLU weights, as
recommended in [68]) and imposes the maximum L2 -norm
constraint of 0.5 on weights. The batch size is set to 64 for
USPS and 128 for CIFAR-100.
The settings for convergence control and non-linear connectivity variants are given as follows. For the variants that

use probability capping we set pmax to 0.9. The L2 -norm
threshold for both full inversion and partial inversion is set
to 0.65, as that corresponds to the middle of the interval of
the possible values. For the evaluation of shortcut-generating
rules we consider D = 2 and D = 3, as D = 1 has
limited impact on the gradient flow and D > 3 results in
too few shortcuts created, given the network depth limitation.
We do not consider the convergence control and the shortcut
patterns jointly: since both of them act like regularizers on
the search procedure, their significance is easier to analyze
separately. The total number of iterations is tmax = 9 for
the baseline and probability capped variants, which, under the
adopted schedule, corresponds to the maximum layer count
of 16. However, for the inversion experiments the search is
run further to allow for observing the results after multiple
instances of inversion triggering. The achievable layer count
is 22 for these variants.
All of our experiments are implemented in PyTorch and
performed on a workstation with 4 GeForce 1080Ti GPU units.
The running times are included with the reported results. The
source code will be made publicly available on GitHub upon
acceptance of the paper.
B. Architecture Search Performance on USPS
To the best of our knowledge, the current state of the
art results on USPS are achieved by Oyedotun et. al. [69].
Their solution is based on a well-known ResNet architecture, modified by a number of techniques: maxout activation
function, elastic net regularization, and feature standardization.
Furthermore, the final classification is obtained via an SVM
that is trained on the features from the final convolutional
layer. We compare the reported results from [69] with the
solutions discovered by the baseline ASED in its default
and modified configurations. The comparison between ResNet
and both ASED setups is given in Table I. The discovered
architectures are shown in Fig. 2, using the notation defined
in Section III.
The networks discovered by ASED clearly produce competitive results to modified S-ResNet. While the default search
configuration shows a clear tradeoff between classification
accuracy and the number of parameters, the modified search
configuration can produce very competitive architectures with
just 16 channels. The discovered architecture is significantly
smaller than S-ResNet in both depth and overall memory
requirement, while achieving a similar test error rate. ASED is,
therefore, capable of discovering very efficient architectures in
smaller problem domains. The discovered architecture notably
differs from common patterns of handcrafted designs, lacking
pronounced block-like repeating patterns and taking advantage
of convolutions with larger kernels. This shows the potential of
the neural architecture search to automatically discover novel
and potentially superior network structures, which may lie
outside the standard design spaces.
C. Architecture Search Performance on CIFAR-100
We report the results of running the proposed ASED algorithm on CIFAR-100 with the default search configuration
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TABLE I
C OMPARISON OF THE ERROR RATES ( FULL TRAINING MODE ) ON USPS DATASET
Model

Test error (%)

Parameter count

Model depth

Search time (GPU hours)
N/A

Maxout S-ResNet+ENR+SVM [69]

2.34

169K

54

Maxout S-ResNet+ENR+FS+SVM [69]

2.19

169K

54

N/A

ASED default, 16 channels

2.49

77K

9

64.0

ASED default, 32 channels

2.25

305K

9

64.0

ASED modified, 8 channels

2.64

12K

10

6.4

ASED modified, 16 channels

2.25

46K

10

6.4

ASED modified, 32 channels

2.25

182K

10

6.4

a)

c3

c5

c5

c7

c7

c7

c5

c7

c5

b)

c5

c5

m3

c7

c5

с7

c3

c3

c1

c3

Fig. 2. Best discovered structures on USPS for a) default settings, b) modified settings. Shorthand notation from Section III. Pooling operations denoted by
oval shapes.

described above. In addition to the baseline given by Alg. 1,
we also evaluate the proposed modifications of the search:
probability capping (denoted ProbCap for clarity), the full
inversion variant, the partial inversion variant, and the shortcutgenerating rules of both types.
Fig. 3 shows the distributions of candidate models’ performances on the validation set throughout the search iterations,
under the brief training regime. While limiting the number
of training epochs does allow for much faster evaluations
during the search process, the performance estimates obtained
this way are pessimistic and not fully representative of the
underlying models’ capabilities. Therefore, we also conduct an
extended evaluation of the best discovered networks by adding
batch normalization modules and using the full training regime
(see Section IV-A). In this comparison, we also include the
best architecture from the initialization sample (generated from
the 5-layer uniform prototype), as well as the best 16-layer
architecture from 1000 networks generated from a uniformly
random prototype. Every configuration is trained from scratch
with the convolution channel counts of 32, 64, 128, and 256.
The results are reported in Table II. The indicated layer count
excludes any identity layers. The best-performing network
structures from each algorithm variant are shown in Fig. 4.
Modified variants of ASED prove superior to the baseline
version, with the notable exception of ProbCap, which appears
to stagnate at an earlier point of the search, leaving it with the
smallest depth. The shortcut-based variants overall outperform
other solutions for lower channel counts, but the inversionbased variants are the most efficient for larger models (in terms
of both accuracy and the number of parameters). This result
shows that perturbing the prototype, even very aggressively,
can lead to discovering better solutions with the same or
smaller depth. The shortcuts are essential in reaching deeper
models without premature convergence; such models are im-

mediately more powerful and offer short-term performance
advantages, but their larger sizes imply higher memory and
computation requirements.
The experiments also confirm that the brief training regime
significantly underestimates the model performance. This disparity in itself poses no problems for the algorithm, as the
search depends on a relative performance estimate, not the
specific numeric values. However, comparing the data from
Fig. 3 and Table II makes it clear that the candidate ranking is
to some extent distorted by the brief training regime. Baseline
algorithm obtains the highest validation performance during
the search, but is notably inferior in the final evaluation on
the test set. The validation performance produced by the brief
training appears to be misleading when comparing different
search variants, as the ones that appear superior (in both
search speed and solution accuracy) are exactly those which
are weaker in the test set evaluation. While within the same
variant the algorithm does steadily improve the quality of its
solutions over time, the possibility remains that some promising intermediate structures are ranked too low to influence
the prototype update and are discarded. Tackling this issue in
the future work would likely result in better model discovery.
While full training is not computationally viable in the late
stages of the search when the models become more complex,
low-fidelity training allows for alternative, potentially more
stable implementations. These include, for example, training
on the subset of the data or training with a smaller channel
count. More sophisticated solutions include dynamic allocation
of the training budget to prioritize more promising architectures (see e.g. [75]) or predicting the candidate performance
from its properties without training it (similar to [36]). All of
these options have also an additional benefit in speeding up
the evaluation process, which is the slowest step in the ASED
algorithm.
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Fig. 3. Distributions of validation accuracies (brief training mode) on CIFAR-100 across search iterations. The line plots show the maximum and median
accuracies of the sampled networks.

Another important observation can be made about the
practical model depth achieved by different algorithm variants.
If the evolution of the prototype reaches a point where the
newly added layer assigns the largest probability to an identity operation, adding further layers is unlikely to introduce

structural novelty, as they would also tend to converge to
identities. The search essentially stops at that point, as the
depth does not increase further. All of the algorithm variants
that do not use shortcuts demonstrate this behaviour, although
the inversion variants are capable of avoiding it to a limited
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TABLE II
C OMPARISON OF BEST DISCOVERED ARCHITECTURES BY THEIR TEST ACCURACY ( FULL TRAINING MODE ) ON CIFAR-100 DATASET
Model
Source

Layer
Count

32 channels
Acc.
Par.

64 channels
Acc.
Par.

128 channels
Acc.
Par.

256 channels
Acc.
Par.

Initialization

5

0.4898

131K

0.5835

513K

0.6419

2.0M

0.6846

8.1M

Random uniform

15

0.5794

223K

0.6621

879K

0.7200

3.5M

0.7499

13.9M

ASED

10

0.5659

224K

0.6582

886K

0.7102

3.5M

0.7483

14.1M

ASED + Prob Cap

8

0.5483

190K

0.6330

751K

0.6963

3.0M

0.7442

11.9M

ASED + Full Inversion

12

0.5827

268K

0.6728

1.1M

0.7297

4.2M

0.7729

16.9M

ASED + Partial Inversion

11

0.5748

236K

0.6641

932K

0.7249

3.7M

0.7652

14.8M

ASED + Residual-2

16

0.6396

419K

0.6872

1.7M

0.7282

6.6M

0.7485

26.5M

ASED + Residual-3

13

0.6194

367K

0.6689

1.5M

0.7068

5.8M

0.7315

23.2M

ASED + Dense-2

15

0.6461

392K

0.6984

1.6M

0.7398

6.2M

0.7610

24.8M

ASED + Dense-3

11

0.6092

251K

0.6678

1.0M

0.7084

3.9M

0.7348

15.8M

TABLE III
T EST PERFORMANCE COMPARISON OF ESTABLISHED AND AUTOMATICALLY DISCOVERED ARCHITECTURES ON CIFAR-100 DATASET
Method

Accuracy (%)

Parameter count

Model depth

Search cost (GPU days)

FractalNet [70]

76.7

38.6M

21

N/A

Shake-Shake [71]

84.2

26.2M

26

N/A

Wide ResNet 28-10 [72]

80.4

36.5M

28

N/A

DenseNet-BC [3]

82.8

25.6M

190

N/A

Genetic CNN [28]

70.9

–

17

17

MetaQNN [73]

72.9

11.2M

9

100

Large Scale Evolution [29]

77.0

40.4M

SMASH [55]

79.4

16M

≥ 13

≥ 2600

Hill Climbing [56]

76.6

22.3M

30

1

NSGA-NET-128 [74]

79.3

3.3M

21

8

NSGA-NET-256 [74]

80.2

11.6M

21

8

ASED (best)

77.29

16.9M

12

20

extent by resetting the probability of identity to a low value
for previously discovered layers. This effect can once again be
traced back to the brief training regime and the performance
estimates it produces. Fig. 3 shows how compressed the range
of the estimated accuracy is. The short training schedule
biases the search towards architectures that show the fastest
improvement in early epochs. As a result, ASED exhibits low
complexity bias. This can be advantageous in specific cases,
but it makes the architectures of higher complexity, which
are naturally slower to train, much less competitive and less
likely to be retained. Shortcut-based ASED circumvents this
problem by making the deeper models easier to train and,
therefore, more competitive. The search can thus explore more
complex solutions without the induced ”limit” to the layer
count. However, shortcut-based ASED is still to some extent
affected by the bias towards simpler architectures: Table II
shows that the superiority of the models with shortcuts is
limited to the smaller channel counts, which are closer to the
low-fidelity evaluation setting. While the low complexity bias
limits the exploration of high-dimensional structures, it can be
turned into an advantage in the appropriate problem setting,
e.g., if the goal is to find specifically the simplest, fastest to
train models.
The best discovered architectures (see Fig. 4) can be com-

211

1.5

pared with common handcrafted designs, as well as with networks using block-based representation. The solutions found
by ASED have pooling layers distributed roughly regularly
along the network depth. This draws parallels to other common
designs, where pooling (more generally, downsampling) typically separates different network submodules/blocks. However,
it is important to note that the architectures discovered by
ASED do not contain repeating sequences of operations and,
therefore, cannot be represented with just a few recurring
patterns. These final solutions lie outside of the search space of
many other architecture search methods, which demonstrates
the value of generality of the proposed representation. Another
notable difference between the proposed and existing solutions
is the tendency for the convolution kernel size to increase
along the network depth. Handcrafted designs most commonly
feature larger convolutions in the earlier stages, or simply use
the same kernel size for all the layers. In the ASED-produced
solutions, on the other hand, 7x7 convolutions and dilated
5x5 convolutions (with an effective receptive field of 9x9) are
dominant in the later layers.
Table III presents the comparison between the ASED algorithm (the full inversion variant, due to the highest overall
performance) and existing solutions with reported results on
CIFAR-100. Handcrafted architectures are listed in the first

12

a)

c3

c3

m3

c3

c7

m3

c7

c7

b)

c3

c5

m3

c3

c7

m3

c7

c7

c)

c3

c3

c3

c3

c3

c5

m3

d)

c3

c3

c1

c3

c5

c3

e)

c3

c3

c5

m3

c7

f)

c3

c3

m3

c7

g)

c3

c3

c5

h)

c3

c3

m3

c7

m3

c7

c7

c7

c7

m3

c7

c5

c7

c7

c7

m3

d5

c7

d5

d5

d5

c7

c7

m3

d5

c7

c7

c7

c7

d5

a3

c5

c7

a3

c7

c7

a3

c7

d5

c7

c7

c7

c7

d5

c7

a3

d5

d5

a3

m2

d5

c7

a3

a3

a3

Fig. 4. Best discovered structures for a) base procedure, b) probability capping, c) full inversion, d) partial inversion, e) residual-2 pattern, f) residual-3 pattern,
g) semi-dense-2 pattern, h) semi-dense-3 pattern. Shorthand notation from Section III. Pooling operations denoted by oval shapes. Dotted lines indicate skip
connections with pooling.

4 rows of the table. The achieved accuracy is competitive,
given the simplicity of the formulation, its interpretability, and
many possibilities for extension. Moreover, further increasing
the maximal depth of the search is certainly promising; it can
be achieved by taking advantage of the shortcuts and, possibly,
inversion at the same time. While the computational costs
of ASED are relatively high due to sampling and evaluation
stages, it is worth noting that the algorithm’s implementation
can scale almost linearly in the parallel computation setting.
This is due to the fact that each candidate model is processed
independently from others. In such a scenario, the model
parameters (weights) are also never transferred between distributed workers; only the prototype matrix and the evaluation
outcomes need to be exchanged.
V. C ONCLUSION
The automated neural architecture design is growing in
importance as the application-driven demand outpaces the
available expertise and resources. In this paper, we proposed
a probabilistic representation of the deep network structure
and defined an architecture search algorithm, named ASED,
that has the advantages of being intuitive, easy to interpret and

analyze, as well as readily extensible to incorporate many wellknown elements of the field. While the proposed optimization
approach is simple and limited in scale with respect to depth
and computation, it is already capable of discovering competitive and novel architectures, compared to existing methods
with much higher complexity. Computationally ASED benefits
from the ease of parallel implementation, due to the candidate
networks being processed independently. ASED is limited by
the reliance on the low-fidelity training, which introduces a
low complexity bias. While it is considered an undesirable
property, it can also prove beneficial in preventing the solutions from overfitting, as well as some other cases, such as
optimizing under heavy computational constraints.
The prototype-based approach allows for many promising
directions for future work. The underlying search mechanism
can incorporate many of the developments in the area of
EDAs, such as the multiobjective formulation [76] or the use
of historical information [77]. The network representation can
be further enriched by introducing novel layer operators, as
well as explicitly encoding more hyperparameters and structural patterns. Running the proposed algorithm on established
architecture search spaces could also provide novel solutions.
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