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Executive Summary
This document presents the status of the work performed for WP5–Deep robot action and
decision making. WP5 consists of four main tasks, that are Task 5.1–Deep Planning, Task 5.2–
Deep Navigation, Task 5.3–Deep Action and Control, and Task 5.4–Human Robot Interaction.
This document covers the first three tasks of the WP, given that Task 5.4 will start later in the
project.
After a general introduction that provides an overview of the individual chapters with a link
to the main objectives of the project, the document dedicates a chapter to each tasks. Each
chapter (i) provides an overview on the state of the art for the individual topics and existing
toolboxes, (ii) details the partners’ current work in each task with initial performance results,
and (iii) describes the next steps for the individual tasks. Finally, a conclusion chapter provides
a final overview of the work and the planned future work for each individual task.
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Introduction

This document describes the work done during the first year of the project in the three (out of
four) major research areas of WP5 namely deep planning, deep navigation, and deep action and
control.
The next sections (Sections 1.1-1.4) provide a summary of the work done so far on these
three main topics and the link with the project objectives. The rest of the document is structured
as follows. Chapter 2 details our work on deep planning. Chapter 3 describes our work on
deep navigation. Chapter 4 presents our work on deep action and control. Finally, Chapter 5
concludes this deliverable.

1.1
1.1.1

Deep Planning (T5.1)
Objectives

Conventional robot motion planning is based on solving individual sub-problems such as perception, planning, and control. On the other hand, end-to-end motion planning methods intend to solve the problem in one shot with less computation cost. Deep learning enables us to
learn such end-to-end policies, particularly integrated with Reinforcement learning. AU introduce end-to-end motion planning methods for UAV navigation trained with Deep reinforcement
learning. Notably, AU studied two applications: autonomous drone racing and agricultural usecase.
1.1.2

Innovations and achieved results

AU first study end-to-end planning for autonomous drone racing. AU employ curriculum-based
Deep reinforcement learning to train end-to-end policy. The policy generates velocity commands to UAV using only RGB images of the onboard camera. A sparse reward indicating the
gate pass is used to train the policy. Curriculum learning is applied to solve the exploration
problem due to sparse reward. The task difficulty is adjusted according to the success rate of
the agent. AU train and evaluate the method in a realistic simulation environment. Although
AU achieve a high gate pass rate, it is not enough to test on a real system since it will be expensive for a UAV to crash. AU also study the local motion planning task in the agricultural
use-case where the UAV assists UGV with its wide camera range. Informed by the global plan,
the UAV generates local plans for UAV and UGV in case of obstacle detection. AU create an
agricultural simulation environment in Webots, including trees, trucks, inclination in the field.
AU also present initial results for this task.
1.1.3

Ongoing and future work

AU are developing a local planner for the agricultural use-case. AU will implement an end-toend neural network policy for this task. The policy will generate local motion plans based on
depth image and moving target point that tracks the global plan. AU will include a curriculumbased DRL method for autonomous drone racing in the OpenDR toolkit. End-to-end planning
method for agricultural use-case is also intended to be included in the toolkit.
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Deep Navigation (T5.2)
Objectives

Learning based approaches have shown to be well suited to solve navigation tasks across diverse
environments and platforms, including autonomous vehicles, video games and robotics. Particularly deep learning and reinforcement learning approaches have shown to work well with the
complex, high-dimensional inputs of real-world environments. Navigation tasks involve both
long-horizon goals that require long-term planning as well as local, short-term decision making
such as traversing unknown terrain or avoiding static and dynamic obstacles. As a result both
the decomposition of the problem into different components and levels of abstraction as well as
the combination of traditional optimization and planning approaches with learned modules are
very promising approaches.
1.2.2

Innovations and achieved results

Mobile manipulation tasks with autonomous robots remain one of the critical challenges for
applications in service robotics as well as in industrial scenarios. ALU-FR proposes a deep
reinforcement learning approach to learn feasible dynamic motions for a mobile base while the
end-effector follows a trajectory in task space generated by an arbitrary system to fulfill the
task at hand. This modular formulation has several benefits: it enables us to readily transform a
broad range of end-effector motions into mobile applications, it allows us to use the kinematical
feasibility of the end-effector trajectory as a simple dense reward signal instead of relying on
sparse or costly shaped rewards and it generalises to new, unseen, task specific end-effector trajectories at test time. ALU-FR demonstrates the capabilities of this approach on multiple mobile
robot platforms with different kinematic abilities and different types of wheeled platforms, both
in simulation as well as in real-world experiments. The resulting approach has the potential to
enable the application of any system that generates task specific end-effector motions across a
diverse set of mobile manipulation platforms.
Visual navigation is essential for many applications in robotics, from manipulation, through
mobile robotics to automated driving. DRL provides an elegant map-free approach integrating
image processing, localization, and planning in one module, which can be trained and therefore
optimized for a given environment. However, to date, DRL-based visual navigation was validated exclusively in simulation, where the simulator provides information that is not available
in the real world, e.g., the robot’s position or image segmentation masks. This precludes the use
of the learned policy on a real robot. Therefore, TUD proposes a novel approach that enables a
direct deployment of the trained policy on real robots. TUD designed visual auxiliary tasks, a
tailored reward scheme, and a new powerful simulator to facilitate domain randomization. The
policy is fine-tuned on images collected from real-world environments. The method is evaluated on a mobile robot in a real office environment. The training took roughly 30 hours on a
single GPU. In 30 navigation experiments, the robot reached a 0.3-meter neighborhood of the
goal in more than 86.7 % of cases. This result makes the proposed method directly applicable
to tasks like mobile manipulation.
1.2.3

Ongoing and future work

While ALU-FR achieves very good results in terms of kinematic feasibility during trajectory
generation the approach so far does not consider collisions with the environment. In future
OpenDR
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work ALU-FR plans to incorporate obstacles and object detection into the training to enable the
agent to also avoid collision while moving the base. Further we observed occasional undesired
configuration jumps in the arms with high degrees of freedom which we will aim to avoid by
including a corresponding penalty in the reward function. ALU-FR will include methods to
train and run the current mobile manipulation framework in the first version of toolkit.

1.3
1.3.1

Deep Action and Control (T5.3)
Objectives

Model-based reinforcement learning (RL) is well-suited for robotics due to its sample complexity. In the high-dimensional case, the policy must be learned in a lower-dimensional latent
space to fully exploit this data efficiency. For the learned policy to run on a robotic platform
with limited computational resources, the latent dynamics model must be compatible with fast
control algorithms. A promising research direction is to the use of Koopman operator theory
in combination with deep learning. Although a latent Koopman representation facilitates more
efficient action planning, it still focuses the majority of the model capacity on potentially taskirrelevant dynamics that are contained in the observations. Hence, it is of great importance
to mitigate the effect of task-irrelevant dynamics in the latent representation learning to make
the representation more effective for robotics in industrial settings with many moving systems.
Therefore, TUD sought to find a lightweight and sample efficient method based on Koopman
theory to control robotic systems for which it is hard to directly find a simple state description
by using high-dimensional observations (which are possibly contaminated with task-irrelevant
dynamics).
Despite the recent successes of deep neural networks in robotics, it has not yet become a
standard component in control design toolbox. This is due to several limitations imposed by the
practice/requirement of manually tuning a large number of hyperparameters. Optimal tuning of
these parameters require significant expertise. To simplify the tuning process and to save the
rare resource of experts, the TUD aims to develop efficient hyperparameter tuning algorithms
in OpenDR.
One practical example that motivates the use of deep learning in robotics is object grasping,
as provided by the Agile Production use case, under development by TAU. Within such object
grasping task, perception, action and control play a crucial role to approach the problem. For
example, generation of object grasps can use RGB-D sensing for modelling (e.g. deep convolutional neural networks) or utilize a simulator to learn successful grasping. A first approach
towards the development of grasping models in the OpenDR toolkit is therefore to explore the
state of the art in modern grasp and grasp pose-estimation methods, and evaluate their performance on the custom developed OpenDR Agile Production dataset. Second, shortcomings
of existing approaches, such as training time and model complexity, should be considered in
context of the industrial use case, where large computation power and object models might be
unavailable.
1.3.2

Innovations and achieved results

TUD first provided an extensive review of the state of the art in deep action and control, including a broad overview of state-of-the-art environments that could potentially be incorporated in
the OpenDR Toolkit. Motivated by this review of the literature, TUD focused on the use of
Koopman theory combined with deep learning for control of robotic systems. In this respect,
OpenDR
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a preliminary architecture is provided. This architecture allows one to control generic robotic
systems without any assumption on the way the control command affect the system. In addition,
the proposed architecture is suitable for both regulation and tracking problems. TUD showed
preliminary results using a challenging task to represent using Koopman operator theory, that is,
the OpenAI’s single-pendulum swing-up task. To investigate the effect of distractor dynamics,
TUD tested in two different scenarios. In the first scenario, only relevant dynamics are observed,
while in the second one a more realistic scenario was considered where the observations were
purposely contaminated with distractor dynamics. This is often encountered in industrial environments, where for example, the camera of a vision-based manipulator also captures the
movements of other manipulators nearby. Then, the manipulator must be able to distinguish
relevant from irrelevant dynamics. TUD compared the two scenarios with two baseline modelfree approaches, that are, Deep Bisimulation for Control (DBC) [219] and DeepMDP [64].
Preliminary results, show that the approach is able to reach the same level of accuracy of the
two model-free baselines in the distractor-free scenario, while achieving a better performance
compared to the baselines in the distractor scenario.
In addition, TUD also shortlisted existing state-of-the-art toolkits for automatic hyperparameter optimization. TUD briefly explored their target platforms, implemented algorithms and
utilities offered by those toolkits. This survery will become the basis of the future development of automatic hyperparameter optimization methods which will target the gaps in current
state-of-the-art and design strategies well-suited with OpenDR objectives.
Moreover, towards the deep learning of grasp actions, TAU has provided a review of the
state of the art for grasp (pose) estimation. This gives a clear overview of different approaches,
divided by criteria such as sensor modality and objects to be grasped. Two deep learning based
object pose and grasp estimation frameworks are chosen for further analysis and their performance is tested on the custom developed OpenDR Agile Production database. This database,
developed by TAU, consists of several part, both simple in nature (3D printed assembly parts)
and industrial (Diesel engine parts). As both approaches have shortcomings with respect to the
practical industrial application and the specifications of the OpenDR toolkit (framerate, latency
and model size), a novel grasp model is under development as well by TAU, denoted Single
Demonstration Grasping (SDG). This model is designed to take a single demonstration of an
object to be grasped and generates the required training data and training procedure for accurate
and robust grasp generation. Preliminary evaluation demonstrates promising results, however,
further development and evaluation is necessary.
1.3.3

Ongoing and future work

Concerning the use of Koopman theory combined with deep learning for control of robotic systems, as part of future work, TUD plans to finalize the proposed control architecture and test the
proposed approach on a simplified manipulator task, that is, the OpenAI’s reacher task where
the two joints of a two-link arm are controlled and the euclidean distance the arm’s end-point
and a goal must be minimized. This will allow TUD to test the tracking performance of the
proposed control architecture. In addition, TUD will extent the method with high-dimensional
images as observations. TUD intents to include the extended method into the toolkit if convincing results with images are achieved.
Regarding the development of robot grasp actions, future work of TAU will continue development and extension of the OpenDR Agile Production dataset that is tailored to industrial
human-collaborative assembly tasks. Existing object pose and grasp estimation frameworks
OpenDR
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will be used for evaluation of the generated grasps and their suitability in industrial context.
Finally, TAU’s proposed Single Grasp Demonstration model will be improved and extended to
tackle short-comings of state of the art approaches. Suitable grasping models will be included
in the OpenDR toolkit.

1.4

Connection to Project Objectives

The work performed within WP5, as summarized in the previous subsections, perfectly aligns
with the project objectives. More specifically, the conducted work progressed the state-of-theart towards meeting following objectives of the project:
O2.c To provide lightweight deep learning methods for deep robot action and decision making,
namely:
O2.c.i Deep reinforcement learning (RL) and related control methods.
∗ TUD contributed to this objective as detailed in part of Chapter 4. They provided an overview of the relevant literature on model-based RL and existing
toolboxes for Deep RL in robotics (Sections 4.1.2 and 4.2). Their main focus is
on the design of a model-based approach in which the latent dynamics model
must be compatible with fast control algorithms. For this, their objective is
on the design of a lightweight and sample efficient method based on Koopman
theory (Section 4.1.3). This approach will allow one to control robotic systems for which we cannot directly find a simple state description by using highdimensional observations (which are possibly contaminated with task-irrelevant
dynamics). Preliminary results are presented (Section 4.1.4) and future work
has been planned accordingly (Section 4.1.5) in line with this objective.
Moreover, to simplify the task of hyperparameter tuning of Deep RL for nonexpert users, they aim to develop automatic hyperparameter optimization strategies. In this report, they present a survey of existing hyperparameter tuning
toolkits (Section 4.3).
O2.c.ii Deep planning and navigation methods that can be trained in end-to-end fashion.
∗ ALU-FR developed a method based on Deep RL to enable a mobile robot to
perform navigation for manipulation by generating kinetically feasible base
motions given an end-effector motion following an unknown policy to fulfill
a certain task. Given it’s lightweight architecture it can be employed in realtime on mobile robot platforms. These results could also be linked to O2.c.i
∗ AU contributed to this objective, as described in Chapter 2. They provide endto-end planning methods for autonomous drone racing and local planning in the
agricultural use-case. They train end-to-end neural network policy generating
velocity commands based on RGB images for autonomous drone racing with
curriculum-based deep reinforcement learning. They also introduce an end-toend planner for the agricultural use-case that avoids obstacles while following
a given global trajectory. These results could also be linked to O2.c.i
∗ TUD contributed to this objective as detailed in parts of Chapter 3. A novel
end-to-end deep navigation approach was introduced, that enables a direct deployment of a policy, trained with images, on real robots. While the training is
OpenDR
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computationally demanding and took 30 hours on a single GPU, the execution
of the eventual agent’s policy is computationally cheap and can be executed in
real time (sampling times 50 ms), even on lightweight embedded hardware,
such as NVIDIA Jetson.
O2.c.iii Enable robots to decide on actions based on observations in WP3, as well as to learn
from observations
∗ TAU has contributed to this objective as described in Section 4.4. They have
provided an overview of relevant literature and models towards the robotic action of grasping based on visual observations, in particular object pose estimation and object grasp generation (Section 4.4.2). Details and shortcoming of
two state of the art approaches are analysed by evaluation of the models on the
custom developed OpenDR Agile Production dataset, which contains several
industrial parts relevant to the Agile Production use case. Performance results
in simulation indicate that the state of the art models are not light-weight and
fast, and take considerable computational resources for training (Section 4.4.4).
A novel single demonstration grasping (SDG) model is under development that
takes these limitations into account. Preliminary results with a Franka Panda
collaborative robot shows that the model can grasp unknown parts with high
performance and fast inference time (20 FPS) and future works is planned accordingly (Section 4.4.5).
O2.c.iv Enable efficient and effective human robot interaction
∗ The work on this objective will start in M13 with T5.4 Human-robot interaction.
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Deep Planning
End-to-end planning for drone racing
Introduction and objectives

Autonomous navigation problem of robots is conventionally divided into three sub-problems,
such as perception, planning, and control. One approach, which is the conventional approach
in robotics, is to find individual solutions for each block to achieve the desired performance.
However, such an approach may require large computation power since each problem is solved
individually. Furthermore, in various applications, where we do not have sufficient time to solve
each subproblem separately (e.g., autonomous drone racing problem), this approach may not be
preferable. Alternatively, end-to-end planning methods have been more popular with the development of cost-effective onboard processors. Those methods aim to solve the problem in one
shot. In other words, they try to map input sensor data (e.g., RGB camera) to robot actions (e.g.,
drone velocity commands in x-y-z directions). This approach is computationally less expensive
due to its relatively more compact structure, which is vital for onboard processors where the
energy consumption is critical and we have limited computation power; such as autonomous
drone racing. On the other hand, end-to-end methods have a significant drawback, which is
the fact that debugging particular problems in a subproblem is more difficult. Eventually, it
becomes more challenging to obtain safety and/or convergence guarantees.
Reinforcement learning (RL) is one of the machine learning approaches which focuses on
how agents learn with trial-and-error in an environment based on a certain reward. RL is favorable for a robotic application to train an end-to-end policy using only a reward function
that defines the task. Recently, using their ability to extract high-level features from raw sensory data, deep neural networks (DNN) are also used in RL methods, and deep RL (DRL)
emerges. DNNs help RL to scale the huge-size problems such as learning to play computer
video games. In a similar manner, DRL algorithms are also used in the literature to allow
control policies for robots to be learned directly from sensor inputs, such as RGB cameras.
However, a significant challenge to define a robotic
task as a DRL problem is choosing a descriptive reward function. One can consider a sparse reward, e.g.,
a positive reward for passing a gate successfully in autonomous drone racing, or a shaped reward which informs the agent more frequently. An exploration problem appears with the sparsity of reward: how long the
agent should perform on the environment to achieve
sufficient reward and observation samples. While
shaping the reward function decreases the exploration
complexity, it requires engineering and optimization
on function definition. Moreover, the resultant policy
is not directly optimized for a specific goal. Alternatively, a curricular schedule is exposed to the learning
algorithm to overcome exploration complexity with
sparse reward. This research adopts such a curriculum Figure 1: A drone in front of a racing
learning strategy [85] to solve the autonomous drone gate
racing problem by only rewarding gate passes.
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In the autonomous drone racing problem, the main goal is to complete a specific parkour
defined by gates (as in Fig. 1) with an aerial robot having onboard sensors in a faster and safer
manner than a skilled human pilot. The long-term hope is that the novel algorithms and methods
developed for autonomous drone racing problem will be transferable to other real-world indoor
navigation and surveillance problems, such as exploration of a nuclear power plan after an
accident. However, there are various problems such as excited nonlinear dynamics due to agile
flight, onboard computation limitations. Those make the autonomous drone racing challenge
an excellent benchmark problem for testing our end-to-end planning methods. Motivated by
the challenges and opportunities above, in this section, we will present our initial results in
autonomous drone racing problem using a visuomotor planner trained with DRL.
2.1.2

Summary of state of the art

One approach to solve the autonomous drone racing problem is by decoupling it into localization, planning, and control tasks. Here, one critical issue is gate detection from camera image
and localization. Traditional computer vision methods are employed to solve this task using
preliminary knowledge of the gates’ color and shape [94, 124]. Unfortunately, these methods
are lacking in the generalization of the environment. Deep learning methods can successfully
handle the task and generalize the information robustly [95, 100]. Recently, Foehn et al. [60]
proposed a novel method that segments the four corners of the gate and identifies multiple
gates’ poses. Although they produce remarkable performance, the method necessitates a heavy
onboard computer.
Instead of learning gate poses, Loquercio et al. [130] train an artificial neural network to
generate the planner’s steering function. They also introduce the superiority of deep learning
with domain randomization for simulation-to-real transfer of methods, which opens a way for
deep learning to involve coupling the localization, planning, or control blocks. For example,
Bonatti et al. [19] implement all the systems with neural networks from sensors to actions.
Mainly, they use a variational autoencoder to learn a latent representation of gate pose estimation. Then, they apply imitation learning to generate actions from the latent space. Muller et al.
[148] also use imitation learning, but they trained a convolutional DNN to generate low-level
actuator commands from RGB camera images. However, they ease the problem using additional guiding cones between the gates in standard drone racing applications. More recently,
Rojas-Peres et al. [166] use a heavier convolutional DNN to generate controller actions fed
with mosaic images. Mosaic images contain consecutive camera images side-by-side to inform
the network about the velocity of the drone visually. However, they apply a simple training
method based on manual flight references, and finally, they achieve a smaller velocity level than
other works in the domain.
Datasets
Five visual-inertial UAV datasets are listed in Table 1. The first two datasets provide slower
speed data with their weighted sensors. Other datasets publish data from more agile flights to
challenge visual-inertial odometry algorithms. Individually, the UZH-FPV drone racing dataset
[48] gives an unconventional sensor, event-based camera, data for researchers.
Simulations
Simulations have long been a valuable tool for developing robotic vehicles. It allows engineers to identify faults early in the development process and let scientists quickly prototype and
demonstrate their ideas without the risk of destroying potentially expensive hardware. While
simulation systems have various benefits, many researchers see the results generated in simuOpenDR
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Table 1: UAV visual-inertial datasets
Datasets
EuRoC MAV [28]

top speed
(m/s)
2.3

data collection
indoor

mm ground
truth
Yes

Zurich urban MAV
[135]
Blackbird [2]

3.9

outdoor

No

13.8

indoor

Yes

UPenn fast flight
[185]
UZH-FPV
drone
racing [48]

17.5

outdoor

No

23.4

indoor/outdoor

Yes

data modalities
IMU, stereo camera,
3D lidar scan
IMU, RGB camera,
GPS
IMU, RGB camera,
depth camera, segmentation
IMU, RGB camera
IMU, RGB camera,
event camera, optical
flow

lation with skepticism, as any simulation system is an abstraction of reality and will vary from
reality on some scale. Despite skepticism about simulation results, several trends have emerged
that have driven the research community to develop better simulation systems of necessity in
recent years. A major driving trend toward realistic simulators originates from the emergence
of data-driven algorithmic methods in robotics, for instance, based on machine learning that
requires extensive data or reinforcement learning that requires a safe learning environment to
generate experiences. Simulation systems provide not only vast amounts of data but also the
corresponding labels for training, which makes it ideal for these data-driven methods. This
driving trend has created a critical need to develop better, more realistic simulation systems.
The ideal simulator has three main features:
1. Fast collection of large amounts of data with limited time and computations.
2. Physically accurate to represent the dynamics of the real world with high fidelity.
3. Photorealistic to minimize the discrepancy between simulations and real sensor observations.
These objectives are generally conflicting in nature: the higher accuracy in a simulation, the
more computational power is needed to provide this accuracy, hence a slower simulator. Therefore, achieving all those objectives in a single uniform simulator is challenging. Three simulations tools that have tried to balance these objectives in a UAV simulator is; FlightGoggles [70],
AirSim [176] and Flightmare [180]. These simulations use modern 3D game engines such as
the Unity or Unreal engine to produce high-quality, photorealistic images in real-time.
In 2017, Microsoft released the first version of AirSim (Aerial Informatics and Robotics
Simulation). AirSim is an open-source photorealistic simulator for autonomous vehicles built
on Unreal Engine. A set of API’s, written in either c++ or python, allows communication
with the vehicle whether it is observing the sensor streams, collision, vehicle state, or sending
commands to the vehicle. In addition, AirSim offers an interface to configure multiple vehicle
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Depth

Figure 2: Information extracted from Unreal Engine using AirSim
models for quadrotors and supports hardware-in-the-loop as well as software-in-the-loop with
flight controllers such as PX4.
AirSim differs from the other two simulators, as the dynamic model of the vehicle is simulated using NVIDIAs physics engine PhysX, a popular physics engine used by the large majority
of today’s video games. Despite the popularity in the gaming industry, PhysX is not specialized
for quadrotors, and it is tightly coupled with the rendering engine to simulate environment dynamics. AirSim achieves some of the most realistic images, but because of this strict connection
between rendering and physics simulation, AirSim can achieve only limited simulation speeds.
In figure 2 examples of the photorealistic information collected via AirSim is presented, providing RGB, segmented, and depth information.
In 2019, MIT FAST lab developed FlightGoggles as an open-source photorealistic sensor
simulator for perception-driven robotic vehicles. The contribution from FlightGoggles consists of two separate components. Firstly, decoupling the photorealistic rendering engine from
the dynamics modeling gives the user the flexibility to choose the dynamic models’ complexity. Lowering the complexity allows the rendering engine more time to generate higher quality
perception data at the cost of model accuracy, whereas by increasing the complexity, more resources are allocated to accurately modeling. Secondly, providing an interface with real-world
vehicles and actors in a motion capture system for testing vehicle-in-the-loop and human-in-theloop. Using the motion capture system is very useful for rendering camera images given trajectories and inertial measurements from flying vehicles in the real-world, in which the collected
dataset is used for testing vision-based algorithms. Being able to perform vehicle-in-the-loop
experiments with photorealistic sensor simulation facilitates novel research directions involving, e.g., fast and agile autonomous flight in obstacle-rich environments, safe human interaction.
In 2020, UZH Robotics and Perception Group released the first version of Flightmare: A
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Flexible Quadrotor Simulator. Flightmare shares the same motivation as FlightGoggles by decoupling the dynamics modeling from the photorealistic rendering engine to gain the flexibility
to choose how much time we want to simulate an accurate model compared to gathering fast
data. While not incorporating the motion capture system, Flightmare provides interfaces to
the famous robotics simulator Gazebo along with different high-performance physics engines.
Flightmare can simulate several hundreds of agents in parallel by decoupling the rendering
module from the physics engine. This is useful for multi-drone applications and enables extremely fast data collection and training, which is crucial for developing deep reinforcement
learning applications. To facilitate reinforcement learning even further, Flightmare provides a
standard wrapper (OpenAI Gym), together with popular OpenAI baselines for state-of-the-art
reinforcement learning algorithms. Lastly, Flightmare contributes with a sizeable multi-modal
sensor suite, providing: IMU, RGB, segmentation, depth, and an API to extract the full 3D
information of the environment in the form of a point cloud.
This review has been to introduce some of the high-quality perception simulators on the
market. Table 2 summarises the main differences of presented simulators, including Gazebobased packages and Webots but choosing the right one depending on the problem and what data
is essential for the project. For example: If high-quality photorealistic images are the priority of
the project, AirSim might be best, but if an evaluation of the quadrotor’s performance is needed,
maybe FlightGoggles with its vehicle-in-the-loop is the right choice. These simulation tools are
being improved and extended on a daily basis, so no one can predict the right simulator to use
in the future, but hopefully, this section has shone some light on how simulators can be a useful
tool for training, testing, and prototype and how valuable it is for autonomous vehicles.
Table 2: UAV simulation tools
Simulator
Hector [107]

rendering
OpenGL

RotorS [62]

OpenGL

Webots [139]

WREN

dynamics
Gazebobased
Gazebobased
ODE

Flightgoggles
[70]
Airsim [176]

Unity

Flexible

Unreal
Engine
Unity

PhysX

Flightmare
[180]

2.1.3

Flexible

sensor suite
IMU, RGB

point cloud
No

RL API
No

Vehicles
single

IMU, RGB,
Depth
IMU, RGB,
Depth, Seg,
Lidar
IMU, RGB

No

No

single

No

No

multiple

No

No

single

IMU, RGB,
Depth, Seg
IMU, RGB,
Depth, Seg

No

No

multiple

Yes

Yes

multiple

Description of work performed so far

We consider a basic quadrotor drone equipped with an RGB camera in a realistic AirSim [176]
environment. The block diagram of our methodology is given in Fig. 3. The drone provides
RGB images to the agent while it is commanded with linear velocity references. The agent
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is trained with DRL using the online data collected from the simulation. While the control
commands and sensors are simulated in AirSim, we apply a high-level curricular schedule. The
curriculum generator helps the agent to explore the environment effectively by adjusting the
difficulty level of episodes. Below we give the details of the method.

Curriculum
Success Rate
Velocity
Reference

DRL
Agent

Generator
Diﬃculty

Drone Racing

RGB Image

Gym Wrapper
AirSim

Figure 3: Block diagram of the proposed method
Drone racing environment for DRL
We aim to learn an end-to-end neural network policy, π(·), that generates quadrotor actions
as velocity references using only RGB input images. We consider a supervisory environment,
that rewards the agent having access to all ground-truth information, in order to train the policy
with a DRL algorithm. In the context of our research, the drone is assumed to be forward-facing
to the gate and to be kept at a constant altitude which is the same as the center of the gate.
The policy is trained in episodes by simulating action and observation sequences with constant
discrete time steps, ∆t. Particularly, for observation, ot , at a time-step, t, when an action, at ,
is taken, the simulation runs for ∆t seconds, and the new observation, ot+1 , is obtained. An
episode is randomly initiated by placing the drone with respect to the gate according to,
px0 ∼ β (1.3, 0.9)dmax ,

(1)

py0 ∼ U (−px0 , px0 ),

(2)

at = (vxr , vyr ),

(3)

where the drone’s position variables, px0 , py0 , are derived with given beta, β , and uniform, U ,
distributions using dmax as a difficulty parameter. A beta distribution with given parameters
samples in [0, 1] interval giving higher values more probability. The action, at , is applied as
velocity references to the controller in the x and y-axis as,

where vxr and vyr are the reference values to the drone controller. Note that altitude is controlled
separately with aligned with the gate center. We propose a sparse reward that determines the
objective only given at episode termination as,
(
1,
if drone passes gate successfully,
R=
(4)
−1, otherwise.
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So, an episode is terminated in two ways: success or failure. For success, we check two conditions. First, the drone should cross a virtual window from the previous time-step to the current
time-step in position. Secondly, it should have a velocity oriented in a certain range from the
forward direction. For a step to be considered as a failure, a time limit, and a boundary limit is
taken into account.
Curriculum methodology
We prefer a sparse reward to avoid side effects of reward shaping as explained in Section
2.1.1. On the other hand, it is hard for a DRL algorithm to explore sparse reward in high dimensional state spaces. We adopt a curriculum strategy [85] to overcome this issue. Particularly,
we define a difficulty parameter, d ∈ [0, 1], that is controlled by the curriculum generator. The
parameter is initiated with zero and updated according to the equation,


d + 0.0005, 60% ≤ αsuccess ,
d ←− d,
(5)
40% < αsuccess < 60%,


d − 0.0005, αsuccess ≤ 40%,
where αsuccess is the success rate computed using the last fifty episodes. The difficulty parameter
is linearly related with dmax in Eqn. 1. Therefore, it controls how far the drone is initialized
from the gate.
Policy network architecture
We train our neural network policy using Proximal policy optimization (PPO) algorithm
[172] which is a state-of-the-art DRL algorithm. The policy network structure is illustrated in
Fig. 4, which is a standard convolutional neural network used in DRL algorithms. It is to be
noted that the network contains three convolutional layers with 32, 64, and 64 filters, filter size
of 8, 4, and 4, a stride of 4, 2, and 1, respectively. The convolutional layers are followed by a
single fully-connected layer with 512 hidden neurons. We keep the images in a first-in-first-out
buffer to feed our neural network policy since a single image does not infer information about
the drone’s velocity. The buffer size is chosen as three, considering the results shown in Table 3.
We observe that the reinforcement learning agent converges in difficulty parameter, that means
it can keep the success rate above %60 while d = 1, if the buffer size is above two. On the
other side, the computation complexity increases by the increase in buffer size. Since we do not
observe a better performance with buffer size above three, we continue our experiments using
three images buffered. At every layer, activation functions are rectified linear units (relu). The
policy outputs the action as explained in Eqn. 3.
Table 3: Effect of the size of the image buffer to the training performance
Number of images
Max difficulty reached
Max success rate reached

2.1.4

2
0.8
-

3
1
90%

4
1
80%

Performance evaluation

We use Stable baselines [89] which is a Python package including several DRL algorithm implementation. We use the default hyperparameters except for the number of time-steps per
algorithm update. In Fig. 5, different training curves are shown for the increasing number of
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Observation

Action
relu

relu

relu

relu

x

v r
v yr

3x RGB Image

Figure 4: Policy network structure. Network input is three consecutive RGB images. There
are three convolutional layer followed by two fully connected layers. Network output is action
commands to the drone.
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Figure 5: Sample training curves for increasing number of time-step per algorithm update.
Training performance increases both in time and variance when the hyperparameter is increased
from the default value for PPO algoritm.
the hyperparameter. Training performance increases both in time and reward variance with the
increasing values of the hyperparameter.
We train and test our method in a realistic AirSim [176] simulation environment. The laboratory environment created in Unreal Engine 4 is shown in Fig. 6a. We have placed four gates
to different directions in the environment to avoid the memorization of a single scene. Each
episode is randomly initiated for one of four gates with equal probability.
We obtain ∼ 90% success rate when we test the policy for the gates used in training. We run
20 episodes for each gate and tabulate the success rates in Table 4. The sample trajectories for
a gate are shown in Fig. 6b. The starting point of each episode is indicated by green dots. From
the starting point, the policy generates and runs a velocity command according to the current
observation. The trajectories are obtained using ground truth positions at each time-step.
We measure the speed of the networks on laptop CPU and Jetson TX2 onboard computer.
We run the network 10000 times and calculate the fps. We get 500 Hz and 71 Hz for i7 laptop
CPU and TX2 respectively.
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Table 4: Success rate of the trained policy above 20 test episodes on single gate
Gate number
Success rate

1
95%

2
95%

3
90%

4
85%

Overall
91%

gate
unsuccessful episode
successful episode
starting points

2

y (m)

1

0

−1

−2
0

1

2

3

4

5

x (m)

(a) Simulated laboratory environment in
AirSim with four training gates. The
gates are placed different orientation to
diversify background.

(b) Sample trajectories obtained from 20 episodes
for one gate. Each trajectory is plotted in top view
starting from green dot and goes through the gate
denoted with blue.

Figure 6: Simulated laboratory environment and sample test trajectories of drone
2.1.5

Future work

In this work, an end-to-end visuomotor planner is trained with a curriculum-based DRL for
drone racing task. We qualitatively obtain an ∼ 85% success rate for a gate placed in our simulated laboratory environment. Although this rate is comparable to a different task uses a similar
methodology [85], it is not enough for the autonomous drone racing challenge. Moreover, we
can predict that the success rate will drop further in real-world experiments. Also, practically
a failure with a drone implies more damage to hardware than a robotic arm. That means the
method is lacking from sim-to-real transfer currently.
One explanation comes with the nature of DRL. Since it is subject to the explorationexploitation dilemma, DRL algorithms are known to result in a less optimized network than
supervised learning algorithms. Nevertheless, there exist some open questions that can improve
the results. Instead of depending only camera, other sensors also beneficial for the planner.
One research question is integrating the overall system with other sensors, such as an inertial
sensor or depth camera. The network architecture and hyperparameters of learning algorithms
are other variables that should be extensively analyzed.
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Local replanning in Agricultural Field

2.2.1

Introduction and objectives

The agriculture scenario case in OpenDR is based on the co-operation of an unmanned aerial
vehicle (UAV) and an unmanned ground vehicle (UGV) to complete their tasks in an agricultural
environment. The UGV is responsible for autonomous weed control, the machine has to detect
and distinguish plants and weeds to efficiently remove weeds between the rows (inter-row) and
possibly between the plants, intra-row. For this purpose, the ground robot is equipped with
Deep Learning models that are integrated with the Robot Operating System (ROS). Thanks to
having a deep learning-based weeding system which is compatible with ROS, the ground robot
will also have improved control capabilities on the movement of itself or its equipped actuators.
Also, the ground robot is capable of adjusting operating speed based on plant intensity. Since
the mentioned tasks require a proper hardware setup, the UGV uses the NVIDIA Jetson TX2 as
an AI computing device, RGB cameras to detect local weed intensity and positions of rows and
crops. Lidars and RGB cameras are used to detect obstacles such as unforeseen objects on the
surface or animals in the field and RTK-GPS sensor to carry tasks with accurate positioning on
the field. The mentioned tasks of the UGV will be conducted according to the global planner’s
instructions. However, due to the design goals of the UGV, it is not fully compatible with
detecting particular obstacles such as very high crop and heavy occlusions on the environment.
As a result, it suffers from its limited situational awareness capability. Since it is not fully aware
of stationary or moving obstacles in the far range, it becomes more vulnerable to involving
accidents. At this point, the assistance of an air vehicle is needed. The UAV is equipped
with more suitable skills and sensor set including a camera and depth sensor. In addition to
the sensor set providing a wide range of view and depth information of obstacles, quick field
covering features of the air vehicle make it suitable for the assistance task. Moreover, the air
vehicle will locally generate its own and the ground robot’s trajectory with respect to obstacle
detection. Since the ground robot will have an updated trajectory, it will be able to perform
without operator supervision.
In order to reach our goals, our methods need to be trained in realistic scenarios. For this
purpose, the simulation environment is assumed to have different kinds of field characteristics. Trees, humans, and tractors have been considered obstacles in the agriculture field. Also,
possible inclines in the field must be taken into account. These decisions are crucial to obtain
maximum usage from our air and ground vehicles. As a final goal in this scenario approach,
maximization of profits and minimization of costs are aimed. Moreover, most importantly, the
prevention of unwanted dramatic accidents will be achieved as an ultimate goal.
2.2.2

Summary of state of the art

2.2.2.1

Global and local planning

Robot motion planning concerns finding a collision-free path from an initial state to a goal state.
It can be principally classified under global planning and local planning [116]. Global planning
interests finding the way with full knowledge of the environment. Therefore, these methods
can provide optimal or complete solutions for motion planning problems. However, a robot
cannot obtain full environmental information due to limited sensing capabilities in real-world
applications. Local planning methods are developed for incremental planning in a partially
observable or dynamic environment. They mostly implement global planners while considering
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partial observation. We consider a local planning problem in our scenario where the UAV has a
limited field of view.
2.2.2.2

Graph-based planning methods

An alternative classification of motion planning methods is based on the type of applied algorithms (see Fig. 7). One approach to solve the motion planning problem is based on the
discretization of state space into grids and using graph-theoretic methods to find a path. Grid
resolution choice directly affects the performance of grid-based planning algorithms such that
choosing coarser grids end up with faster search result. However, grid-based algorithms suffer
in finding paths through narrow portions of collision-free configuration spaces. On the other
hand, the grid can be considered as a graph and the path can be found using graph search algorithms such as like depth-first search, breadth-first search, A* [79] or D* [182] can be counted
under this class.

Planning
Algorithms

Graph search
based

Sampling based

Optimization
based

Potential fields

Computational
intelligence
based

Figure 7: Classification of planning algorithms

2.2.2.3

Optimization-based methods

Another group of methods use control theory and/or optimization theory to solve the motion
planning problem using the equations of motions [44, 177]. However, these methods demand
high computation costs when they perform in cluttered environments or in harsh environments
that have complex dynamics characteristics.
2.2.2.4

Potential fields

The artificial potential fields are one other approach to solve the problem in the continuous
domain where a potential function is defined in state space to guide the robot to the goal and
avoid obstacles [103]. The major downside of this method is the local minimum points in the
potential field.
2.2.2.5

Sampling-based methods

Sampling-based methods use probabilistic methods to construct a graph or tree representation
of free space. Probabilistic road map (PRM) [102], Rapidly-exploring random tree (RRT) [115],
and Voronoi diagram [187] are some generic example algorithms under this class. These algorithms have lower computational complexity due to possibly more sparse graph representations
can be obtained than discretization of state space. The downside is the suboptimality of the
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solution and probabilistic completeness, i.e. if there is a solution it will be found while time is
going infinity. These algorithms can be deployed in real-world UAV applications by considering
their limitations.
2.2.2.6

Computational-intelligence-based methods

Beyond these traditional algorithms, computational-intelligence-based algorithms are also proposed to solve the UAV path planning problem, such as genetic algorithm [80], particle swarm
optimization [221], ant colony optimization [35], artificial neural networks, fuzzy logic, learningbased methods [224].
2.2.2.7

Planning approaches for UAVs

We can also classify planning algorithms considering cascaded planning/control diagram of
quadrotor UAV applications, such as high-level planning, position planning, attitude planning.
Attitude (orientation) planning develops an attitude plan for quadrotor based on a given trajectory. Traditionally, proportional-integral-derivative or linear quadratic regulator controllers are
implemented to obtain a minimum trajectory tracking error. However, more sophisticated planning algorithms are studied to achieve acrobatic maneuvers such as passing through a slanted,
narrow gap or a barrel roll. Earlier, optimization-based methods are published in safe motion
capture environments to perform flip [65] or slanted gap passing [149] maneuvers. Afterward,
researchers achieve the slanted gap passing maneuver based on only onboard sensing [55]. Recently, learning-based approaches are also involved in this task. Camci et al. [32] incorporate
a Reinforcement learning framework for swift maneuver planning of quadrotors. Kaufmann et
al. [101] developed a neural network planner to achieve aggressive maneuvers like barrel roll
or matty flip using only onboard sensors and computation.
Position planning methods are implemented to generate position commands based on a
high-level task of the quadrotor. Traditionally, sampling-based or potential field methods are
employed to solve this task due to their capabilities. Also, trajectory optimization algorithms
based on properties of quadrotors using the intermediate target points [84] or full map knowledge [114] have been proposed to extend traditional methods. Besides, the limitations of the
onboard sensor range are also considered in the literature [152]. Another challenge for position
planning is designing end-to-end planners that avoid the computational complexity of mapping
the environment [31]. Finally, high-level planning concerns more to task planning. Algorithms
are developed to plan tasks such as visiting multiple targets with limited resources [153] or
shooting aesthetical videos [68].
2.2.2.8

UAV-UGV collaborated planning

Scenarios including UAVs and UGVs collaborating as a team are widely studied due to their
different but complementary skill sets. A UAV has a broader field of view, and a UGV has a
higher payload capability for the mission. Mueggler et al. [147] propose a mission planning
algorithm for such a UAV-UGV team for a search and rescue scenario. In their work, the UAV
is assumed to capture the region of interest fully. Alternatively, solutions proposed to construct
the global map with partial observation [156]. More recently, Chen et al. [37] propose two
networks for map generation and planning in a UAV-UGV collaboration scenario without map
reconstruction and save computation time.
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Tools

The open motion planning library (OMPL) [184] is an open-source collection of state-of-the-art
sampling-based motion planning algorithms for robotics applications. It also provides primitives for sampling-based planning, such as collision checking, nearest neighbor searching,
defining configuration spaces. The library is mainly written in C++, as well as all functionalities also accessible through python. It is also available in ROS through MoveIt.
2.2.3

Description of work performed so far

Simulation environment
To satisfy our objectives that have mentioned above, we have considered that field have
elevation, trees spreed in the field in a proper structure and field contain different types of trees
that have a different type of obstacle characteristics (see Fig. 8). Also, we have taken into
account that the field contains other vehicles such as tractors. Thanks to design specifications,
we have a realistic and suitable environment that both ground and air vehicles can be simulated
with their own requirements.

Figure 8: Agriculture field environment in the size of 300m length, 400m width and 15m height
After finalizing the environment design, we have continued our work on Webots by analyzing the sensor pool supported by Webots, and listed our possible additional sensor use scenarios.
In addition to mandatory sensors to carry autonomous flying, we have decided to implement a
camera and rangefinder sensor. At this point, the collection, process, and transfer of sensor data
need to be suitable for companion devices. Robot operating system (ROS) has been chosen
among its competitors which provided by Webots. At this point, first, we have started with
writing its own ROS package for sensors. By using its specific ROS commands for the camera,
we have developed a node to obtain camera data and visualized in Rviz. In addition to that, we
have implemented the rangefinder sensor to our air vehicle to obtain depth information.
In parallel, we have started with the implementation of an air vehicle provided by Webots.
Since Mavic 2 Pro was the only copter provided by Webots, its compatibility for future implementations must be understood clearly. After evaluation process, we have decided that we need
a more flexible and customizable copter for our future real-world implementations. Due to these
reasons, we have decided to move on with implementing a third-party software, ArduPilot. The
first attractive feature to choose this software is the capability of using the communication protocol, The micro air vehicle link (MAVlink), to access companion boards. ArduPilot is also
capable to support the software in the loop (SITL) feature with Webots. By using SITL with
Webots capability, we have created a network architecture to assign tasks to our aerial vehicle
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(b) Rangefinder view on Webots

Figure 9: Camera and rangefinder windows
via the MAVlink. At this point, first, we have assigned our tasks by using a ground control
station, QGroundControl. After the successful implementation of the ground control station,
we have decided to continue directly via MAVROS which is the MAVLink extendable communication node for ROS with the proxy for Ground Control Station. In Fig. 10a, given trajectory
via QGroundControl has represented. Also, the corresponding tracked trajectory has visualized
on Rviz and shown in Fig. 10b.

(a) Given trajectory to the air vehicle

(b) Trajectory realization on rviz

Figure 10: Tracked trajectories
After this step, we have decided to discard QGroundControl from our network architecture
and directly work via MAVROS. To do that, we have implemented our own ROS node which
doing the arming, mode selection, take-off, and way-point assignments. Right now, we have a
stable ROS node that doing these tasks we mentioned above.
Local replanning for agricultural use-case
The general block diagram of our methodology is given in Fig. 11. As explained before, the
global plan is already defined for the UGV. The local planner is informed about the global plan
as a moving target. The local planner incorporates the moving target together with the current
depth image and generates local plans for UAV and UGV. Therefore, it helps the UAV-UGV
team to track the globally defined trajectory while avoiding obstacles.
We aim to implement the local planner block as a learning-based end-to-end motion planner.
Notably, we start with an existing work [31] that trains a similar end-to-end planner for a single
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(RGB-D Image)

Local
Planner

Motion Commands

Moving Target

Global
Planner
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Figure 11: Collaborative local planning with partial observation from UAV.
UAV with Deep reinforcement learning. Following, we explain this method.
A Reinforcement learning problem is defined over a Markov decision process (MDP) formulation. It is critical to express the real-world problem with the elements of the MDP adequately.
In detail, the state, st , the action, at , and the reward signal, rt , are designed in discrete timesteps. For our problem, the state is multi-modal data containing the depth image and the vector
representing the moving target point. Mathematically, the state is defined as,
0

st = (Idepth , pt ),

(6)

where Idepth is the matrix representing depth image and pt = [xt , yt , zt ]T is 3 × 1 vector representing the position of target point with respect to the body frame in three main axis.
The action is defined as a local position plan, including 1m length steps in the forward,
lateral directions:
0
at = (xa , ya , za ),
(7)
where xa ∈ {0, 1}, ya ∈ {−1, 0, 1}, za ∈ {−1, 0, 1} are representing next position step of UAV
with respect to body frame in each three main axis. Note that the agent selects one of the 18
actions as a combination of its elements. It is biased towards the forward direction that is the
moving direction and direction of the front-facing depth camera. At each time-step, the action
is applied to the UAV based on the output of policy network (see Fig. 12), and the depth image
and next target point are obtained as the new state.
The reward signal is based on the UAV’s relative motion to the target point and collision if
it occurs. The motion of the UAV evaluated with the change in Euclidean distance between the
target point and initial position through time-step, ∆d, proportional to the Euclidean distance at
the next time step, dt . The collision and excessive deviation are punished with constant values.
Mathematically, the reward signal is defined as [31],

Rl

for ∆du < ∆d

dt ,


∆d
−∆d
u

Rl +(Ru −Rl ) ∆du −∆d

l

, for ∆dl < ∆d < ∆du

dt
0
R
u
(8)
rt =
for ∆d < ∆dl
dt ,




Rd p ,
for excessive deviation,



R ,
for collision,
cp
where Rl = 0 and Ru = 0.5 are reward boundaries, ∆dl = −1 and ∆du = 1 are reward saturation
bounds, Rd p = −0.5 and Rcp = −1 is punishment for excessive deviation and collision. This
reward logic enables the agent to avoid obstacles while quickly navigating to goal.
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The policy network (π(st )) structure for this task is given in Fig. 2. The neural network
feeds the depth image to three convolutional layers with 32, 64, and 64 filters, filter size of 8,
4, and 4, a stride of 4, 2, and 1, respectively. The convolutional layers are followed by a single
fully-connected layer with 512 hidden neurons. The vector of moving target position is fed
to two fully-connected layers with 64 hidden neurons. The two networks are concatenated to
a fully-connected layer with 124 hidden neurons, and the action is generated. The algorithm
trains this policy network with given settings using a Deep reinforcement learning method called
Deep Q-network (DQN).

relu

relu

relu

relu

Depth Image

concat

tanh

Action

tanh

xt
yt
zt

tanh

tanh

Moving Target

Figure 12: Policy network structure of end-to-end local planner.
UGV integration
For our use-case, we consider collaboration between the UAV and the UGV. This setting
implies some changes in MDP formulation, such as selecting UGV actions or redesigning the
reward function. Following, we explain these issues. We extend the state with the UAV position
with respect to UGV in order to include the UGV to the problem. Mathematically, the state now
is defined as,
st = (Idepth , pt , pUAV −UGV ),
(9)

where pUAV −UGV is 3 × 1 vector representing the UAV position with respect to the UGV. In the
problem, the UAV’s objective is to lead the UGV from a certain altitude ahead.
In the problem, the UAV’s objective is to lead the UGV from a certain altitude ahead. Therefore, the UAV encounters obstacles before the UGV. The UAV’s action vector is updated as,
at = (xa , ya ),

(10)

since the altitude is stabilized with respect to the UGV. Moreover, the UGV’s actions are selected in a logic. If the UAV deviates from the route with a certain distance, the UGV follows
it:
(
Normal operation,
if |yt | < ∆yl
aUGV ←
(11)
Obstacle avoidance, if |yt | > ∆yl ,
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where ∆yl is the distance limit to the UGV.
We should also update the reward signal to define the objective of the UAV. We also discount
the reward if the UAV moves away from the UGV as,

Rl

for ∆du < ∆d
Rugv dt ,


∆du −∆d

Rl +(Ru −Rl ) ∆du −∆d

l

, for ∆dl < ∆d < ∆du
Rugv
dt
(12)
rt = Rugv Ru ,
for ∆d < ∆dl
dt




Rd p ,
for excessive deviation,



R ,
for collision,
cp
where Rugv = 1/|xuav−ugv − 2| is the discount factor inversely proportional with deviation of the
UAV position from the two meter in front of the UGV.
2.2.4

Performance evaluation

We implement an OpenAI gym wrapper to create our DRL environment in communication
with Webots and Ardupilot through ROS in python 3. The ROS communication flow is shown
in Fig. 13. Our gym ROS-node commands quadrotor through Mavros while using odometry
information from it. The depth sensor and collision information are directly obtained from the
robot object in Webots. The gym node also generates the target point on the global trajectory.
In our initial experiments, the global trajectory is a straight line, and the target point is selected
5m ahead of the quadrotor’s current position projected to the global path.

Figure 13: ROS topics and nodes are visualized.
We initially conduct two sets of experiments, one with an obstacle-free environment and
the other with a single obstacle. The first experiment investigates the trajectory following skills
of our algorithm. We train our agent in an 80m straight trajectory while the episode is ended
at the end of the parkour. The depth image and related neural network part are not used in
this experiment considering its objective. We observe that the agent learns a policy biased to
forward motion because of the environment’s forward-biased nature. We updated the Euclidian
distance calculation in the reward function with weights to overcome this problem. We define
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v 

u
u
1 0 0
u
Dw (pd ) = tpTd 0 4 0 pd ,
0 0 1

(13)

where Dw (·) is weighted distance function, and pd = p1 − p2 is difference between interested
points. Thereby, the importance of vertical deviation increases for the reward, and the agent
becomes more robust to deviating from the global path.
With the previously explained settings, the collected reward during training is plotted for
the obstacle-free environment in Fig. 14a. The trained policy is tested in the environment. The
trajectory followed by the trained policy is shown in Fig. 15. We force the agent to take three
consecutive right or left actions to create a disturbance during the test. The policy approaches
the global trajectory as expected.
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Figure 14: Mean episode reward collected during training in (a) obstacle free environment, (b)
environment with single obstacle.
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Figure 15: Trajectory followed under disturbances. The drone is initiated from starting point.
The drone approaches to the global trajectory although some actions are forced as disturbance.
In the second experiment, we train the agent in the environment with a single obstacle.
In Fig. 16, an instance from training in the environment is shown with the drone and the
rectangular-shaped obstacle. It is a simple scenario to test the algorithm in all aspects, including
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Figure 16: A time instance from training in webots. The drone is in front of the obstacle.
trajectory following and obstacle avoidance. In this case, the global trajectory is shortened to
10m. The mean reward during training is plotted in Fig. 14b.
The trained policy is employed in the simulation environment. In Fig. 5, the trajectory of
the test is presented. The agent takes a right-forward action based on the depth image to avoid
the obstacle.
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Figure 17: Trajectory followed to avoid disturbance. The drone is initiated from starting point.
The drone takes a right-forward action to avoid from the obstacle.

2.2.5

Future work

In this work, an end-to-end planner is trained with DRL for local replanning in agricultural
use-case. We develop an agricultural simulation environment in Webots. We also present our
algorithm’s initial results. We continue working on this task. We will diversify our experiments,
and we will include UGV in the problem.
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Deep Navigation
Learning Kinematic Feasibility for Mobile Manipulation
Introduction and objectives

In recent years, approaches to improving the capabilities of robotic platforms to perform flexible
and complex tasks in both industrial and dynamic domestic environment achieved impressive
results [7, 17, 183, 181]. So far, however, most of these approaches separate navigation and
manipulation due to the difficulties in planning the joint movement of the robot base and its endeffector (EE). Typically the tasks that a robot is expected to perform are linked to conditions in
the task space, such as poses at which handled objects can be grasped, orientation that objects
should maintain or entire trajectories that must be followed. While there are approaches to
position a manipulator to fulfill various task constraints with respect to the robot’s kinematics
based on inverse reachability maps (IRM) [154], performing such tasks while moving the base
remains an unsolved problem.
Classical planning approaches circumvent kinematic issues implicitly by exploring paths
in the robot’s configuration space [27]. However, this creates a number of new difficulties.
First, the constraints must be transferred from the task space to the robot specific configuration
space, requiring expert knowledge on the task, the robot and the environment. Furthermore, the
execution of pre-planned configuration space movements in dynamic environments is not easy
as minor errors in the execution of poses in the configuration space can lead to large deviations
in the task space and, due to changes in the dynamic scene, adjustments to the movement might
be necessary, requiring a complete re-planning in the configuration space.
goal𝒆𝒇
x

Agent

𝒗𝒆𝒇

𝒗𝒃 ?

Observation:
𝒗𝒆𝒇 , goal𝒆𝒇,
robot
configuration

Action:
𝒗𝒃

Reward:
Kinematic
feasibility

Environment

Figure 18: Given the robot configuration, a velocity for the end-effector ~ve f and the desired
goal for the end-effector, the robot learns a corresponding base velocity ~vb in a reinforcement
learning setting to maintain kinematic feasibility throughout the motion execution.
We present a method to generate a kinematically compatible movement for the base of a mobile robot while its end-effector executes motions generated by an arbitrary system in task space
in order to perform a certain action. This decomposes the task into the generation of trajectories
for the end-effector, which is usually defined by the task constraints, and the robot base, which
should handle kinematic constraints and collision avoidance. This separation is beneficial for
many robotic applications: first, it results in a high modularity where action models for the endeffector can easily be shared among robots with different kinematic properties without having
to adapt the end-effector behavior as the kinematic constraints are handled entirely by the base
motion control. Second, if the learned base policy is able to generalise to arbitrary end-effector
motions, the same base policy can be used on new, unseen tasks without expensive retraining.
And lastly learning the full task end-to-end is a complex long-horizon problem. In contrast
OpenDR

No. 871449

D5.1: First report on deep robot action and decision making

32/99

we show that we can directly leverage the kinematic feasibility as a dense reward signal across
several platforms without the need for extensive reward shaping.
In prior work [204] we addressed the kinematic feasibility of a joint base and end-effector
motion by treating the inverse reachability constraint as an obstacle avoidance problem. While
the approach achieved good results in mobile manipulation actions on a PR2 robot, it required
substantial robot specific design and the approximations made to model the inverse reachable
space restricted the robot’s movement further than necessary. Instead of explicitly modeling the
kinematic abilities of the robot, we propose to directly learn a feasible motion of the robot base
respecting a given motion of the end-effector and show that the learned policy achieves better
results. We illustrate our envisioned system in Fig. 18.
3.1.2

Summary of state of the art

In general there are two distinct methods to ensure kinematic feasibility while performing manipulation actions: On one hand planning frameworks that plan trajectories for the robot in
joint space and thereby only explore kinematic feasible paths [27, 26]. On the other hand inverse reachability maps [192] that seek a good positioning for the robot base given the task
constraints [154]. While combinations of the two methods exist [119], it remains a hard problem to integrate kinematic feasibility constraints in task space mobile motion planning.
In this context, [204] proposed a geometric description of the inverse reachability and address the kinematic feasibility of an arbitrary gripper trajectory as an obstacle avoidance problem. On a high level we use a conceptually similar setup and compare our results to this.
By using RL to directly learn the base controls, the resulting base motions are not limited by
geometric approximations of the reachability. We also do not really on robot-specific expert
knowledge but show that our approach generalises to different robots and platforms.
While RL has shown a lot of promise in manipulation tasks, it has only recently been incorporated into mobile manipulation tasks. RelMoGen proposes to learn high-level subgoals
through RL and execute them with traditional motion generators to simplify the exploration
problem [210]. They focus on tasks in which the exact gripper trajectories are not relevant and
learn to either move gripper or base. In contrast we are explicitly interested in task specific
end-effector trajectories and aim to simplify the joint motion generation for robot end-effector
and base by using RL to ensure kinematic feasibility.
[198] use RL to solve a mobile picking task by learning to jointly control both a robot’s
base and end-effector. While their focus is on learning a policy for one specific task we address
a more general problem of maintaining kinematic feasibility in arbitrary mobile manipulation
actions. By introducing a given planner for arbitrary end-effector trajectories, our approach
decouples the RL agent’s action space from the task the end-effector performs, thus allowing a
generalisation to different tasks.
While [198] require to calculate a distance-based reward at every step, we leverage inverse
kinematics for the rewards which do not rely on ground truth distances.
Recently the use of RL has also been explored to calculate forward and inverse kinematics
of complex many-joint robot arms [73]. While such approaches are interesting for robot system
with a large number of degrees of freedom (up to 40-dof[73]), in our applications (7-dof in
robot arms) the inverse kinematics can still be solved numerically.
Goal conditional RL [97, 169] takes both the current state and a goal as input to predict the
actions to arrive at this goal. Hierarchical methods [186, 5, 96] commonly reduce the complexity of long-horizon tasks by splitting it into a subgoal proposal and goal-conditional policy. In
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contrast we reduce the complexity of the task by assuming a given planner for a subset of the
agent (the gripper) and learn to control the remaining degrees of freedom (the base) to achieve
all points along its proposed end-effector trajectory. This shifts the burden from the end-effector
planner to the base policy and allows us to use simple methods for the end-effector trajectory
actions.
3.1.3

Description of work performed so far

Mobile manipulation tasks require complex trajectories in the joint space of arm and base over
long horizons. We decompose the problem into a given, arbitrary motion for the end-effector
and a learned base policy. This allows us to readily transform end-effector motions into mobile
applications and to strongly reduce the burden on the end-effector planner which can now be
a reduced to a fairly simple system. We then formulate this as a goal-conditional RL problem
and show that we can leverage kinematic feasibility as a simple, dense reward signal instead of
relying on either sparse or extensively shaped reward functions.
Our proposed system consists of three main components: a planner for the end-effector, a
learned RL policy for the base and a standard inverse kinematics (IK) solver for the manipulator
arm that provides us with the rewards. An overview of the system is shown in Fig. 19.

Figure 19: We decompose mobile manipulation tasks into two components: an end-effector
(EE) planner and a conditional RL agent that controls the base velocities. This enables us
to produce a dense reward solely based on the kinematic feasibility, calculated by a standard
inverse kinematics (IK) solver.

3.1.3.1

End-effector Trajectory Generation

To generate end-effector trajectories we assume access to an arbitrary planner that takes as input
the current end-effector pose and a goal state g, specified by an end-effector pose in cartesian
space. At every time step this planner then outputs the next velocity command ve f for the endeffector. During training we pass the last planned instead of the current EE pose to the planner
as to prevent the RL agent from influencing the shape of the overall EE-trajectory. At test time
the EE-planner can be replaced by an arbitrary system, including both closed and open loop
approaches.
3.1.3.2

Learning Robot Base Trajectories

Given an end-effector motion dynamic, our goal is to ensure that the resulting EE-poses remain kinematically feasible at every time step. We can formulate this as a goal-conditioned
reinforcement learning problem.
We define a finite-horizon Markov decision process (MDP) M = (S , A , P, r, γ) with state
and action spaces S and A , transition dynamics P(st+1 |st , at ), a reward function r and a discount factor γ. The objective is to find the policy π(a|s) that maximises the expected return
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T
γ t r(st , at )]. We can extend this to a goal-conditional formulation [96] to learn a polEπ [∑t=1
icy π(a|s, g) that maximises the expected return r(st , at , g) under a goal distribution g ∼ G as
T
γ t r(st , at , g)].
Eπ [∑t=1
At every step, the agent observes the current state st consisting of current base and endeffector pose and arm joint positions as well as the end-effector goal g and the next planned
gripper velocities. It then learns a policy π(s, g) for the base velocity commands vb . We propose
two different parametrizations of the base velocities, given the agent’s actions a: (i) directly
learn the base velocities vb = a (ii) learn the difference in velocities relative to the planned endeffector: vb = vef + a. The base rotation is always learned directly. We also experimented with
learning the parameters of a geometric modulation as introduced by [204] but did not observe
any advantages in that formulation.

3.1.3.3

Kinematic Feasibility

By separating EE and base motions we can now directly leverage the kinematical feasibility of
the EE-motions to train the base policy. We convert this into a straightforward reward function
that simply penalises whenever a point along the trajectory is not feasible. This provides us
with a dense reward signal without having to rely on ground truth distances or extensive reward
shaping. It naturally arises from framing mobile manipulation as a modular problem and can
be evaluated without adaption across platforms as we will show in our experiments. To ensure
smooth and economical behaviour we also add a regularisation term to keep the actions small
whenever possible. The overall reward function can be expressed as follows:
r(s, g, a) = −1!kin − λ ||a||2

(14)

where 1!kin is an indicator function evaluating to one when the next gripper pose is not kinematically feasible and λ is a hyperparameter weighting the norm of the actions.
To evaluate the kinematic feasibility we first calculate the next desired end-effector pose
from the current pose and velocities. We then use standard kinematic solvers to evaluate whether
this new pose is feasible. Essentially we use the known kinematic chains of the manipulator
arms to move the reward generation out of the otherwise potentially unknown environment dynamics.
Note that the impact of the regularisation differs for our two proposed action parameterisations. When directly learning base velocities, it incentivises overall small actions. While when
learning relative velocities it incentivises to stay close to the gripper velocities.
We optimise this objective with recent model-free RL algorithms that have shown to be
robust to noise and overestimation, namely TD3 [61] and SAC [76]. An episode ends when
either we are close to the goal or too many kinematic failures have occurred.
3.1.3.4

Training task

The starting point for modularising end-effector and base control was the ability to learn a base
policy that enables a large number of task-specific end-effector trajectories. In many cases we
will not know all tasks at training time.
To be able to generalise to diverse end-effector motions the agent should ideally observe a
wide range of different relative EE-positions and goals. To do so we train the agent on a random
goal reaching task. We first initialize the robot in a random joint configuration and then sample
random end-effector goals within a distance of one to five meters around the robot base.
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To generate end-effector motions we use a linear dynamic system where the end-effector
velocity for each step is generated as the difference between the current pose and the given goal
pose constrained by a maximum and a minimum velocity. By training with a very simple EEplanner that not take into account the current joint configuration in any way, we shift the burden
of generating feasible kinematic movements to the base policy.

3.1.4

Performance evaluation

We evaluate our approach on multiple mobile robot platforms on a series of analytical and
simulated experiments.
3.1.4.1

Experimental setup

Robot platforms We train agents across three different robotic platforms differing considerably in their kinematic structure and base motion abilities.
The PR2 is equipped with a 7-DOF arm mounted on an omnidirectional base, giving it high
mobility and kinematic flexibility. TIAGo is also equipped with a 7-DOF arm and we additionally use the height adjustment of its torso. For the base motion it uses a differential drive
restricting its mobility compared to the PR2. The Toyota HSR also has a omnidirectional base
but the arm is limited to 5-DOF including the height adjustable torso. Given the low flexibility
of the HSR arm, we consider EE-positions up to 10 cm and a rotational distance of up to 0.05
as kinematically feasible. This leeway does not apply to the final goal. To minimize the use
of this ’slack’ we additionally penalize the sum of the squared distance and rotational distance
to the desired EE-pose, scaled into the range of [−1, 0] (i.e. smaller or equal to the penalty for
kinematically infeasible poses).
The action space for these platforms is continuous, consisting of either one (diff-drive) or two
(omni) directional velocities vb,{x,y} and an angular velocity vb,θ .
Tasks For the virtual evaluation we locate the objects in a room around the robot.In all
tasks the robot starts randomly within a 1.5x1.5m square in the center of the room, rotated
between [−π/2, π/2] relative to the first end-effector goal and in a random joint configuration
sampled from the full possible configuration space, including difficult and unusual poses.
We construct five tasks: A general goal reaching (ggr) task in which the goals are selected
randomly as in the training phase. As the kinematics become very restrictive towards the edges
of the height range, we also analyse the results for initial configurations and goals that are restricted to more common heights, which we refer to as ggr restr. A pick&place task in which
the robot has to grasp an object randomly located on the edge of a table, move it to a goal table
randomly located on the wall next to it and place it down. We use the linear system to generate
EE-motions by sequentially combining four goals relative to the object: slightly in front of the
object, at the object, in front of and at the goal location.
To test whether the decomposition into base and end-effector generalises to different EE-motions
we then construct two more tasks from an unseen imitation learning system developed in [203].
These motions are learned from a human teacher and encoded in a dynamic system following a
demonstrated hand trajectory to manipulate a certain object. As a result the motions can differ
substantially from the linear system used during training. We use models to grasp and open
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a cabinet door as well as to grasp and open a drawer. The corresponding motion models are
adapted to the given poses of the handled objects.
Baselines We construct separate baselines for the linear system and the imitation system.
For the linear system the baseline replicates the same robot base motion in xy−direction as the
end-effector. For Tiago this agent also takes into account the limitations of the differential drive.
While simple, this strategy already removes some of the main difficulties by keeping a fixed
distance between EE and body and avoiding the gripper to pass around or through the robot
body. The baseline for the imitation system follows base motions that were learned together
with the end-effector, adapted to the different lengths of the robot arms. We combine these two
baselines under the terms PR2 bl, Tiago bl and HSR bl. We also compare against the geometric
modulation for the PR2 presented in [204], termed PR2 gm, which approximates the inverse
reachability and modulates the base velocities to stay within allowed poses.
We then evaluate our agent’s ability to achieve the described tasks without any task-specific
fine-tuning. For each platform we train models on ten different seeds and average the results.
We then evaluate our agent’s ability to achieve the described tasks without any task-specific
fine-tuning over 50 episodes per task. For each task we report the share of the trajectories
executed without a single kinematic failure. Note that this is a fairly strict metric and in many
cases even with a few failures the task can still be completed successfully. For this reason we
also report the share of episodes which never deviate more than 5cm from the EE-motions (in
brackets).
3.1.5

Analytical evaluation

We train the model on analytically generated trajectories, i.e. we integrate the system step-bystep to generate the poses of robot end-effector and base and at each step evaluate the kinematic
feasibility of the generated poses without a physical simulation of robot controllers. We evaluate
this system at a step size corresponding to a frequency of 10Hz.
We then evaluate the trained models across all tasks. Tab. 5 summarises the results. On the
PR2 the baseline replicating the EE-velocities is able to complete between 60% and 73% of the
linear motion tasks successfully. By simply ’sliding’ towards the goal, the manipulation task
is kept relatively static and most of the difficulty is transferred to the IK solver. But on more
constraint platforms performance drops to between 0% and 24% for both the 5-DOF arm of the
HSR as well as the diff-drive of TIAGo that has to ’circle’ towards the goal. This illustrates the
need for base and arm to work together to achieve these motions. On the door and drawer tasks
the PR2 and TIAGo are able to follow some of the imitated motions, but fail in the majority
of cases with between 9% and 32% of the episodes fully successful. The HSR is completely
unable to follow these motions. The ellipsis modulation approach is not able to significantly
improve further upon the baseline, indicating that the velocities of the baseline that serve as
input are already removing most of the difficulty from the task. Failure cases for the ellipsis
approach include when the starting pose lies outside the approximations as well as situations in
which the EE comes close to the edges of the approximation.
In contrast our approach to directly learn the base velocities and kinematic feasibility achieves
high success rates across all robots and tasks, solving the goal reaching task with 90.0% (PR2),
71.6% (TIAGo) and 75.2% (HSR). This translates into near perfect performance on the pick&place
task with 97.0% success for the PR2, 91.4% for TIAGo and 90.2% for the HSR. Looking at the
imitation tasks, we find that these results generalise to the unseen motions with all platforms
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Agent
PR2 bl
PR2 gm
PR2
Tiago bl
Tiago
HSR bl
HSR

linear dynamic system
ggr
ggr restr
pick&place
60.8 (65.0) 70.8 (72.8) 72.6 (76.8)
64.6 (69.6) 68.6 (74.4) 74.4 (78.6)
90.2 (91.2) 88.8 (90.6) 97.0 (97.4)
21.6 (24.6) 23.6 (26.8) 12.0 (13.8)
71.6 (73.4) 80.2 (83.0) 91.4 (92.2)
5.4 (7.4) 7.6 (10.4)
0.0 (3.2)
75.2 (69.8) 80.1 (72.6) 93.4 (90.2)
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imitation learning system
door
drawer
30.2 (33.6) 31.6 (35.4)
31.6 (38.0) 28.2 (34.0)
94.2 (95.4) 95.4 (95.4)
9.2 (10.0) 28.6 (31.8)
95.3 (96.9) 94.9 (95.3)
0.0 (0.0)
0.0 (0.0)
91.2 (87.0) 90.6 (88.6)

Table 5: Performance in the analytical evaluation as share of successfully executed episodes
with zero kinematically infeasible EE-poses and share of episodes that never deviate more than
5cm from the EE-motion (in brackets). We evaluate each task over 50 episodes for 10 random
seeds.
achieving over 90.6% of all episodes without a single kinematic failure.
This indicates a number of things: first, our training task is comparably difficult, making it a
good training ground to train for general tasks. This makes sense as the goal distribution encompasses the full range of possible heights in which the kinematics can become quite restrictive
as well as short distances to the goal. Focusing on a workspace restricted to common heights,
performance increases for both TIAGo (+8.8%) and HSR (+4.9%) and while not changing significantly for the PR2 (-1.4%). Secondly, we find no drop in performance when following the
unseen imitation learning system, showing the agent’s ability to enable general movements of
the end-effector.
Qualitatively we find that the resulting policies take reasonable and economical paths, such
as rotating around the closest angle and seeking robust relative EE-poses.
3.1.6

Motion execution in simulation

We proceed to analyse how well the generated motions can be executed by running the system
in the Gazebo simulator [106]. This includes both a simulation of the robot controllers as well
as a physical simulation of the environment. We run all agents at a frequency of 50Hz. The RL
agent operates on low-level robot state information and uses small three-layer neural networks.
As a result this frequency can easily be achieved on standard CPUs. Differences to the analytical
environment include previously potentially unmodelled accelerations, inertias and constraints,
execution time of the arm movements as well as collisions with the physical objects. We find
particularly large inertias for the PR2 to cause the EE to outrun the base. To account for this we
slow down the EE-motions by a factor of two for all PR2 experiments in this section. Note that
this was not needed in the real world experiments. As for the analytical evaluation we evaluate
our approach on all combinations of agents and tasks. The results are summarized in Tab. 6.
While all approaches experience a drop in performance, we find this impact to be relatively
small for the learned base motions, showing that they can be readily executed on all platforms.
The average difference in performance is 8.4% (PR2), 8.0% (TIAGo) and 3.0% (HSR) across
all tasks. We identify two main causes for this.
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Agent
PR2 bl
PR2 gm
PR2
PR2 hs
PR2 nObj
Tiago bl
Tiago
Tiago nObj
HSR bl
HSR
HSR nObj

Linear Dynamic System
ggr
ggr restr
pick&place
48.2 (53.0) 56.6 (62.2) 35.4 (41.2)
17.0 (22.2) 19.4 (22.8) 20.8 (24.6)
80.2 (83.6) 84.4 (88.8) 85.6 (88.8)
87.0 (88.0) 89.0 (90.8) 92.0 (93.6)
87.6 (92.4)
7.0 (7.8)
9.0 (11.0)
2.2 (2.8)
65.4 (70.4) 74.6 (81.2) 88.2 (91.2)
87.4 (91.0)
2.6 (0.0)
2.6 (0.1)
0.0 (0.0)
64.4 (54.0) 70.3 (59.4) 85.6 (69.6)
92.2 (78.2)
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Imitation Learning System
door
drawer
3.6 (4.8)
3.2 (4.2)
21.2 (31.4)
0.1 (4.8)
88.0 (92.8) 85.4 (91.6)
94.2 (95.0) 90.4 (90.6)
85.6 (90.0) 85.4 (90.8)
1.6 (3.0)
6.8 (7.8)
81.6 (86.8) 83.8 (88.0)
93.4 (95.4) 92.8 (94.2)
0.0 (0.0)
0.0 (0.0)
87.2 (78.0) 90.2 (83.8)
87.2 (76.6) 87.4 (82.4)

Table 6: Performance in the Gazebo physics simulator as share of successfully executed
episodes with zero kinematically infeasible EE-poses and share of episodes that never deviate more than 5cm from the EE-motion (in brackets).
3.1.6.1

Obstacles

A main limitation of the current approach is that the base agent does not take into account
obstacles. To measure the impact of collisions with the physical objects we execute the same
motions with the objects removed from the scene, labelled nObj in table 6. We find that this
explains the largest part of the difference to the analytical environment for TIAGo, while the
PR2 and HSR do not seem to collide much. The gap to the analytical environment reduces to
an average of 7.1% (PR2), 2.6% (TIAGo) and 2.8% (HSR). Overall collisions account for less
than 8.4% across all tasks, further indicating that the resulting base motions are economical and
do not unnecessarily move or rotate around the EE-goals. We leave obstacle avoidance to future
work. But we believe our formulation to be well suited to extend to this by learning to locally
modulation the feasible trajectories around obstacles.
3.1.6.2

Inertia

For the PR2 we find that inertias in the base movement often cause failures in the beginning
of the motion when the arm starts in an already stretched out position and then wants to move
further away from the base. We extend our model to give the PR2 a ’head start’ of three seconds
to position itself before we begin the EE-motion (PR2 hs). To do so we use the same trained
model, i.e. the agent did not see this head start during training. This simple adaptation closes
the gap to the analytical environment to as little as 2.6%. Alternative approaches to account for
large inertias would be to include acceleration limits in the linear motion system or to learn a
scaling term that would allow the agent to influence the EE-velocities.
3.1.7

Future work

We present an approach to generate a suitable robot base motion for mobile platforms given an
end-effector motion generated by an arbitrary system. Leveraging state of the art RL methods
we show that we can achieve high success rates across different robot platforms for both seen
and unseen end-effector motions. This demonstrates the potential of this approach to enable the
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application of any system that generates task specific end-effector motions across a diverse set
of mobile manipulation platforms.
While we achieve very good results in terms of kinematic feasibility during trajectory generation the approach so far does not consider collisions with the environment. In a next step we
plan to run these experiments on a real PR2. In future work we plan to incorporate obstacles
and object detection into the training to enable the agent to also avoid collision while moving
the base. Further we observed occasional undesired configuration jumps in the arms with high
degrees of freedom which we will aim to avoid by including a corresponding penalty in the
reward function.

3.2
3.2.1

Visual navigation in real-world indoor environments using end-to-end
deep reinforcement learning
Introduction and objectives

Vision-based navigation is essential for a broad range of robotic applications, from industrial
and service robotics to automated driving. The wide-spread use of this technique will be further
stimulated by the availability of low-cost cameras and high-performance computing hardware.
Conventional vision-based navigation methods usually build a map of the environment and
then use planning to reach the goal. They often rely on precise, high-quality stereo cameras and
additional sensors, such as laser rangefinders, and generally are computationally demanding. As
an alternative, end-to-end deep-learning systems can be used that do not employ any map. They
integrate image processing, localization, and planning in one module or agent, which can be
trained and therefore optimized for a given environment. While the training is computationally
demanding, the execution of the eventual agent’s policy is computationally cheap and can be
executed in real time (sampling times ˜50 ms), even on light-weight embedded hardware, such
as NVIDIA Jetson. These methods also do not require any expensive cameras.
The successes of deep reinforcement learning (DRL) on game domains [143, 6, 13] inspired
the use of DRL in visual navigation. As current DRL methods require many training samples,
it is impossible to train the agent directly in a real-world environment. Instead, a simulator
provides the training data [207, 225, 111, 93, 208, 213, 175, 214, 50, 38, 140], and domain
randomization [191] is used to cope with the simulator-reality gap. However, there are several
unsolved problems associated with the above simulator-based methods:
• The simulator often provides the agent with features that are not available in the real
world: the segmentation masks [207, 111, 175], distance to the goal, stopping signal
[207, 225, 93, 111, 140, 214, 50], etc., either as one of the agent’s inputs [207, 175] or
in the form of an auxiliary task [111]. While this improves the learning performance, it
precludes a straightforward transfer from simulation-based training to real-world deployment. For auxiliary tasks using segmentation masks during training [111], another deep
neural network could be used to annotate the inputs [91, 189]. However, this would introduce additional overhead and noise to the process and diminish the performance gain.
• Another major problem with the current approaches [207, 225, 93, 111, 140, 214, 50]
is that during the evaluation, the agent uses yet other forms of input provided by the
simulator. In particular, it relies on the simulator to terminate the navigation as soon
as the agent gets close to the goal. Without this signal from the simulator, the agent
never stops, and after reaching its goal, it continues exploring the environment. If we
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provide the agent with the termination signal during training, in some cases, the agent
learns an efficient random policy, ignores the navigation goal, and tries only to explore
the environment efficiently.
To address these issues, we propose a novel method for DRL visual navigation in the real
world, with the following contributions:
1. We designed a set of auxiliary tasks that do not require any input that is not readily
available to the robot in the real world. Therefore, we can use the auxiliary tasks both
during the pre-training on the simulator and during the fine-tuning on previously unseen
images collected from the real-world environment.
2. Similarly to [213, 208], we use an improved training procedure that forces the agent to
automatically detect whether it reached the goal. This enables the direct use of the trained
policy in the real world where the information from the simulator is not available.
3. To make our agent more robust and to improve the training performance, we have designed a fast and realistic environment simulator based on Quake III Arena [42] and
DeepMind Lab [8]. It allows for pre-training the models quickly, and thanks to the high
degree of variation in the simulated environments, it helps to bridge the reality gap. Furthermore, we propose a procedure to fine-tune the pre-trained model on a dataset consisting of images collected from the real-world environment. This enables us to use a lot of
synthetic data collected from the simulator and still train on data visually similar to the
target real-world environment.
4. To demonstrate the viability of our approach, we report a set of experiments in a realworld office environment, where the agent was trained to find its goal given by an image.
3.2.2

Summary of state of the art

The application of DRL to the visual navigation domain has attracted a lot of attention recently
[207, 225, 111, 93, 208, 213, 175, 214, 50, 38, 140]. This is possible thanks to the deep learning
successes in the computer vision [189, 82] and gaming domains [142, 6, 13]. However, most of
the research was done in simulated environments [207, 225, 111, 93, 208, 213, 175, 38, 140],
where one can sample an almost arbitrary number of trajectories. The early methods used a
single fixed goal as the navigation target [93]. More recent approaches are able to separate the
goal from the navigation task and pass the goal as the input either in the form of an embedding
[207, 140, 213] or an input image [225, 111, 214, 50]. Visual navigation was also combined
with natural language in the form of instructions for the agent [175].
The use of auxiliary tasks to stabilize the training was proposed in [93] and later applied to
visual navigation [111]. In our work, we use a similar set of auxiliary tasks, but instead of using
segmentation masks to build the internal representation of the observation, we use the camera
images directly to be able to apply our method to the real world without labeling the real-world
images. This is built on ideas from model-based DRL [196].
Unfortunately, most of the current approaches [207, 225, 111, 93, 208, 213, 175, 214, 50,
38, 140] were validated only in simulated environments, where the simulator provides the agent
with signals that are normally not available in the real-world setting, such as the distance to the
goal or segmentation masks. This simplifies the problem, but at the same time, precludes the
use of the learnt policy on a real robot.
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There are some methods [140, 50, 214] which attempt to apply end-to-end DRL to realworld domains. In [140], the authors trained their agent to navigate in Google Street View,
which is much more photorealistic than other simulators. They, however, did not evaluate their
agent on a real-world robot. In [214], a mobile robot was evaluated in an environment discretized into a grid with ˜27 states, which is an order of magnitude lower than our method.
Moreover, they did not use the visual features directly but used ResNet [82] features instead.
It makes the problem easier to learn but requires the final environment to have a lot of visual
features recognizable by the trained ResNet. In our case, we do not restrict ourselves to such a
requirement, and our agent is much more general. Generalization across environments is discussed in [50]. The authors trained the agent in domain-randomized maze-like environments
and experimented with a robot in a small maze. Their agent, however, does not include any
stopping action, and the evaluator is responsible for terminating the navigation. Our evaluation
is performed in a realistic real-world environment, and we do not require any external signal to
stop the agent.
In our work, we focus on end-to-end deep reinforcement learning. We believe that it has the
potential to overcome the limitations of and have superior performance to other methods, which
use deep learning or DRL as a part of their pipeline, e.g., [74, 14]. We also do not consider pure
obstacle avoidance methods such as [164, 212, 178], or methods relying on other types of input
apart from the camera images, e.g., [21, 168].
3.2.3

Description of work performed so far and performance evaluation

The details of this work are found in the corresponding publication that is listed below, and can
be found in Appendix A:
• [112] J. Kulhánek, E. Derner and R. Babuška “Visual Navigation in Real-World Indoor Environments Using End-to-End Deep Reinforcement Learning”, arXiv preprint
arXiv:2010.10903.
In this paper, we proposed a deep reinforcement learning method for visual navigation in
real-world settings. Our method is based on the Parallel Advantage Actor-Critic algorithm
boosted with auxiliary tasks and curriculum learning. It was pre-trained in a simulator and
fine-tuned on a dataset of images from the real-world environment.
We reported a set of experiments with a TurtleBot in an office, where the agent was trained to
find a goal given by an image. In simulated scenarios, our agent outperformed strong baseline
methods. We showed the importance of using auxiliary tasks and pre-training. The trained
agent can easily be transferred to the real world and achieves an impressive performance. In
86.7 % of cases, the trained agent was able to successfully navigate to its target and stop in the
0.3-meter neighborhood of the target position facing the same way as the target image with a
heading angle difference of at most 30 degrees. The average distance to the goal in the case of
successful navigation was 0.175 meters.
The results show that DRL presents a promising alternative to conventional visual navigation
methods. Auxiliary tasks provide a powerful way to combine a large number of simulated
samples with a comparatively small number of real-world ones. We believe that our method
brings us closer to real-world applications of end-to-end visual navigation, so avoiding the need
for expensive sensors.
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Deep action and control
Model-based latent planning
Introduction and objectives

Reinforcement learning (RL) provides a mathematical framework for solving a sequential decision process. Loosely speaking, the user specifies a reward function that encodes what the desired behavior of an agent is and the RL algorithm optimizes this function to achieve the desired
behavior, also called the agent’s ”policy”. The use of deep learning architectures (neural networks) as function approximators within RL algorithms lead to the concept of deep reinforcement learning (DRL). DRL is able to learn complex behavior from raw high-dimensional sensor
data. This end-to-end learning approach alleviated the need for hand-tailored features that require a lot of expert knowledge. DRL has achieved good results on complex tasks that range
from playing games [144, 195] to enabling robots to manipulate objects [220]. For robotics
researchers, RL provides powerful methods to control complex physical systems that exhibit
nonlinear dynamics in uncertain environments with (sub-) optimal performance that is otherwise hard to achieve with conventional control techniques.
RL methods that directly learn the policy for a task by trial-and-error without the explicit
learning of a model of the environment are called model-free. In contrast, RL methods that
use known or learned models (e.g., by planning ahead or by generating artificial experience)
are called model-based. Model-free methods have achieved excellent results [172, 76], but require either a huge amount of iterations to converge or a carefully designed low-dimensional
parametrization. This is especially troublesome for complex robotic tasks that lack a simple
parametrization. Moreover, acquiring a large amount of real-world data can be time-consuming
due to the physical nature of robotic tasks. In contrast, model-based methods have achieved
comparable performance on low-dimensional benchmark tasks with impressive data efficiency
[39, 113]. The performance of model-based methods strongly depends on the ability to learn
an accurate model of the dynamics. Policies derived from inaccurate models suffer from modelling bias that will typically lead to performance degradation in the real-world. For complex
systems with high-dimensional observations this poses a major challenge, as accurate forward
predictions usually require high-capacity dynamics models that need a lot of training data, thus
negating the data efficiency benefits of model-based methods. Moreover, even if we would
have a dynamic model that can accurately predict the future evolution of high-dimensional
observations, the large dimension would render planning algorithms in model-based methods
computationally infeasible.
This motivates research into data-driven methods that learn low-dimensional latent representations based on high-dimensional observations for complex systems that lack simple equations. To this end, several model-based methods have previously been proposed [202, 78, 220]
that learn a latent representation that accurately predicts future rewards and observations to allow for planning in the latent space. Though planning in a latent space can be considered fast
compared to planning in a high-dimensional space, [78] is nonetheless stuck with an inefficient planning algorithm because neural networks are used as the dynamics and reward models.
This touches upon a central tension in the learning of dynamics for control between the expressive power of a model and its compatibility with efficient planning algorithms. Other methods
[202, 220] use (linear) model structures that are suitable for efficient (linear) control and planning techniques at the cost of making limiting assumption. These limiting assumptions will be
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further discussed in Section 4.1.2.
Alternatively, [98] proposes to learn a latent model suitable for efficient real-time control
by relying on Koopman operator theory [108]. This theory states that any nonlinear dynamical
system can be lifted to an infinite dimensional latent space, where the evolution in this latent
space is linear and governed by the linear Koopman operator. A finite-dimensional approximation of this operator should provide a latent representation of the nonlinear system where
the evolution is approximately and globally linear. Provided that we can identify the Koopman
representation, consisting of the lifting function and accompanying Koopman operator, this
framework enables the use of powerful linear and robust control techniques for a general class
of non-linear systems. Previous works successfully applied Koopman theory to control various
nonlinear systems with linear control techniques, both in simulation [98, 109, 126] and in realworld robotic applications [136, 23]. Identifying the lifting function that maps the observations
to a suitable Koopman representation is challenging and considered to be an open problem. Recent works propose Deep Koopman representation learning methods [188, 131, 216, 126] that
leverage the expressive power of deep learning architectures to identify the Koopman lifting
function. We believe the combination of model-based reinforcement learning with latent planning together with Koopman theory can provide the basis for a novel representation learning
method. Herein, the non linearity of the system could be completely offloaded to a Koopman
lifting function based on deep learning, such that we obtain a latent space that evolves linearly
according to the Koopman operator, thus enabling the use of fast and powerful linear control
techniques.
In general, reconstruction-based representation learning aims to learn a lower dimensional
representation, sufficient to reconstruct current measurements and predict future measurements.
However, such methods are task-agnostic: the models represent all dynamic elements they observe, whether they are relevant to the task or not [219]. This consumes expressive power of the
latent dynamical model at the expense of the relevant dynamical model accuracy. This is especially troublesome for data-driven Koopman representation learning, as the expressive power of
the linear latent dynamical model is already limited compared to general nonlinear dynamical
models, such as neural networks. If finding a Koopman representation was not already challenging, then measurements contaminated with task-irrelevant dynamics only add to the challenge
of finding parsimonious latent representations.
To summarize, model-based reinforcement learning is well-suited for robotics due to its
sample complexity. In the high-dimensional case, the policy must be learned in a lowerdimensional latent space to fully exploit this data efficiency. For the learned policy to run
on a robotic platform with limited computational resources, the latent dynamics model must be
compatible with fast control algorithms. For this, Koopman operator theory combined with deep
learning provides a promising research direction. Although a latent Koopman representation facilitates more efficient control, it still focuses the majority of the model capacity on potentially
task-irrelevant dynamics that are contained in the observations. Therefore, it is of great importance to mitigate the effect of task-irrelevant dynamics in the latent representation learning.
Therefore, our objective is to find a lightweight and sample efficient method based on Koopman
theory to control robotic systems that lack a simple state description using high-dimensional observations that are possibly contaminated with task-irrelevant dynamics. Specifically, we aim
for a control algorithm that is:
1. Sample efficient The learning algorithm must be sample-efficient, because real environment interactions are both time-consuming and costly in robotic systems due to wear of
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the equipment.
2. Lightweight Combine deep learning methods with Koopman theory to enable the use of
lightweight linear optimal and robust control techniques in the latent space.
3. High-dimensional observations Enable robots to efficiently decide on actions based on
high-dimensional observations (e.g. images by first mapping them to a low-dimensional
space).
4. Invariance to task-irrelevant dynamics Learn a low-dimensional mapping that is invariant to task-irrelevant dynamics.
4.1.2

Summary of state of the art

This review of the literature will cover three main topics, namely, (i) model-based reinforcement
learning for high-dimensional observations, (ii) Koopman representation learning, and (iii) filtering techniques for task-irrelevant dynamics in representation learning. The aim of this review
is to provide the reader with the required knowledge to understand the proposed approach and
clarify the gap with respect to the state of the art.
4.1.2.1

Model-based reinforcement learning with high-dimensional observations

RL is a broad research area. To make our review more effective, we will restrict this summary
to methods that are interesting for (parts of) the objective described in the previous section. In
this respect, we will exclude from this overview model-free methods, because of their data inefficiency. The reader is referred to [4] for a detailed survey on model-free methods. Moreover,
we will focus on methods that address the difficulties in policy learning with high-dimensional
observations. These difficulties arise in vision-based robotic tasks where image observations
consisting of thousands of pixels are used. Therefore, we exclude from the review model-based
methods that plan end-to-end in the observation space or use non-parametric approximation
methods, because both components would render the algorithm computationally infeasible for
high-dimensional problems. Some methods assume the dynamics model of the environment to
be known. For some game environments (e.g. checkers, go) this might be true as the rules are
known a priori. Though, for robotic tasks this is unrealistic. Therefore, these methods will also
be excluded. The reader is referred to [145] for a general survey on model-based methods.
We define a discrete time-step t, latent state st , high-dimensional observation ot , action
vector at , and scalar rewards rt . Then, a typical latent model contains the following components:
Dynamics model:
Encoder:
Decoder:
Policy:
Reward:

p(st+1 |st , at )
p(st |ot )
p(ot |st )
p(at |st )
p(rt |st , at )

(15)

The encoder maps high-dimensional observations to a latent state, while the decoder does the
opposite and reconstructs the observation from a given latent state. In addition, there is a dynamics model that predicts future latent states. The latent representation is trained such that
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decoding the predicted latent state evolution provides an accurate prediction of the future observation evolution. The goal is to implement a policy p(at |st ) that maximizes the expected cumulative latent reward function p(rt |st , at ), while ensuring that maximizing in the latent space
using p(rt |st , at ) is equivalent to maximizing the real (unknown) reward function. In other
words, starting from the same real state, the cumulative reward of a trajectory through the latent
space must match the cumulative reward of the corresponding trajectory in the real environment
[170]. This value equivalence is not ensured in [202], where the latent reward function is simply
defined as a quadratic function with arbitrary weights without explicitly considering the true rewards of the environment. This might lead to policies that ”work”, but are by no means optimal
as the approach actually optimizes a different (self-defined) latent reward function that is not
trained to resemble the true reward function. The works in [78, 220, 170] do take true rewards in
consideration by training p(rt |st , at ) on actual observed reward samples in a supervised manner.
The underlying environment state can be stochastic, so many methods adopt a latent model
that is also stochastic [202, 78, 220, 151], which is reflected in (15) with the probabilistic notation p(·). Nonetheless, remarkable results were also achieved with a deterministic model [170],
although the authors are going to add stochastic components in future work. Variational inference based on neural network approximations is most commonly used to learn stochastic latent
models [202, 78, 220, 151].
The region of validity for the model is another aspect to consider when selecting the model
structure. Most methods use a neural network as the parametric function approximation for a
dynamics model that is globally valid. However, some approaches [202, 220] choose to approximate the system dynamics locally by a more restricted function approximation class (e.g.
linear), in favor of the ability to use efficient planning algorithms and arguably less instability
compared to a global approximation. In [202] a global model provides a local linear model at
every time-step, whereas [220] uses a global model to initialize an optimization in search of a
separate local linear model for each time-step. The linear structure of the local model enables
the use of efficient linear control techniques that are locally optimal [121].
The latent model is trained by minimizing a loss function that penalizes errors between
sampled observation evolutions and observation evolutions that result from decoding predicted
latent state evolutions using the dynamics model p(st+1 |st , at ) and decoder p(ot |st ). The works
in [202, 220] only make a one-step prediction in the loss function, even though after learning
the model is used to plan into the future which usually involves multi-step predictions. So,
multi-step predictions are made by repeatedly feeding one-step predictions back into the model.
However, since the model was not optimized to make long term predictions, accumulating errors
may actually cause the multi-step prediction to diverge from the true dynamics [145]. Therefore,
the works in [67, 78, 170, 151] include multi-step predictions into the loss function, such that
the model is optimized towards accurate long term predictions.
There are different ways to incorporate the multi-step predicted latent state evolution for
policy learning. Broadly speaking, we can categorize methods into three groups [158], namely
latent imagination, latent planning, and world modelling. Latent imagination methods use realworld samples to learn a latent model of the environment. Then, the methods in [75, 98, 77, 151]
use the latent model to ’imagine’ trajectories that are used with model-free methods to learn the
policy. The work in [57] uses both the imagined and real-world trajectories to learn the policy
in a model-free way. In literature, latent imagination methods are also referred to as hybrid
model-free methods.
Latent planning methods also learn a latent model from real-world samples of the environment. Though, here the policy follows from the learned model, instead of viewing the model as
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a simulator that can create additional training data. The method in [202] solves a local stochastic optimal control problem (iLQR [125]) in the latent space at every time-step. Herein, a priori
knowledge of the goal state is assumed. The goal state is mapped to the latent space, where
it is inserted in a self-defined quadratic reward model. Value equivalence, as previously discussed, is not ensured. Nevertheless, the method is able to reach the goal with success. The
method in [220] also derives its policy directly from local linear dynamics and quadratic reward models, learned for each time-step separately. The local models can provide gradient
directions for local policy improvements. The algorithm is very efficient for solving real world
robotics tasks, because it can pre-compute the policy improvements during training so that no
planning is required when actually interacting with the environment. However, this approach
is limited to ”trajectory-centric” environments where the distributions over initial conditions
and goal conditions are low variance [220], because the local models are time-varying. In case
of high variance, the agent might find itself in vastly different states at the same initial timestep, so that a single linear model cannot accurately capture the dynamics. Both methods in
[202, 220] do not take action saturation into account. In [78], the agent uses the learned model
in a model-predictive control (MPC) fashion. It uses a sample-based MPC method to search
for the best action sequence under the model. This requires the evaluation of many candidate
action sequences that are drawn from a prior action distribution, that is iteratively re-weighted
based on predicted performance using a learned reward model. After a number of iterations,
only the first action of the action distribution’s mean is applied. After receiving the next observation, the agent has to re-plan all over again. The performance for several challenging
image-based benchmarks is comparable to state-of-the-art model-free methods, while requiring several orders of magnitude less environment interactions. On the downside, the method is
computationally heavy, due to the many candidate action sequences that have to be evaluated
at every time step during run-time, which makes the approach less applicable to systems with
limited computational resources.
From literature, it has not become clear if either latent planning or imagination should have
precedent over the other. We believe both planning and imagination to be valid alternatives,
but in the context of robotics we expect a policy that explicitly includes latent planning to be
more robust against modelling errors, compared to a model-free policy trained on imagined
trajectories. Only [53, 220] have reported results for real robot experiments based on highdimensional observations, and both methods employed a planning strategy. For a definitive
answer, a real-world comparison between planning and imagination methods is required.
World models [75, 99, 67, 77, 173] are based on the idea that there is a large amount of
structure in the world. Capturing this structure in a general model, allows the agent to quickly
adapt to a variety of tasks. The adaptation to specific tasks is done with either latent planning
or imagination, so world modelling should be viewed as a pre-training step for, rather than a
separate approach alongside latent planning and imagination. First, the agent aims to learn a
latent model in the absence of extrinsic rewards, i.e. rewards related to a specific task. Instead, it
uses planning to explore the world in a self-supervised manner by generating intrinsic rewards.
After obtaining a world model, the agent can use it to adapt quickly to various tasks in a zero
or few-shot manner. These methods are less applicable in settings where much of the observed
dynamics is irrelevant for any useful task. Then, the world modelling method has no way
of filtering task-irrelevant dynamics, so it will try to predict all it observes, regardless of the
relevancy. This is elaborated on further in the next paragraph.
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Filtering techniques for task-irrelevant dynamics

Reconstruction-based representation learning aims to learn a lower dimensional representation,
sufficient to reconstruct current observations and predict future observations. However, such
methods are task-agnostic: the models represent all dynamic elements they observe, whether
they are relevant to the task or not [219]. Therefore, observations contaminated with taskirrelevant dynamics complicate learning a parsimonious latent representations, because expressive power of the latent dynamical model is consumed to represent task-irrelevant dynamics
at the expense of the relevant dynamics model accuracy. This is especially troublesome for
representation learning that use a more restricted function approximation class as the dynamics
model (e.g. linear), because the expressive power of such models is already limited compared
to global function approximators (e.g. neural networks).
Instead of training a latent space such that it can predict future observations, the latent model
can be trained with the sole purpose of accurately predicting relevant future quantities, such as
future rewards or the value function. Essentially, we want an abstract latent state description
that maps observations to the same latent state in case they are ”behaviorally equivalent”. The
concept of bisimulation formalizes this idea, which is explained in [219] as follows. Bisimulation maps observations to the same latent state if they are indistinguishable with respect to
reward sequences given any action sequence tested. Or, the definition in its recursive form: two
observations are bisimilar if they share both the same immediate reward and equivalent distributions over the next bisimilar observation. This is a binary concept in that observations are either
indistinguishable or they are not, which makes them less applicable for continuous observations where the probability of producing exactly the same reward sequence is practically zero.
For continuous observations, bisimulation metrics [58] can provide a continuous measure of
how ”behaviorally similar” observations are with respect to the reward. The works in [219, 64]
both use bisimulation metrics to learn the latent model, where the distance between two latent
states corresponds to how similar the corresponding observations are. The method in [219] can
be combined with any model-free method to learn the policy. The authors also note that their
method can be used as a model-based approach that uses latent planning, as they learn both the
representation and latent dynamics. The method is tested in a realistic driving simulator with
images. Their results (Figure 10 [219] for details) demonstrate that latent states that are close to
each other (so behaviorally similar), correspond to image observations that can be visually very
different but indeed are behaviorally equivalent. This demonstrates the potential robustness the
representation learning method has to task-irrelevant elements. Whether an obstacle at a certain
position relative to the car is a wall, car or truck does not matter. The only thing that matters is
that the car should not crash into it, so the visually distinct observations are in close proximity
in the latent space. Likewise, the approach demonstrates a robustness to different lighting conditions (clouds or sunny). The work in [170, 150] also avoids reconstruction of observations.
In addition, they aim to learn a latent model that is invariant to task irrelevant elements by predicting the value function [150] and additionally the immediate rewards [170]. While this work
is not explicitly connected to bisimulation theory, the proposed methods seem to apply similar
principles.
4.1.2.3

Koopman representation learning

Consider the following nonlinear discrete-time autonomous system with smooth differentiable
dynamics ok+1 = F(ok ), where the observations ok ∈ RN at time-step k evolve according to
nonlinear dynamics F. For such a system, there exists a lifting function g(·) : RN → Rn that
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maps the observations to a latent space where the dynamics are linear [108], that is,
g(ok+1 ) = Kg(ok ).

(16)

Loosely speaking, the Koopman operator K acts as a linear matrix on the lifting function g(·).
In theory, a latent space with infinite dimension is required for an exact solution (i.e., n → ∞).
Fortunately, a finite approximation with n sufficiently large can provide a latent representation
where the global dynamics are approximately linear. Direct identification of the lifting function
and Koopman operator with the formulation in (16) often leads to many spurious modes in K, so
many approaches [131, 109] seek to identify eigenfunctions of the Koopman operator instead,
which are defined as


− sin(ω∆t)
µ∆t cos(ω∆t)
φ (ok+1 ) = Kφ (ok ) = J(µ, ω)φ (ok ), where J(µ, ω) = e
. (17)
sin(ω∆t)
cos(ω∆t)
Herein, Jordan real block J ∈ R2×2 and complex eigenvalue pair λ± = µ ± ω correspond to
eigenfunction φ (ok ) and ∆t is the sampling time. By stacking P = n2 eigenfunctions into a
single vector ϕ = (φ [1] , φ [2] , ..., φ [P] ), and constructing the corresponding Koopman operator
[1]
[2]
[P]
Λ = diag(J(λ± ), J(λ± ), ..., J(λ± )), we can simultaneously identify a set of eigenfunctions ϕ
with
ϕ(ok+1 ) = Λϕ(ok ).

(18)

Identifying the lifting function and accompanying complex eigenvalue pairs of the Koopman
operator is challenging and motivates the use of powerful deep learning methods [131, 188].
The authors of [109, 3, 23, 110] used data-driven methods that were derived from the Extended Dynamic Mode Decomposition (EDMD) [205] to find the Koopman representation. In
contrast, [136, 98, 24] used prior knowledge of the system dynamics to hand-craft parts of
the lifting function (i.e., a function that maps observations with nonlinear dynamics to a latent space where the dynamics are approximately linear), or construct a dictionary of possibly
relevant nonlinear function and applied Sparse Identification of Nonlinear Dynamics (SINDy)
[25]. Recently, powerful deep learning methods [188, 131, 216] have been used to alleviate the
need for hand-crafted features. Only [126] has combined Koompan theory and deep learning
for control purposes.
Previous works successfully applied Koopman theory to control various nonlinear systems
with linear control techniques, both in simulation [98, 109, 126] and in real-world robotic
applications [136, 23]. Herein, [24, 98, 136] used a linear quadratic regulator (LQR), while
[109, 3, 23, 126, 110] applied linear model predictive control (MPC). All aforementioned methods are trained towards full observation reconstruction, which focuses the majority of their
model capacity on potentially task-irrelevant dynamics. Also, most methods assume the effect
of control on the Koopman eigenfunctions to be linear, which is a limiting assumption.
4.1.3

Description of work performed so far

We have performed an extensive state-of-the-art survey on latent planning with high dimensional observations. We concluded that efficient planning in the latent space while still achieving competitive performance remains an open problem. In this respect, a promising strategy is
represented by the Koopman framework that was covered in the previous section.
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Figure 20: The architecture of the proposed agent: Deep KoCo. Herein, z-1 represent a time-step
delay.
We propose Deep Koopman Control (Deep KoCo), that is, a model-based agent that learns a
latent Koopman representation from images and achieves its goal through planning in this latent
space. The representation will be (i) invariant to task-irrelevant dynamics and (ii) compatible
with efficient planning algorithms. We propose a lossy autoencoder network that reconstructs
and predicts observed costs, rather than all observed dynamics, which leads to a representation
that is invariant to task-irrelevant dynamics. The latent-dynamics model can represent nonaffine nonlinear systems and does not require access to the underlying environment dynamics
or reward function. This makes the approach suitable for a large variety of robotic systems,
which aligns with OpenDR’s project goals. A preliminary architecture of this agent is provided
in Figure 20. Herein, ak is the agent’s action, ok , ok+1 are the observations of the environment,
sk is the Koopman latent state. We learn the parameters θ ∈ R30865 that define the Koopman
latent model, by letting the agent interact with the environment, storing the observed tuples
tk+1 = {ok+1 , ak+1 , ck+1 } in experience replay buffer D, and training on the gathered experience.
4.1.4

Performance evaluation

We evaluate Deep KoCo on OpenAI’s pendulum swing-up task. To investigate the effect of distractor dynamics, we test in two different scenarios. In the first scenario, only relevant dynamics
are observed, while in the second one we purposely contaminate the observations with distractor dynamics. The agent is provided with a concatenated state observation containing the state
measurements of both the relevant system and distractors. In case we use state observations,
the observation dimension increases from 3 to 15 when performing the task in the distractor
scenario compared to the clean one.
We compare with two baselines that both combine model-free reinforcement learning with
an auxiliary bisimulation loss to be robust against task-irrelevant dynamics. The first is Deep
Bisimulation for Control (DBC) [219] and the second is DeepMDP [64].
As expected, considering the task in a clean scenario, the baselines converge more quickly
to the final performance compared to Deep KoCo, as the first column of Figure 21 shows.
Nevertheless, we do consistently achieve a similar final performance. The slower convergence
can be explained by the noise we add for exploratory purposes in the first 400 episodes. We
believe the convergence rate can be significantly improved by performing a parameter search
together with a faster annealing rate, but we do not expect to be able to match the baselines in
this ideal scenario. Note that, despite the apparent simplicity of the application scenario, finding
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Figure 21: Top The pendulum swing-up task in a clean scenario (first column) and distractor
scenario (second column). In all setups, the center pendulum is controlled by the agent. Bottom
Learning curves when using state observations. Each column refers to the scenarios depicted
on the top row. The mean performances (line) with one standard deviation (shaded area) over 5
random seed runs are shown.
an accurate Koopman representation for the pendulum system is challenging, because it exhibits
a continuous eigenvalue spectrum and has multiple (unstable) fixed points [131].
In the more realistic scenario in which we consider distractions, both benchmarks fail to
learn anything. In contrast, our approach is able to reach the same final performance as in the
clean scenario, in a comparable amount of episodes, as the second column of Figure 21 shows.
We believe our method minimizes a loss function that provides a stronger learning signal for
the agent to distinguish relevant from irrelevant dynamics. The preliminary results support our
statement that our approach learns a Koopman representation that is invariant to task-irrelevant
dynamics.
4.1.5

Future work

Concerning the use of Koopman theory combined with deep learning for control of robotic
systems, as part of our future work, we plan to finalize the proposed control architecture and
test the proposed approach on a simplified manipulator task, that is, the OpenAI’s reacher task
where the two joints of a two-link arm are controlled and the euclidean distance the arm’s endpoint and a goal must be minimized. This will allow us to test the tracking performance of
the proposed control architecture. In addition, we will test our method with high-dimensional
images as observations. Our expectation is that the proposed method will also be able to learn
an Koopman representation and improve over the model-free baselines when distractions are
present. We intent to include the extended method into the toolkit if we are able to show convincing results with images. Also, we will benchmark the efficiency of our planning algorithm
at run time on the project’s selected hardware (i.e. Nvidia’s Jentson TX2).
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Existing reinforcement learning frameworks

In this section, we discuss some of the the existing frameworks and libraries for reinforcement
learning research. We divide this section into three subsections namely environments, development tools and baselines.
4.2.1

Environments

4.2.1.1

OpenAI gym

OpenAI Gym1 is one of the most popular and widely used platforms for developing and comparing reinforcement learning algorithms [22]. The gym library is open source and contains a
collection of environments that include Atari, Box2D, Classic Control, Robotics and Toy Text
environments, that can be used for reinforcement learning algorithms. It supports Python and
is compatible with TensorFlow or Theano. To control 2D and 3D robots, gym exploits MuJoCo
physics engine, which is a proprietary software.
4.2.1.2

Unity ML Agents

The Unity Machine Learning Agents2 toolkit is also one of the most popular open-source
projects that enables games and simulators to serve as environments for training intelligent
agents. It provides a Python API through which agents can be trained using reinforcement
learning, imitation learning, neuro-evolution and other machine learning methods. This toolkit
also provides TensorFlow-based implementations of state-of-the-art algorithms for the users to
train autonomous agents for 2D, 3D and VR/AR games.
4.2.1.3

DeepMind Lab

DeepMind Lab3 is a first-person 3D game platform developed by Google based on an open
source engine ioquake3 (from id Software’s Quake III Arena) for agent-based research. It can
be used to study puzzle-solving and 3D navigation tasks for autonomous learning agents in
large and partially observed environments. DeepMind Lab currently ships as source code only
and depends on several additional libraries to work. DeepMind also provides a control suite for
physics based simulation named dm control which is based on MuJoCo physics.
4.2.1.4

PySC2

PySC24 is a Python wrapper of the StarCraft II Learning Environment (SC2LE) which exposes
Blizzard’s StarCraft II Machine Learning API as a Python reinforcement learning environment.
It provides an interface for intelligent agents to interact with StarCraft 2 that could send actions
and get observations.
1 https://github.com/openai/gym

2 https://github.com/Unity-Technologies/ml-agents
3 https://github.com/deepmind/lab

4 https://github.com/deepmind/pysc2
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Project Malmö

Project Malmö5 is a platform developed by Microsoft for AI experimentation and research build
on top of Minecraft. It provides an API for creating tasks or “Missions” which are essentially
descriptions of tasks in Mincraft environment. It also provides an Open AI gym like environment in Python without any native code which communicates directly with Java Minecraft.
4.2.1.6

AI safety gridworlds

It is a highly-customizable gridworld game engine for reinforcement learning with several
safety properties of intelligent agents. AI safety gridworlds6 provides various environments
which are Markov Decision Processes and that include safe interruptibility, absent supervisor,
self modification, distributional shift and safe exploration etc. these .
4.2.1.7

gym-gazebo2

gym-gazebo27 is a toolkit for developing and comparing reinforcement learning algorithms
using ROS 2 and Gazebo. Its a collection of simulation tools, robot middlewares, machine
learning and reinforcement learning techniques for developing and benchmarking algorithms.
It provides an accurate simulated version of Modular Articulated Robotic Arm (MARA) in
Gazebo, which allows to translate behaviors from simulation to real robot.
4.2.2

Development Tools

4.2.2.1

Dopamine

Dopamine8 is a tensorflow-based framework and is relatively new entrant to the reinforcement
learning space [34]. It exploits Google gin-config configuration framework that facilitates plugability and reuse. Dopamine supports a single-GPU Rainbow agent [87] applied to Atari 2600
game-playing. The Rainbow agent implements n-step Bellman updates, prioritized experience
replay, distributional reinforcement learning as well as Deep Q-Networks (DQN) [144]. It runs
on TensorFlow 1.X, 2 and has lately switched its network definitions to keras models.
4.2.2.2

ReAgent

ReAgent9 is another open source end-to-end platorm developed by Facebook for applied reinforcement learning [63]. It is built in Python and uses PyTorch and TorchScript for modeling,
training and model saving. ReAgent supports Discrete Action DQN, Parametric-Action DQN,
Double DQN (DDQN) [193], Dueling DQN [200], Dueling Double DQN [87], Distributional
RL: C51 [9] and Quantile Regression-DQN (QR-DQN) [45], Twin Delayed Deep Deterministic
Policy Gradient (TD3) [61] and Soft Actor-Critic (SAC) [76].
5 https://github.com/microsoft/malmo

6 https://github.com/deepmind/ai-safety-gridworlds
7 https://github.com/AcutronicRobotics/gym-gazebo2
8 https://github.com/google/dopamine

9 https://github.com/facebookresearch/ReAgent
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Garage

Garage10 is a toolkit for developing and evaluating reinforcement learning algorithms. It accompanies implementations of state-of-the-art algorithms as well. Garage provides several algorithms like Cross-Entropy Method (CEM) [137], REINFORCE [206], DDQN, Trust Region
Policy Optimization (TRPO) [171], Model-Agnositc Meta-Learning (MAML) [59], Probability
Embeddings for Actor-critic RL (PEARL) [162], Task Embedding, Behavioral Cloning etc in
various frameworks that includes numpy, PyTorch and TensorFlow.
4.2.2.4

RL Coach

Coach11 is a Python reinforcement learning framework that exposes a set of easy-to-use APIs
for developing new algorithms. It supports integration of several environments like OpenAI
gym, ViZDoom [209], PyBullet [43], CARLA [51] etc. It also provides a dedicated Coach
Dashboard for visualization. Coach supports distributed multi-node and batch reinforcement
learning.
4.2.2.5

Tensorforce

Tensorforce12 is another open-source deep reinforcement learning framework, which attempts
to abstract reinforcement learning primitives in a modular component-based fashion using TensorFlow. Model policy is defined within the Agent which allows the users to change models
with a single line code. TensorForce modular components can be exploited to replicate several
Q-learning and policy gradient algorithms. It also provides adaptors for several environments
including Arcade Learning Environments, CARLA, OpenAI Gym, OpenSim [49, 174] etc.
4.2.2.6

TF-Agents

TF-Agents13 is another TensorFlow library for contexual bandits and reinforcement learning
which is under active development. It strongly overlaps with Dopamine, but is designed to be
used for production-level reinforcement learning. TF-Agents provides well tested and modular
components which can be modified and extended.
4.2.2.7

KerasRL

KerasRL14 is an implementation of state-of-the-art reinforcement learning algorithms in Python
which integrates with the deep learning libraries in keras. It has out-of-the-box support for
OpenAI Gym and several algorithms like DQN, Double DQN, Continuous DQN [69], Deep
SARSA [1] and Proximal Policy Optimization (PPO) [172] has already been implemented in
KerasRL.
10 https://github.com/rlworkgroup/garage
11 https://github.com/IntelLabs/coach

12 https://github.com/tensorforce/tensorforce
13 https://github.com/tensorflow/agents

14 https://github.com/keras-rl/keras-rl
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Acme

Acme15 is a reinforcement learning development framework designed by DeepMind with the
goals to enable reproducibility, to simplify design of new algorithms and to enhance readability
of RL agents. It enables agents to run in both single-process and highly-distributed regimes
by providing tools for constructing agents at various levels of abstraction. Acme also offers
a scalable data storage mechanism with the help of its companion Reverb library which decouples the notions of data producers i.e., agents and data consumers i.e., learners.
4.2.2.9

Other Tools

Some other tools for developing reinforcement learning algorithms include pyqlearning16 , ChainerRL17 and MushroomRL18 .
4.2.3

Baselines

4.2.3.1

OpenAI Baselines

OpenAI baselines19 is a set of high quality implementations of state-of-the-art RL algorithms
by OpenAI. The framework contains implementations of several popular agents such as A2C
[142], Deep Deterministic Policy Gradient (DDPG) [128], DQN, PPO and TRPO. Some limitations in OpenAI baselines implementations include lack of comments in the code, absence
of meaningful variable names, no common code-style or consistency and plenty of duplicated
code. Moreover, the documentation is not well-written thus implementing new environments or
even tweaking/modifying the existing implementations could be extremely challenging. This
framework currently does not include some recent works from OpenAI.
4.2.3.2

Stable Baselines

To address the shortcomings of OpenAI baselines, a group of researchers forked the framework, performed major structural refactoring of OpenAI baselines and released it as Stable
baselines20 . This toolkit provides unified structure for all algorithms, PEP8 complaint codestyle, well documented functions and classes, more tests, more code coverage and implementations of additional algorithms like SAC and TD3. Stable baselines also provides the ability
to pass a callback, offer loading and saving functions for all the algorithms as well as full tensorboard support. It additionally supports training of RL algorithms on arbitrary functions i.e.,
something other than pixels only. Stable baselines current supports Tensorflow versions from
1.8.0 to 1.14.0 while Tensorflow 2 api is not yet supported.
15 https://github.com/deepmind/acme

16 https://github.com/accel-brain/accel-brain-code/tree/master/Reinforcement-Learning
17 https://github.com/chainer/chainerrl

18 https://github.com/MushroomRL/mushroom-rl
19 https://github.com/openai/baselines

20 https://github.com/hill-a/stable-baselines

OpenDR

No. 871449

D5.1: First report on deep robot action and decision making

4.2.3.3

55/99

RL Baselines Zoo

RL Baselines Zoo21 is a collection of 100+ pre-trained RL Agents using Stable-Baselines. It
also offers an interface to train RL agents, provides basic script for benchmarking different RL
algorithms as well as tuned hyperparameters for each environment and RL algorithm.

4.3
4.3.1

Hyperparameter Optimization
Introduction and objectives

The combination of deep neural networks with reinforcement learning (DRL) has been successful on some high-dimensional domains in the field of robotics such as object grasping by
exploiting image sensors from cluttered environments. However, it has yet not become a standard component in robotics control design toolbox due to several limitations. This includes
tuning of a large number of hyper-parameters that have to be set manually while there still has
been no standard/systematic framework, method or criteria for their tuning. Hyper-parameters
often refers to a set of parameters that cannot be updated while we train the learning algorithms. The existing accepted practice by the users of machine learning algorithms is to either
use the default parameters recommended in the software implementation packages or manually
configure them through their experience or by trial-and-error.
To save the rare-resource of experts and simplify the process of parameters tuning for less
experienced users, automatic hyper-parameter optimization offers to train algorithms automatically at the cost of computational resources. Efficient hyper-parameter optimization strategies require to determine a set of variables to optimize, as well as their corresponding ranges,
scales and potential prior-distributions for subsequent sampling. In the following section we
will discuss some of the existing toolkits for hyper-parameter optimization of machine learning
algorithms /deep neural networks.
4.3.2

Summary of state of the art

1. Existing toolkits
There exist several hyper-parameters tuning tools that exploit different strategies for the
said task. Here we discuss some of the most popular libraries for automatic tuning of
hyper-parameters.
4.3.2.1

Hyperopt

Hyperopt22 is a Python library for serial and distributed hyperparameters optimization
which allows the user to define a search space in which the best results are expected to
exist. Hyperopt implements three algorithms for the optimization task namely Random
Search [10], Tree of Parzen Estimators (TPE) [12] and Adaptive TPE [11]. It requires
the users to describe the objective function to minimize, search space, a database to store
21 https://github.com/araffin/rl-baselines-zoo
22 https://github.com/hyperopt/hyperopt
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point evaluations of the search and the search algorithm to be used. Hyperopt uses Apache
Spark23 and MongoDB24 to parellelize the algorithms.
4.3.2.2

Optuna

Optuna25 is a lightweight platform agnostic framework for automatic hyperparameters
optimization. It allows users to define search spaces using Python syntax including conditionals and loops. Optuna uses the same optimization methods as Hyperopt under the
hood. Optuna allows Run Pruning with the help of Pruning Callbacks. It supports many
machine learning frameworks like Keras, TensorFlow, PyTorch etc. Optuna let the program pass the allowed exceptions in case it fails due to wrong parameter combination,
random training error or some other problem. Thus scores against tested parameters are
not lost in the case of these failures. It also supports easy parallelization and provides
quick visualization tools.
4.3.2.3

Ray Tune

Tune26 is a Python library to execute scalable experiments and hyperparameters tuning. It
exploits the strength of distributed computing to speed up the hyperparameter optimization. Tune supports several learning frameworks like Keras, TensorFlow, PyTorch etc.
It has an implementation of several state-of-the-art scalable optimization algorithms like
Population Based Training (PBT) [92], Vizier’s Median Stopping Rule [66], ASHA [123],
BOHB [56] etc.
4.3.2.4

Facebook Ax

Ax27 is a platform for managing and optimizing experiments by exploring a parameter
space to identify optimal configurations. It exploits Bayesian optimization which is powered by BoTorch, and bandit optimization as exploration strategies. In high-noise settings
for A/B tests and simulations with reinforcement learning agents, Ax supports state-ofthe-art algorithms for optimization [120] which work better than traditional Bayesian
optimization. Ax also supports multi-modal experimentation and multi-object optimization.
4.3.2.5

Optimizers for Keras

Hyperas28 is a wrapper around hyperopt for optimization of keras models. It helps the
users to exploit the power of hyperopt with simple template notations to define hyperparameter ranges to optimize.
23 https://spark.apache.org/
24 https://www.mongodb.com/

25 https://github.com/optuna/optuna

26 https://github.com/ray-project/ray
27 https://github.com/facebook/Ax

28 https://github.com/maxpumperla/hyperas
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Talos29 is another hyperparameter optimization tool mainly for keras models. It exposes
keras functionality entirely, without introducing any new syntax or template to learn. Talos offers peudo, quasi and random search options. It also supports grid search and probabilistic optimizers. Some other key features include possibility to dynamically change
optimization strategy during experiment and live training monitor.
4.3.2.6

Other Optimizers

Some other hyperparameter optimizers available for machine learning algorithms include
Determined AI30 , Hyperparameter hunter31 , auto-sklearn32 , Neuraxle33 , sherpa34
and adatune35 .
4.3.3

Description of work performed so far

We surveyed the existing toolkits for hyper-parameter optimization. Most of the existing toolkits are aimed to optimize end-to-end deep learning algorithms, while their application in DRL
is yet to be tested.

29 https://github.com/autonomio/talos

30 https://github.com/determined-ai/determined

31 https://github.com/HunterMcGushion/hyperparameterhunter
32 https://automl.github.io/auto-sklearn/master/
33 https://github.com/Neuraxio/Neuraxle
34 https://github.com/sherpa/sherpa/

35 https://github.com/awslabs/adatune
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Grasp pose estimation and execution
Introduction and objectives

Robot object grasping and manipulation are commonplace in industrial manufacturing. For
high-throughput assembly lines, fast and accurate grasping is typically established by custommade bulk feeders [129] and standard parallel gripper mechanisms [16]. However, these solutions are unsuitable in custom manufacturing, which requires flexibility and reconfigurability
following task changes. Ongoing research efforts towards grasping disregard feeders and utilize
sensing to detect objects and their grasp pose for handling [88], for example by deep convolutional neural networks (CNNs) trained on large datasets of grasp attempts in a simulator or on
a physical robot [132, 122].
The grasping task is driven by the Agile Production use case of OpenDR; human-robot
collaborative assembly of a Diesel engine, which considers the handling and manipulation of
several industrial (Diesel engine) parts by either the human or the robot manipulator. Regarding
the robotic handling and manipulation of these parts, perception, action planning and control
play a crucial role. In light of this research challenge, the following objectives are defined:
• Analyse the state-of-the-art in modern grasp and pose-estimation methods
• Provide an empirical comparison of class-agnostic and multi-class trained grasp estimation approaches
• Train and evaluate object pose-estimation over a variety of basic and industrial parts using
state-of-the-art proven and tested methods.
• Develop and evaluate a novel single demonstration grasping model
• Evaluate the different grasping models in simulation and on a real robot, using Franka
Emika Panda robot manipulator.
4.4.2

Summary of state of the art

To a robot, the task of grasping is to have a secure and stable lift-off of an object without any
slippage. Grasping is a popular topic in robotics research and several surveys and reviews can
be found that describe the field [167, 18, 29, 52]. A grasp can be represented as points (x,y),
in the image coordinates or as 3D points (x,y,z) in the robot workspace. Other approaches
use oriented rectangular-box representations either in 7D (x, y, z, roll , pitch, yaw, width) in
robot workspace or 5D (x, y, theta, width, height) on the image plane. These approaches are
analogous to the object detection & localization concept and hence can be easily translated to
grasping.
Earlier works, utilized analytical approaches of calculating robot kinematics and dynamics
to deal with the constraints on the 3D geometry of the object to be grasped [29, 52]. These
techniques can be satisfying force-closure, form-closure or task-specific geometric constraints
to find feasible contact points for a particular object and manipulator configuration. The majority of this work is concerned with finding and parameterizing the surface-normals on various
flat faces of the object and then testing the force-closure condition by subjecting the angles between these normals to be within certain thresholds. Generally, a force-closed grasp is one in
which the end-effector can apply required forces on the object in any direction, without letting
it slip or rotate out of the gripper. Later analytical methods argued on the optimality criterion
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of the grasp quality. This means that a metric should decide on the quality of the force-closure
achieved with a certain grasp, i.e., how close the grasp is to losing its force-closure, given a
particular object geometry and hand configuration. Recently, it has been studied that these analytical modeling methods and metrics alone were not good measures of grasps as they do not
adapt well to the challenges that are faced during execution, such as uncertainties in dynamic
behavior and the unstructured environment. Therefore, in the last decade, there was a general push towards machine-learning approaches which present a more abstract, easy-to-test and
indirect approach of evaluating grasp success on a huge variety of objects, grippers and environmental conditions. The shift from complex mathematical modeling of the grasping itself,
towards the indirect mapping of perceptual features with grasp-success was made possible by
availability of high quality 3D cameras and depth sensors, increasingly powerful computational
resources and a substantial amount of invaluable research in deep neural networks and transfer
learning in the last few decades [29]. The biggest advantage these methods provided were the
vast possibilities for testing in simulation and real execution, using real and synthesized data.
These methods don’t explicitly guarantee equilibrium, dexterity or stability but the premise of
testing all criteria, based solely on sensor data, object representation and carefully designed
object features provides a convenient way of studying grasp synthesis [18].
4.4.2.1

Grasp detection with RGB(-D) image data

Known objects
Grasping objects that are known has been research extensively, as they are a direct extension of
object detection and object pose estimation. Different methods are used to extract information
from the objects such as 2D point correspondences (e.g. SIFT, SURF, ORB), templates (e.g.
HOG, surface normals, moments) or patches (e.g. image regions, super-pixels) to represent
objects in intermediate representations for correspondence matching. Hinterstoisser et el. [90]
pioneered the research in template matching by providing a complete framework for creating
robust templates from existing 3D models of objects by sampling a full-view hemisphere around
an object. In addition, they introduced a dataset called LINEMOD, made of 1100+ frame
video sequences of 15 different household items varying in shapes, colors and sizes along with
their registered meshes and CAD models. Other research includes PoseCNN [211], which
combines feature and template methods, ConvPoseCNN [33] that improves PoseCNN by a
fully-convolutional architecture, HybridPose [179] and PVNet [155].
Similar objects
This class of grasp-detection methods are aimed at objects that are similar i.e., a different/unseen
instance of a previously seen category of objects. For example; All cups, with slight intraclass
variation belong to a single category of objects and all shoes belong to another etc. These methods learn a normalized representation of an object category and transfer grasps using sparsedense correspondence between normalized 3D representation of the category and the partialview object in the scene [52]. NOCS [199] presents an initial benchmark in this category by
formulating a canonical-space representation per-category using a vast collection of different
CAD models for each class. A color-coded 2D perspective-projection of this space (NOCS
map) is then used to train a Mask-RCNN based network [81] in order to learn correspondences
from RGB-D images of unseen instances to this NOCS map. These correspondences are later
combined with depth-map to estimate 6D pose and size of multiple instances per class.
OpenDR

No. 871449

D5.1: First report on deep robot action and decision making

60/99

Novel objects
In this class of methods, there is no existing knowledge of object geometry and grasps are
estimated directly from image and/or depth data. Majority of these methods use geometric
properties inferred from input perceptual data, as a measure of grasp success [52]. Most methods are developed in end-to-end fashion, learning from a database of grasps on a huge number
of different object models. These grasps are sampled exhaustively around the objects and are
either evaluated on classical grasp metrics, such as epsilon quality metric [159], manually annotated with their success measures by humans or tested with real execution [134, 133]. The
premise of these methods lies in the later training stage, where a deep neural network learns to
produce robust grasps in general. The emphasis is on learning a robustness function that ranks
a candidate grasp for various quality metrics.
DexNet 1.0 [134] and DexNet 2.0 [133] are two pioneering works that utilized this strategy
and created large datasets of 3D object models for learning objective functions that minimize
grasp failure, in presence of object and gripper position uncertainties and camera noise. Enforcing constraints like collision avoidance, approach-angle threshold and gripper-roll threshold,
these methods provide a baseline for correlating object geometry from RGBD images [134] or
pointclouds [133] with grasp robustness. Finally, [163] and [71] are excellent examples that use
a fully-convolutional architecture, to regress graspable bounding-boxes bypassing the need of
any sliding window detectors or convex-hull-sampling approaches.
4.4.2.2

Grasp detection with pointcloud data

Deep-learning with point-cloud data presents a unique set of challenges uncommon to RGB and
RGB-D-based methods, such as the small scale of available datasets, the high dimensionality
and the unstructured nature of pointclouds. Nevertheless, pointclouds are a richer representation of geometry, scale and shape as they preserve the original geometric information in 3D
space without any discretization [72]. Perhaps the most widely used pointcloud aggregation
method in applications of grasp-detection and pose-estimation are PointNet [160] and PointNet++ [161]. These two methods revolutionized geometry-encoding in pointclouds by preserving permutation invariance. Pointclouds are an inherently unordered data-type and any kind of
global or local feature-representation shouldn’t change the way they are ordered. To deal with
this problem, most techniques convert pointclouds into other discrete and ordered forms, i.e.
voxel-grids, height-maps, octomaps, surface-normals or 2D-projected gradient-maps, before
aggregating into a final compact representation. PointNet, PointNet++ and their later modifications overcame this and paved way for direct useage of pointclouds in order to be used with
other deep-learning frameworks.
Due to a better scene understanding and geometry aggregation, pointclouds processed with
deep neural networks have led to a whole new line of pose-estimation methods. These methods
filled the undesirable gap that existed in RGB/RGB-D techniques, that required data-collection,
training and evaluation in image coordinates in the form of 2D or 3D bounding boxes. Also,
the need to transfer poses or grasps from image to world coordinates was removed, as these
techniques could recover full 6-DOF pose of the object without having to employ any postprocessing on the depth channel or without learning to estimate depth. In this regard, methods
have been developed that follow the same categorization as RGB/RGB-D based pose-estimation
methods, such as correspondence-based [218, 157, 222], template-based [86] or voting-based
[155, 83].
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Methods that generate grasps directly from poincloud data, circumvent the need for estimating the pose of an object in the scene or any prior knowledge about the shape or canonical
representation of a class of objects. With pointclouds, these grasps can be recovered in 6-DOF
without constraining the gripper to move along the image plane, as with the RGB-D-based
detectors. Noteworthy examples of such networks are [190], [217], PointNetGDP [127] and
6-DOF GraspNet [146].
4.4.2.3

Single demonstration grasp (SDG)

Learning from demonstration is another paradigm that plays an important role in human-robot
collaboration tasks that opens up the opportunity for non-expert users to interact with a robot
[117]. While the majority of research focus is on generic solutions for known or unknown objects and for different grasp techniques [105, 52, 29], and typically require a significant amount
of data collection for generalized models, single demonstration grasp focuses only on a successful grasping action on known objects rather than focusing on “grasp pose detection”. This
research work is inspired by [46, 47] where the authors develop a system that is able to learn
how to perform an efficient grasp action by developing a CNN network for centering the object in the camera image frame followed by execution of a fixed action to perform the actual
grasping task in 3D space.
This research work aims at extending the application of state-of-the-art Deep learning models in SDG systems to achieve enhanced performance and finally, the concept of relative camera
pose estimation will be evaluated on the system to find the correct pose of the camera with respect to the desired camera pose. Relative camera pose estimation is one of the fundamental
vision tasks that is used in many core robotic functionalities such as structure from motion,
SLAM and visual-odometry. The conventional approaches use feature extraction algorithms
like SIFT, DAISY, ORB, BRIEF and SURF that come with many limitations when dealing
with nuisance factors such as brightness changes, texture-less objects and large changes in the
viewpoint. An alternative to these conventional methods is to apply deep learning for directly
predicting the relative camera pose or using deep learning for feature extraction and using it in
conventional models [138, 165].
4.4.2.4

Grasp evaluation

An open question in grasping research is how the grasp candidates are sampled for testing and
how they should be evaluated? In order to generate training data for a robot that is large enough
in quantity, varied enough for generalization and accurate enough representation of task constraints, some efficient heuristic measures are needed to search through a space of thousands
of potentially viable grasps [54]. Even after the initial selection of these candidates, effective
evaluation of these grasps and the metrics for a robot’s performance on them determines the usefulness of the data and robustness of the grasp algorithm being trained on [20]. The commonly
used grasp sampling techniques that are analyzed by Eppner et al. [54] are broadly categorized into object geometry-guided sampling, (non-)uniform sampling [215], approach-based
sampling and antipodal sampling [15]. Eppner et al. [54] then devised a few intuitive metrics
of comparing these sampling methods, i.e., grasp coverage, robustness and precision. Based on
their own simulations they generated over 317 billion grasps on 21 YCB-dataset objects [30]
and evaluate the successful 1 billion grasps out of these. They conclude that uniform samplers
have better grasp coverage because of minimal constraints, with the trade-off for efficiency. On
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the other hand, heuristics like approach-based sampling or anti-podal sampling are efficient but
might not entirely capture all possible grasps. Moreover, they also found that anti-podal grasps
have higher coverage and find more robust grasps. Precision is quite low for both uniform and
approach-based methods, while being significantly higher for anti-podal methods. Non-uniform
or geometry-based approaches, consistently perform poor on all three metrics.
4.4.2.5

Manipulation benchmarking

For robotic manipulation tasks such as assembly, accurate grasps and grasp poses are crucial
to ensure successful completion of the task. This implies that neither the object falls out of
the gripper nor slips too much inside the gripper. With an accurate estimate of initial objectpose, the in-hand pose of the object is assumed to be within certain constraints and the final
placement of an object can be done with a reasonable certainty. A recent method tackles the
problem of object-placement in a tight region using conservative and optimistic estimates of the
object volume [141].
Another group of methods use force-feedback or compliance control of the robotic hand/arm
and propose algorithmic approaches to solve well-known assembly tasks such as peg-in-hole,
hole-on-peg and screwing a bolt. [194] and [201] are two state-of-the art works that provide
a general framework for the aforementioned assembly tasks using motion-priors like spiralling
around the hole for peg-insertion tasks and back-and-forth spinning for screwing tasks. These
methods are thoroughly tested on various combinations of both compliant-arm and complianthand and fingers both with and without contact sensors. They argue in detail over the benefits
of using various force-profiles as cues for driving the manipulation towards a more accurate and
robust assembly and present a general framework for benchmarking these problems. The ability
of a robot to plan for and reach all possible poses in it’s workspace with a required certainty also
contributes to the absolute constraints in it’s task execution and completion. The work by Fabrizio et el. [20] lays down a general framework in this regard, to test manipulability of a given
robot in a particular environment setup without any specific task-constraints. They formulate
a composite expression to test reachability, obstacle-avoidance and grasp robustness by repeatedly performing these three tasks along different regions that the workspace is divided into.
Finally, recent work also combines visual and force sensing with deep reinforcement learning
to teach policies for contact-rich manipulation tasks [118]. By self-supervision a compact and
multimodal representation of our sensory inputs is learned, which can then be used to improve
the sample efficiency of policy learning. Evaluation of the method is done on a peg insertion
task, which shows that it generalizes over varying geometries, configurations, and clearances,
while being robust to external perturbations.
4.4.3

Description of work performed so far

The research and development of grasping capabilities for robot manipulators is first to achieve
results from existing deep learning networks toward the dataset relevant for the Agile Production
use case, and second, the generation of a novel grasping model that considers the shortcomings
of the state-of-the-art approaches. To this end, two networks were chosen as state-of-the-art and
utilized for the generation and execution of grasps of the OpenDR AP dataset: PVN3D [83] and
6-DOF GraspNet [146].
PVN3D is a recent (2020), deep point-wise 3D keypoints-based voting network for 6-DOF
pose estimation and utilizes single RGB-D images for inference. 6-DOF GraspNet, on the
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Figure 22: CAD dataset for the Agile Production benchmark of OpenDR. From top left to top
right: piston, round peg, square peg, separator, pendulum head. From bottom left to bottom
right: pendulum, shaft, face plate, valve tappet, shoulder bolt. The dataset consist of parts from
the (3D printed) Cranfield assembly benchmark [40] and from a Diesel engine assembly use
case.
other hand, generates grasps directly as output of the network, from 3D point clouds observed
by a depth camera as input. Both approaches are tested on the OpenDR AP dataset that is
under development simultaneously. In particular, PVN3D uses the OpenDR AP dataset itself to
train a novel network, while for 6-DOF GraspNet the model trained by the authors is used for
evaluation of the grasps. For both, simulation results are evaluated to assess their suitability for
the use case and for inclusion in the OpenDR toolkit. The novel approach, which focuses on
single demonstrations for generating a grasping model, tries to tackle several shortcomings of
the state-of-the-art approaches, such as, required training data, required training time and size
of the neural network. As a work in progress, the developments and (intermediate) results of all
three methods are presented in the following sections.
4.4.3.1

OpenDR Agile Production benchmark dataset

The OpenDR AP dataset comprises of a few commonly used Diesel engine-assembly parts and
a standard set of parts from the cranfield assembly [40]. These parts are chosen for their variety
of shape, size, mass-distribution and manipulability. It forms an initial step towards a wider
dataset in the future and provides enough flexibility to test multiple use-cases with increasing
levels of complexity for pose-estimation, grasping and manipulation. CAD-model images of all
objects used in this dataset are shown in Fig. 22.
4.4.3.2

PVN3D

The PVN3D neural network [83] is implemented in tensorflow and the generic training and
evaluation scripts are provided under MIT License, on the Author’s repository36 .
The network consists of the following separate blocks and their functionalities:
36 https://github.com/ethnhe/PVN3D
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1. Feature-Extraction: This block contains two separate steps as follows:
• PSPNet-based [223] CNN layer for feature-extraction in RGB image.
• PointNet++-based [161] layer for geometry extraction in pointcloud.
The output features from these two are then fused by:
• DenseFusion [197] layer for a combined RGBD feature-embedding.
2. 3D-keypoint detection: This block comprises of shared Multi-Layered Perceptrons (MLP)
with semantic-segmentation block and uses the features extracted by the previous block
to estimate an offset of each visible point from the target keypoints in Euclidean space.
The points and their offsets are then used for voting candidate keypoints. The candidate
keypoints are then clustered using Meanshift clustering [41] and cluster-centers are casted
as key-point predictions.
3. Instance semantic-segmentation: This block contains two modules sharing the same
layers of MLPs as those of the 3D-keypoint detection block. A ’semantic-segmentation’
module that predicts per-point class label and ’center-voting’ module to vote for different
object centres in order to distinguish between object instances in the scene. The ’centervoting’ module is similar to the ’3D-keypoint detection’ block in that it predicts perpoint offset, which in this case votes for the candidate center of the object rather than the
keypoints.
4. 6 DoF Pose estimation: This is simply a least-squares fitting between keypoints predicted
by the network (in the transformed camera coordinate system) and the corresponding
keypoints (in the non-transformed object coordinates system).
Data collection
All the data was collected in simulation only, as it provides easy fine-tuning of variety of parameters i.e., object placement and pose, ambient, diffuse, directional and spot lighting. An
Xbox360 Kinect camera is simulated and publishes color images, depth images and cameraintrinsics for both over ROS. All the objects are simulated using their standard polygon mesh
files generated from CAD models. Only ambient and diffuse lighting (i.e., no directional or spot
light) is used with a fixed color for each object. The background is left out to be a brightly-lit
plain-grey room with no walls and the objects always rest on the floor in most stable equilibrium
poses. For the sake of simplicity, no dense background clutter or non-dataset objects are added
to the environment. This is done so, because the current simulation conditions don’t require the
algorithm to deal with any complex background objects other than the plain-grey simulation
environment itself.
A moderately dense clutter of all the objects in the dataset is created around the origin in the
simulation environment, with 3 distinct sets of relative positions of objects with different levels
of clutter and truncation. A hemisphere-sampling as described in [90] is carried out around each
clutter-set. The steps in this sampling are as follows:
• The camera is moved from yaw=0 degrees to yaw=360 degrees in increments of 15 degrees around the clutter, with it’s principle-axis always pointing towards the origin.
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Figure 23: Upper hemisphere sampling for the data collection. The image shows camera sampling the scene at various poses all super imposed in one frame. For the sake of visibility,
samples shown here are lesser than the actual number of samples used.
• For each yaw the camera goes from a pitch=25 degrees to a pitch=85 degrees in increments of 10 degrees, with it’s principle-axis always pointing towards the origin. This
range allows for an adequate number of samples and avoids sampling objects in nearly
flat poses (either completely horizontal or vertical with respect to the camera).
• For each combination of yaw and pitch, a total of four different scales are sampled i.e.,
hemispheres of four different radii from 65cm to 95cm with increments of 10cm, are
sampled around the origin.
A similar setup has been used for data-collection and mesh re-construction in both LineMOD
[90] and YCB [30] datasets. Fig. 23 shows the camera sampling for data-collection following
this scheme. For each sample, the dataset records RGB and depth images of the scene, a greyscale image with binary mask of each object encoded with the respective class label and the
ground truth poses of each object in camera-coordinates, acquired directly from the simulation environment. Also, since the simulation can directly query an accurate camera-in-world
pose for each sample, there is no need for extrinsic camera-calibration. For each object mesh,
greedy farthest-point-sampling is used to sample keypoints that spread-out at furthest possible
distances from each other on the mesh surface. Three different versions, i.e., 8, 12 and 16 keypoints are used for training three separate network checkpoints. As starting point, Gazebo was
chosen as the simulation environment, due to its familiarity.
Training
A joint multi-task training is carried out for 3D-keypoint detection and instance semanticsegmentation blocks. First, the semantic-segmentation module facilitates extracting global and
local features in order to differentiate between different instances, which results in accurate
localization of points and improves the keypoint offset reasoning procedure. Second, learning for the prediction of keypoint-offsets indirectly learns size-information as well. This helps
distinguish objects with similar appearance but different size. This paves the way for joint optimization of both network branches under a combined loss function, similar to the original work
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[83]:
Lmultitask = λ1 Lkeypoints + λ2 Lsemantic + λ3 Lcenter ,

(19)

where λ1 , λ2 and λ3 are the weights for each task. The authors of this method have shown with
experiments that when jointly trained, these tasks boosts each-other’s performance.
The individual loss for each module is:
1 N M
j
j∗
Lkeypoints = ∑ ∑ ko fi − o fi kI(Pi ∈ I),
N i=1 j=1

(20)

j∗

where o fi is the ground truth translation offset; M is the total number of selected target keypoints; N is the total number of seeds and I is an indicating function equates to 1 only when
point pi belongs to instance I, and 0 otherwise.
Lsemantic = α(1 − qi )γ log(qi ),

(21)

where qi = ci · li with α the α-balance parameter, γ the focusing parameter, ci the predicted
confidence for the i-th point belongs to each class and li the one-hot representation of ground
true class label.
Lcenter =

1 N
∑ k∆xi − ∆xi∗kI(pi ∈ I),
N i=1

(22)

where N denotes the total number of seed points on the object surface and ∆xi∗ is the ground
truth translation offset from seed pi to the instance center. I is an indication function indicating
whether point pi belongs to that instance.
With a total of 2304 collected data samples, a 75%-25% train-test split was used where
every 4-th sample is used as a test sample, in order to evenly cover all possible pitches, yaws
and scales in both test and training dataset. Input image size for training is 640 by 480 and a total
12288 points are randomly sampled for PointNet++ [161] feature extraction. Only these points
are further used for semantic labeling and keypoint-offset voting. This is an optimal number
originally recommended and tested by the authors. If the number of points in the pointcloud
are less than this number, the pointcloud is rescursively wrap-padded around it’s edges until the
pointcloud has at least 12288 points. All three key-point variations were trained for a total of 70
epochs with batch size of 24 as recommended by the authors. The training was carried out on 4
Nvidia v100 GPUs simultaneously and takes around 5-7 hours for the given batch-size, number
of epochs and training-dataset.
4.4.3.3

6-DOF GraspNet

GraspNet [146] is implemented in tensorflow and source code is released under MIT License
and the trained weights are released under CC-BY-NC-SA 2.0, on the Author’s repository37 .
The neural network has two main components and a third refinement step as follows:
1. Grasp-sampler: This part is a Variational Auto-encoder (VAE) [104] that are widely
used as generative models in other machine learning domains and can undergo unsupervised training to maximize likelihood of the training data. In this method, a VAE with
PointNet++ encoding layers, learns to maximize the likelihood P(G|X) of ground-truth
37 https://github.com/NVlabs/6dof-graspnet
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positive grasps G given a pointcloud X. G and X are mapped to latent-space variable
z. The probability density function P(z) in latent space is approximated to be uniform
hence, the likelihood of the generated grasps can be written as:
P(G|X, z, θ )P(z)dz

(23)

2. Grasp-evaluator: Since the grasp sampler learns to maximize the likelihood of getting as
many grasps as it can for a pointcloud, it learns only on positive examples and hence can
generate false positives, due to noisy or incomplete pointclouds at test time. To overcome
this, an adversarial network, which also has a PointNet++ architecture, learns to measure
probability of success P(S|g, X) of a grasp g and the observed point cloud X. This network also uses negative examples from the training data and by generating hard-negatives
through random perturbation of positive grasp samples. The main difference in this part
from the generator is that it extracts PointNet++ feature from a unified pointcloud, containing both object and gripper(in the grasp-pose) points and the measure of success is
found using this geometric association between the two.
3. Iterative grasp-pose refinement: The grasps rejected by evaluator are mostly close to
success and can undergo an iterative refinement step. A refinement transformation ∆g can
be found by taking a partial derivative of success function P(S|G, X) with the respect to
the closest successful grasp translation ∂ T (g). Using the chain rule, ∆g is computed as
follows:
∂S
∂S
∂ T (g; p)
=η×
×
,
(24)
∆g =
∂g
∂ T (g; p)
∂g
where T (g; p) is the transformation of a set of predefined points p and η is a hyperparameter to limit the update at each step. Authors of this method chose η so that maximum translation update never exceeds 1 cm per refinement step.
Data collection
The grasp data is collected in a physics simulation, based on grasps done with a free-floating
parallel-jaw gripper and objects in zero gravity. Objects retain a uniform surface density and
friction coefficient and the grasping trial consists of closing the gripper in a given grasp-pose and
performing a shaking motion. If the object stays enclosed in the fingers during the shaking, the
grasp is labelled as positive. Grasps are sampled based on object geometry, sampling random
points on object mesh surface to align approach axis with the normal at each of these points.
The distance of gripper from object is sampled uniformly from zero to the finger length. Gripper
roll is also sampled from uniform distribution. Only the grasps with non-empty closing volume
and no collision with the object are used for simulation. Grasps are performed on a total of
206 objects from six categories in ShapeNet [36]. A total of 10,816,720 candidate grasps are
sampled of which, 7,074,038 (65.4%), are simulated i.e. those that pass the initial non-collision
and non-empty closing volume constraint. Overall, 2,104,894 successful grasps (19.4%) are
generated. This data collection is done as part of the original work in [146].
Training
The posterior probability in Eq. (23) is intractable because of infinitely large amount of values
in latent space. This is simplified by the encoder of the ’Grasp Sampler’ which learns the
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mapping Q(z|X, g) between latent variable z and pointcloud X, grasp g pair. The decoder learns
to reconstruct the latent variable z into a grasp pose ĝ. The reconstruction loss between ground
truth grasps g ∈ G∗ and the reconstructed grasps ĝ is:
L(g, ĝ) =

1
kT (g, p) − T (ĝ, p)k1 ,
n∑

(25)

where T (−, p) is the transformation of a set of predefined points p on the robot gripper.
The total Loss function learned by VAE is
LVAE =

∑

z∼Q,g∼G∗

L(g, ĝ) − αDKL [Q(z|X, g), N (0, I)],

(26)

where DKL represents a KL-divergence between the complex distribution Q(−|−) and the normal distribution N (0, I), which is also a part of minimization in order to ensure a normal
distribution in latent space with unit variance. For pointcloud X, grasps g are sampled from the
set of ground truth grasps G∗ using stratified sampling. Both encoder and decoder are PointNet++ based and encode a feature vector that has 3D coordinates of the sampled point and and
relative position of it’s neighbours. The decoder concatenates latent variable z with this feature
vector. Optimizing the loss function in Eq. (26) using stochastic gradient descent makes the encoder learn to pack enough information (about grasp and the pointcloud) in variable z so that the
decoder can reliably reconstruct the grasps with this variable. The grasp evaluator is optimized
using the cross-entropy loss, as explained in the original work [146]:
Levaluator = −(y log(s) + (1 − y) log(1 − s)),

(27)

where y is the ground truth binary label of the grasps indicating whether the grasp is successful
or not and s is the predicted probability of success by the evaluator.
4.4.3.4

Single demonstration grasping

The majority of robot grasping approaches discussed earlier develop generic and efficient learningbased models capable of working in different environments, and typically require a significant
amount of training data and training time. As such data and time might not be available in an
industrial scenario, this work proposes a Single-Demonstration Grasp (SDG) model that relies
only on a single demonstration from the operator. SDG then collects and generates the necessary data for learning how to repeat a grasp action for a particular object regardless of its
position and orientation. The proposed model is inspired by the work of De Coninck et al. [47]
where the grasping is divided into two consecutive actions, as follows: first, the model predicts
the 2D pose of an object on a plane, parallel to the surface of the table. Second, after reaching
the hover pose, the end-effector executes a predefined trajectory to reach the final 3D grasp
pose. The hover pose (a relative pose of camera with respect to the object) and the predefined
trajectory are demonstrated to the system by the user as the only inputs to the system. The
proposed SDG model aims at extending the baseline approach in [47] with deep learning by
evaluating more robust, efficient and flexible methods for reaching the hover pose. In addition,
DL-based models are utilized for predicting the relative pose of the camera. Currently, the main
focus is on evaluating the application of deep learning in the baseline model and later on, the
aim is to use the concept of relative pose estimation for directly reaching the final grasp pose.
The baseline model as described in [47] consists of the following steps:
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1. Hover pose demonstration: showing a pose with respect to the object before executing
the final grasp action. This is used for generating augmented data from the captured
image.
2. Approach demonstration: Recording the trajectory data from hover pose to grasp pose.
3. Data generation: Generating training data using data augmentation techniques.
4. Training: Training a Convolutional Neural Network (CNN) model for localizing the
object and predicting its orientation.
5. Grasp execution: Using all the information from previous steps to execute a grasping
action regardless of the object’s pose.
The prediction of 2D location and orientation of the objects are treated as classification
problems, where the output ranges of these models are (0 to 1) and (0 to 360) for location and
orientation, respectively. The difference between the two models is only in the output nodes
and the loss functions. The output of the models are a probability for being empty or occupied
and the outputs for the angle prediction is the class corresponding to the predicted angle.
Our SDG approach extends the baseline by:
1. Utilizing one-shot localization approaches instead of a sliding window.
2. Integrate depth towards the object into the grasping model.
3. Utilize camera relative pose estimation to enhance orientation estimation.
Facebook’s detectron2 object detection algorithm38 is used to replace the original sliding
window approach with a one-shot detection model. This enables the calculation of orientation
and object detection simultaneously, by predicting keypoints in the image.
Data collection
The following augmentation sequence is applied in order to generate training a dataset according
to detectron2’s input requirements: brightness variation, 2D translation, rotation and scale. In
addition, bounding boxes and keypoints are defined on the image where the bounding box
coordinates are used to obtain the center point of the objects. Two keypoints then represents the
orientation of the object. The process of transforming the keypoint location and bounding box
after augmentation is internally done by the ’imgaug’ library. The generated images as well as
the corresponding bounding box and keypoint pixel coordinates are stored in order to register
them in Detectron2’s data dictionary. Examples of training data is illustrated in Fig. 24.
Training
The model is trained for a set of different objects, such as a Diesel engine piston and a Allen
key set, with complex shapes as well as parts with symmetric shapes, as demonstrated in Fig.
24. The keypoint rcnn R 50 FPN 3x pretrained model and weights are used from detectron2’s
model zoo with a learning rate of 0.0008 and 1000 iterations. After these 1000 iterations, the
total loss has decreased to 1.27. The training is done on google colab servers and takes around
10 minutes for each model to iterate for 1000 times.
38 https://github.com/facebookresearch/detectron2
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Figure 24: Industrial parts and tools (left), and training data generated by data augmentation
(right) for the proposed Single-Demonstration Grasping model (SDG).
4.4.4

Performance evaluation

The described results are obtained with a i7-9850H CPU @ 2.60GHz × 12 and Quadro T1000
GPU, for an input image resolution of 640 × 480, in both RGB and depth format.
4.4.4.1

Pose estimation with PVN3D (simulation)

For evaluating pose-estimation, two of the very widely used metrics ADD and ADD-S are used.
Given a ground truth object rotation R, translation T, predicted rotation R˜x and translation T̃ .
ADD computes average of the distances between pairs of corresponding 3D points on the model
transformed according to the ground truth pose and the estimate pose.
ADD =

1
˜ + t̃)k,
∑ k(Rx + t) − (Rx
m x∈M

(28)

where M denotes the set of 3D model points and m is the number of points.
For objects that are symmetric in the plane along the principal axis of rotation, the rotation
along this axis in the predicted pose could be ambiguous by 180 degrees since similar points
would repeat after every 180 degrees and the correspondences are spurious. This rotational
ambiguity is by-passed by the ADD-S metric where only the minimum of all the distances
between a pair of points is considered for distance calculation and the average of this distance
then gives the error.
ADD − S =

1
min k(Rx1 + t) − (R̃x2 + t̃)k.
m x1∑
∈M x2 ∈M

(29)

Results are presented in terms of accuracy and area under accuracy-threshold curve where
the threshold for both ADD and ADD-s metric is varied from 0 to 10 cm. Results are reported
in table 7. Some of these results are shown in Fig. 25.
As these results only demonstrate the accuracy of pose estimation, a follow-up step is devised that transforms the estimated pose to a useable grasp pose. Predefined grasps for each
object are selected based on the constraints and properties of the gripper, object and robotic
system, such as gripper dimensions, object shape and center of mass and robot approach path.
These grasps are defined in object coordinates (see Fig. 26) and are transformed to world coordinates based on the estimated pose of the object. Then, grasps are executed by pick-and-place
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trials in isolation and in clutter (see Fig. 27) to assess their quality based on the following
metrics: number of generated grasps, grasp test (the percentage of grasps that passed the initial
planning and grasp-execution test where the object stays within the gripper), placement test (the
percentage which passed the placement test where the object is placed upright and within 5 cm
of the required x and y coordinates of the goal pose) and placement error. These results are
reported in Table 8 for isolated objects and in Table 9 for cluttered objects.

Figure 25: Images from the pose-estimation inference (PVN3D). The 3D poses are shown as
bounding boxes projected on the RGB image.

Figure 26: Predefined grasps for each of the objects used in pose estimation (PVN3D) and
grasping simulation. These grasps are defined in object coordinates and are transformed to
world coordinates based on the estimated pose of the respective object.

Figure 27: Pick poses of each object when tested in isolation (left two images) and clutter (right
two images).
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Table 7: Area under curve (AUC) for accuracy-threshold curve for the ADD and ADD-s metric
on the OpenDR Agile Production benchmark dataset.
Object
piston
round peg
square peg
pendulum
pendulum-head
separator
shaft
face-plate
valve-tappet
shoulder-bolt
Average
Inference time [sec]
GPU memory [MB]

16 keypoints
ADD ADD-s
97.76 98.16
97.35 97.35
97.12 97.12
96.09 96.09
97.27 97.27
96.4
96.4
97.93 97.93
96.16 96.16
91.7
91.7
93.5
93.5
96.13 96.17
1.98
2775

12 keypoints
ADD ADD-s
97.57 98.02
97.4
97.4
96.92 96.92
95.68 95.68
97.05 97.05
96.24 96.24
97.68 97.68
96.15 96.15
92.48 92.48
93.08 93.08
96.03 96.07
1.75
2544

8 keypoints
ADD ADD-s
97.21 97.85
97.05 97.05
96.32 96.32
95.31 95.31
96.73 96.73
95.95 95.95
97.41 97.41
95.88 95.88
91.58 91.58
91.4
91.4
95.48 95.55
1.5
2343

Table 8: Results from pick-and-place experiments in isolation. The experiments are reported
based on the number of generated grasps, grasp test: % of grasps that ended in successful
holding of the object, placement test: % of grasps that were able to place the object upright
with an (x, y) error < 5cm and the average placement error in (cm, deg).

Object
Piston
Round peg
Square peg
Pendulum
Separator
Shaft

Generated
grasps

Grasp test
[%]

Placement test
[%]

88
108
108
54
58
108

83.0
76.9
72.2
87.0
50.0
74.1

60.2
53.7
42.6
61.1
36.2
51.9

Placement error
[cm], [deg]
x
y
yaw
0.9 2.5
25
0.2 1.3
0.9 1.4
46
0.4 2
2
1.1 3.8
2
0.4 1.5
44

Table 9: Results from pick-and-place experiments in clutter. These results are reported on the
same factors as in pick-and-place isolated experiments presented in Table 8.
Object
Piston
Round peg
Square peg
Pendulum
Separator
Shaft
OpenDR

Generated
grasps

Grasp test
[%]

Placement test
[%]

31
37
37
19
22
37

74.2
75.7
55.1%
42.1%
50.0%
75.8%

58.1%
46.0%
35.1%
16.0%
36.4%
48.6%

Placement error
[cm], [deg]
x
y yaw
0.55 2.9 14
0.1 1.3
0.87 1.6 36
0.19 2.1
1
1.33 1.8
3
0.33 1.1 40
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Grasp generation and execution with 6-DOF GraspNet (simulation)

As mentioned in Section 4.4.3.3, the 6-DOF GraspNet algorithm generates grasps all over the
pointcloud. This is because it was trained to generate grasps for a free-floating gripper which
does not take into account the constraints applied when planning the grasp for the whole arm.
Filtering of generated grasps is therefore crucial to select grasps suitable for the objects and the
robotic system and based on criteria such as approach direction, occlusion and ground plane.
One example is shown in Fig. 28 for the piston.
Assessment of grasp quality for 6-DOF GraspNet cannot be done by pick-and-place tests
as there is no prior information of the object pose with respect to a ground plane. Accurate
placement is therefore not possible. Instead, we assess a grasp’s success whether it holds an
object, after being subjected to a predefined jerky motion along various axes. Results are shown
in Table 10 which provides the total number of grasps generated during the simulation, the
percentage of grasps that passed the initial planning and grasp execution test (grasp test) and
the percentage that passed the stability test after oscillation (stability test).

Figure 28: Camera coordinate system used for filtering grasp projections (left). Grasps before
filtering (middle). Grasps after filtering (right).
Table 10: Results from pick-and-oscillate experiments.The results are reported based on the
number of generated grasps, grasp test: % of grasps that ended in successful holding of the
object and stability test: % of grasps that kept holding after oscillation.
Object
Piston
Round peg
Square peg
Pendulum
Separator
Shaft

OpenDR

Generated grasps
40
22
19
36
39
21

Grasp test
[%]
42.5%
77.3%
47.4%
8.3%
5.1%
42.9%

Stability test
[%]
12.1%
59.1%
21.1%
2.8%
0.0%
28.6%
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Grasp generation and execution with Single-demonstration grasping (experiments)

The trained Single-Demonstration Grasping model as explained in Section 4.4.3.4 have been
evaluated by executing grasping actions for several industrial parts and tools, such as Allen key
set, a Diesel engine piston and a small piston part (see Fig. 24). Each grasp has been repeated
for 10 times. Out of 10 attempts, the model trained for the Allen key set has a 100% success rate
and the Diesel engine’s piston has a 90% success rate. Failure is due to the object leaving the
camera’s field of view and not due to the model itself. One noteworthy issue is the symmetry
of objects, as the generated model is not able to predict the location of keypoints precisely. For
non-symmetric parts, the developed model is able to perform with a high success rate.
The detectron2’s default predictor has been used for evaluating the performance of the
trained model on a machine equipped with Nvidia GTX 1080. The average inference time
during image stream from a RealSense D435 camera (640 × 480 RGB image) is about 20 FPS
which is sufficient for the closed loop control of the arm. Fig. 29 depicts preliminary results of
real experiments with a Franka Panda collaborative robot.

Figure 29: Proposed Single-Demonstration Grasping model at the hover pose (left) and the
grasp pose (right).

4.4.5

Future work

Deep learning based robot grasp generation for industrial objects has clear potential as demonstrated by the different algorithms, both in simulation and experiments. Despite these, several
directions will be pursued to improve the approaches and to expand their implementation. As
a start, the Agile Production dataset presented in Fig. 22 will be extended with more industrial
parts and tools, and evaluated with the mentioned algorithms for grasp (pose) estimation. A
broader dataset serves to demonstrate the capabilities of the algorithms and the OpenDR toolkit,
and could potentially serve as a agile production grasping benchmark. Second, the development
of the dataset, the generation of training data and the simulation environment will be integrated
in Webots, the dedicated simulator for the OpenDR toolkit. Concerning the performance of
the tested and developed grasping algorithms, current results do not meet the specifications of
the toolbox as stated in Deliverable 2.1 ’Toolkit and use case-specific requirements and specifications’. Future efforts will therefore focus on acceleration and improvements of the neural
networks (pose estimation and grasp estimation) to achieve a performance suitable for real-time
control (i.e., 25 FPS, 100ms latency, max 1GB memory), on real robotic systems. Such suitable
model will then be included in the OpenDR toolkit.
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Conclusions

This document presented the work performed on WP5. After a short introduction on the work
done on the individual tasks, the document provided a detailed overview of the individual tasks,
as detailed below.
Chapter 2 presented the status of the work performed for Task 5.1–Deep Planning. First, AU
presented deep end-to-end planning for autonomous drone racing. It gave a curriculum-based
deep reinforcement learning approach to train end-to-end policy with a performance evaluation
on a realistic simulation environment. Second, AU introduced a local replanning strategy for
the agricultural use-case with preliminary results on Webots simulation. AU will include the
curriculum-based DRL method for autonomous drone racing in the OpenDR toolkit. End-toend planning method for agricultural use-case is also intended to be included in the toolkit.
Chapter 3 detailed the status of the work performed for Task 5.2–Deep Navigation. ALU-FR
presented a new method to enable navigation for mobile manipulation tasks. It used reinforcement learning to learn a base policy that ensures the kinematic feasibility of arbitrary endeffector motions. It first reviewed the existing literature, presented the new approach and then
empirically demonstrated its ability to generalise across robotic platforms and tasks, thereby
enabling the transformation of a wide range of applications into mobile tasks. Methods to
train and run this approach will be included in the openDR toolkit. Also, TUD introduced a
visual navigation method for real-world indoor environments using end-to-end DRL. The approach enabled direct deployment of a policy trained in simulation with images, on real robots.
Moreover, the approach is lightweight and could reach 20 frames per second on lightweight
embedded hardware such as the NVIDIA Jetson.
Finally, Chapter 4 highlighted the work performed for Task 5.3–Deep Action and Control.
The chapter covered the following topics. First, TUD introduced the work performed on modelbased latent planning, with some preliminary encouraging performance results on a simplified
scenario. If an extension of the proposed method that can deal with image observations, shows
convincing results, it is intended to be added to the toolkit. Second, TUD provided a detailed
overview of the existing RL frameworks, together with an overview of the state of the art and of
the existing toolboxes for hyperparameter optimization. Third, TAU provided an overview of
robot grasping, where two state of the art methods (grasp pose estimation and grasp generation)
are evaluated on the OpenDR Agile Production dataset. In addition, TAU is developing a novel
single demonstration grasping model that demonstrates promising preliminary results. Suitable
grasping models will be included in the OpenDR toolkit.
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A
Visual Navigation in Real-World Indoor Environments Using
End-to-End Deep Reinforcement Learning
Jonáš Kulhánek1,∗ , Erik Derner2 , and Robert Babuška3
Abstract—Visual navigation is essential for many applications
in robotics, from manipulation, through mobile robotics to
automated driving. Deep reinforcement learning (DRL) provides
an elegant map-free approach integrating image processing,
localization, and planning in one module, which can be trained
and therefore optimized for a given environment. However, to
date, DRL-based visual navigation was validated exclusively in
simulation, where the simulator provides information that is
not available in the real world, e.g., the robot’s position or
image segmentation masks. This precludes the use of the learned
policy on a real robot. Therefore, we propose a novel approach
that enables a direct deployment of the trained policy on real
robots. We have designed visual auxiliary tasks, a tailored reward
scheme, and a new powerful simulator to facilitate domain
randomization. The policy is fine-tuned on images collected from
real-world environments. We have evaluated the method on a
mobile robot in a real office environment. The training took
~30 hours on a single GPU. In 30 navigation experiments, the
robot reached a 0.3-meter neighborhood of the goal in more than
86.7 % of cases. This result makes the proposed method directly
applicable to tasks like mobile manipulation.
Index Terms—Vision-based navigation, reinforcement learning,
deep learning methods.

eventual agent’s policy is computationally cheap and can be
executed in real time (sampling times ~50 ms), even on lightweight embedded hardware, such as NVIDIA Jetson. These
methods also do not require any expensive cameras.
The successes of deep reinforcement learning (DRL) on
game domains [1]–[3] inspired the use of DRL in visual
navigation. As current DRL methods require many training
samples, it is impossible to train the agent directly in a realworld environment. Instead, a simulator provides the training
data [4]–[14], and domain randomization [15] is used to cope
with the simulator-reality gap. However, there are several
unsolved problems associated with the above simulator-based
methods:
•

I. I NTRODUCTION
Vision-based navigation is essential for a broad range of
robotic applications, from industrial and service robotics to
automated driving. The wide-spread use of this technique will
be further stimulated by the availability of low-cost cameras
and high-performance computing hardware.
Conventional vision-based navigation methods usually build
a map of the environment and then use planning to reach
the goal. They often rely on precise, high-quality stereo
cameras and additional sensors, such as laser rangefinders, and
generally are computationally demanding. As an alternative,
end-to-end deep-learning systems can be used that do not employ any map. They integrate image processing, localization,
and planning in one module or agent, which can be trained
and therefore optimized for a given environment. While the
training is computationally demanding, the execution of the
1 Jonáš Kulhánek is with the Czech Institute of Informatics, Robotics, and
Cybernetics, Czech Technical University in Prague, 16636 Prague, Czech
Republic jonas.kulhanek@live.com
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University of Technology, 2628 CD Delft, The Netherlands and with the Czech
Institute of Informatics, Robotics, and Cybernetics, Czech Technical University in Prague, 16636 Prague, Czech Republic r.babuska@tudelft.nl
∗ Corresponding author
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•

The simulator often provides the agent with features that
are not available in the real world: the segmentation
masks [4], [6], [10], distance to the goal, stopping signal
[4]–[7], [11], [12], [14], etc., either as one of the agent’s
inputs [4], [10] or in the form of an auxiliary task [6].
While this improves the learning performance, it precludes a straightforward transfer from simulation-based
training to real-world deployment. For auxiliary tasks using segmentation masks during training [6], another deep
neural network could be used to annotate the inputs [16],
[17]. However, this would introduce additional overhead
and noise to the process and diminish the performance
gain.
Another major problem with the current approaches [4]–
[7], [11], [12], [14] is that during the evaluation, the
agent uses yet other forms of input provided by the
simulator. In particular, it relies on the simulator to
terminate the navigation as soon as the agent gets close
to the goal. Without this signal from the simulator, the
agent never stops, and after reaching its goal, it continues
exploring the environment. If we provide the agent with
the termination signal during training, in some cases,
the agent learns an efficient random policy, ignores the
navigation goal, and tries only to explore the environment
efficiently.

To address these issues, we propose a novel method for
DRL visual navigation in the real world, with the following
contributions:
1) We designed a set of auxiliary tasks that do not require
any input that is not readily available to the robot in
the real world. Therefore, we can use the auxiliary tasks
both during the pre-training on the simulator and during
the fine-tuning on previously unseen images collected
from the real-world environment.
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2) Similarly to [8], [9], we use an improved training
procedure that forces the agent to automatically detect
whether it reached the goal. This enables the direct
use of the trained policy in the real world where the
information from the simulator is not available.
3) To make our agent more robust and to improve the training performance, we have designed a fast and realistic
environment simulator based on Quake III Arena [18]
and DeepMind Lab [19]. It allows for pre-training the
models quickly, and thanks to the high degree of variation in the simulated environments, it helps to bridge
the reality gap. Furthermore, we propose a procedure to
fine-tune the pre-trained model on a dataset consisting of
images collected from the real-world environment. This
enables us to use a lot of synthetic data collected from
the simulator and still train on data visually similar to
the target real-world environment.
4) To demonstrate the viability of our approach, we report
a set of experiments in a real-world office environment,
where the agent was trained to find its goal given by an
image.
II. R ELATED WORK
The application of DRL to the visual navigation domain has
attracted a lot of attention recently [4]–[14]. This is possible
thanks to the deep learning successes in the computer vision
[17], [20] and gaming domains [2], [3], [21]. However, most
of the research was done in simulated environments [4]–[10],
[13], [14], where one can sample an almost arbitrary number
of trajectories. The early methods used a single fixed goal as
the navigation target [7]. More recent approaches are able to
separate the goal from the navigation task and pass the goal as
the input either in the form of an embedding [4], [9], [14] or
an input image [5], [6], [11], [12]. Visual navigation was also
combined with natural language in the form of instructions for
the agent [10].
The use of auxiliary tasks to stabilize the training was
proposed in [7] and later applied to visual navigation [6]. In
our work, we use a similar set of auxiliary tasks, but instead of
using segmentation masks to build the internal representation
of the observation, we use the camera images directly to be
able to apply our method to the real world without labeling
the real-world images. This is built on ideas from model-based
DRL [22].
Unfortunately, most of the current approaches [4]–[14] were
validated only in simulated environments, where the simulator
provides the agent with signals that are normally not available
in the real-world setting, such as the distance to the goal or
segmentation masks. This simplifies the problem, but at the
same time, precludes the use of the learnt policy on a real
robot.
There are some methods [11], [12], [14] which attempt to
apply end-to-end DRL to real-world domains. In [14], the
authors trained their agent to navigate in Google Street View,
which is much more photorealistic than other simulators. They,
however, did not evaluate their agent on a real-world robot.

In [11], a mobile robot was evaluated in an environment
discretized into a grid with ~27 states, which is an order
of magnitude lower than our method. Moreover, they did
not use the visual features directly but used ResNet [20]
features instead. It makes the problem easier to learn but
requires the final environment to have a lot of visual features
recognizable by the trained ResNet. In our case, we do not
restrict ourselves to such a requirement, and our agent is
much more general. Generalization across environments is
discussed in [12]. The authors trained the agent in domainrandomized maze-like environments and experimented with
a robot in a small maze. Their agent, however, does not
include any stopping action, and the evaluator is responsible
for terminating the navigation. Our evaluation is performed in
a realistic real-world environment, and we do not require any
external signal to stop the agent.
In our work, we focus on end-to-end deep reinforcement
learning. We believe that it has the potential to overcome the
limitations of and have superior performance to other methods,
which use deep learning or DRL as a part of their pipeline, e.g.,
[23], [24]. We also do not consider pure obstacle avoidance
methods such as [25]–[27], or methods relying on other types
of input apart from the camera images, e.g., [28], [29].
III. M ETHOD
We modify and extend our method [6] to adapt it to realworld environments. We design a powerful environment simulator that uses synthetic scenes to pre-train the agent. The agent
is then fine-tuned on real-world images. The implementation
is publicly available on GitHub1 , including the source code of
the simulator2 .
A. Network architecture & training
We adopt the neural network architecture from our prior
work [6], which uses a single deep neural network as the
learning agent. It outputs a probability distribution over a
discrete set of allowed actions. The input to the agent is the
visual output of the camera mounted on the robot, and an
image of the goal, i.e., the image taken from the agent’s target
pose. The previous action and reward are also used as an input
to the agent.
The network is trained using the Parallel Advantage ActorCritic (PAAC) algorithm [30] with off-policy critic updates.
The network uses a stack of convolutional layers at the bottom,
Long Short-Term Memory (LSTM) [31] in the middle, and
actor and critic heads. To improve the training performance,
the following auxiliary tasks were used in [6]: pixel control,
reward prediction, reconstruction of the depth image, and of
the observation and target image segmentation masks. Each
auxiliary task has its own head, and the total loss is computed
as a weighted sum of the individual losses. For further details,
please refer to [6], [7].
To be able to train the agent on real-world images, we
modified the set of auxiliary tasks. We no longer use the
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Fig. 2. Images taken from our environment simulator.

UNREAL

actor

For each room layout, a new map is generated, which is
then compiled and optimized using tools designed for Quake.
To speed up the training, we keep the same room layout for
50 episodes before reshuffling the objects.

auxiliary VN

last reward

A2C

segmentation masks as they cannot be obtained from the environment without manual labeling. We have therefore replaced
the two segmentation auxiliary tasks with two new auxiliary
tasks: one to reconstruct the observation image and the other
one to reconstruct the target image, see Fig. 1. This guides the
convolutional base part of the network to build useful features
using unsupervised learning. We hypothesized that having the
auxiliary tasks share the latent-space with the actor and the
critic will have a positive effect on the training performance.
This hypothesis is verified empirically in Section IV.

target

Fig. 1. Neural network overview. It is similar to [6] with the difference of
the labels for VN auxiliary tasks being the raw camera images instead of
the segmentation masks, which are not readily available in the real-world
environment.

Similarly to [9], we have also modified the action set to
include a new action called terminate. This action stops the
navigation episode and enables the trained agent to navigate
in a real-world environment using only the camera images,
without additional sensors to provide its actual pose in the
environment. During training, when the episode terminates
with the terminate action, the agent receives either a positive
or a negative reward based on its distance to the goal. The
episode can also terminate (with a negative reward) after a
predefined maximum number of steps.
B. Environment simulator
Since DRL requires many training samples, we first pretrain the agent in a simulated environment and then fine-tune
on images collected from the real world. We have designed
a novel, fast, and realistic 3D environment simulator that
dynamically generates scenes of office rooms. It is based on
DeepMind Lab [7], and it uses the Quake III Arena [18]
rendering engine. We have extended the simulator with officelike models and textures. The room is generated by placing
random objects along the walls, e.g., bookshelves, chairs, or
cabinets. A target object is selected from the set of objects
placed in the room, and a target image is taken from the
proximity of the object. Figure 2 shows four random examples
of images from the environment.

C. Fine-tuning on real-world data
Since the simulated environment does not precisely match
the real-world environment, we fine-tune the agent on a set
of real-world images. Throughout the rest of this paper, we
restrict the motion of the robot to a rectangular grid, both for
the image collection and for the final evaluation experiments.
To collect the training dataset, we placed the mobile robot
equipped with an RGB-D camera in the real-world environment. We programmed the robot to automatically collect a set
of images from each point of a rectangular grid, in all four
cardinal directions. Odometry was used to derive and store the
robot’s pose (position and orientation) from which the images
were taken. In this way, we obtained a dataset consisting of
tuples (x, y, φ, i, camera image, depth map), where x, y and φ
are the pose coordinates, and i is the index of the observation
image, as several images were taken from each pose.
The pre-trained agent was then fine-tuned on the collected
dataset. It was initialized at a random pose, and its current
policy was used to move to the subsequent pose on the grid.
For each pose, a random image was sampled from the dataset,
and this process repeated until the episode terminated. In this
way, the agent was trained in an on-policy fashion on rollouts
generated from previously collected data.
D. Real-world deployment
After the training, the agent uses its trained policy and
requires only the camera observation and the target image – no
depth image or localization is necessary. To deploy our method
to a new environment, we propose the following procedure.
First, the agent is pre-trained in a simulated environment using
our simulator. RGB-D images are then semi-automatically
collected from the real-world environment, and the agent is
fine-tuned on this dataset. Finally, the agent can be placed
in a real-world environment with an RGB camera as its only
sensor.

94

IV. E XPERIMENTS
First, we compared several algorithms on our 3D simulated
environment. Then, we fine-tuned the pre-trained model on
the real-world images, and finally, we evaluated the method
on the real robot.

baseline algorithms. The results were computed from 1 000
runs where the starting position and the goal were sampled
randomly. We present the mean cumulative reward and the
mean success rate – the percentage of cases when the agent
reached its goal.
C. Simulated environment

The network architecture described in Section III was implemented as follows. The input images to the network were
downsized to 84 × 84 pixels. The shared convolutional part of
the deep neural network had four convolutional layers. The
first convolutional layer had 16 features, kernel size 8 × 8, and
stride 4. The second convolutional layer had 32 features, kernel
size 4 × 4, and stride 2. The third layer had 32 features with
kernel size 4 × 4 and stride 1. The first fully-connected layer
had 512 features and LSTM had also 512 output features and
a single layer. The deconvolutional networks used in auxiliary
tasks had two layers with kernel sizes 4 × 4 and strides 2,
first having 16 output features. For image auxiliary tasks, the
first layer was shared. The pixel control task used a similar
architecture, but it had a single fully-connected layer with
2592 output features at the bottom, and it was dueled, as
described in [7], [32]. We used the discount factor γ = 0.99
for simulated experiments and γ = 0.9 for the real-world
dataset. The training parameters are summarized in Table I.
The learning rate depends on f – the global step. Actor weight,
critic weight, etc., correspond to weights of each term in the
total loss [6].
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Fig. 3. The plot shows the average episode length during training in
the simulated environment. The PAAC, UNREAL, and our algorithm are
compared. Note that we plot the average episode length, which may not
correlate with the success rate – the probability of signaling the goal correctly.
In the case of UNREAL and our algorithm, however, this metric better shows
the asymptotic behavior of the two algorithms since both converged to the
success rate of one.

B. Experiment configuration

In the simulated environment, we trained the algorithm for
8 × 106 training frames. We gave the agent a reward of 1 if
the agent reached the goal and stopped using the terminate
action. We gave it a reward of -0.1 if it used the terminate
action incorrectly close to (and looking at) an object of a
different type than its goal, e.g., a bookcase while the goal
was a chair. Otherwise, the reward was 0. In the case of
the simulated environment, we did not stop the agent when
it used the terminate action incorrectly in order to improve
the training performance.
The evaluation was done in 100 randomly generated environments. A total of 1 000 simulations were evaluated with
initial positions and goals randomly sampled. The mean success rate, the mean traveled distance, the mean number of
steps taken, and its standard deviations are given in Table II.
The training performance can be seen in Figure 3. The mean
number of steps was averaged over the successful episodes
only, i.e., those episodes which result in the agent signaling
the goal correctly. The algorithm was compared to PAAC [30],
which has comparable performance to A3C [21]. We compared
the proposed method also with the UNREAL method [7].
Both alternative methods were adapted to incorporate the goal
input by concatenating image channels of the target and the
observation images and were trained on 8 × 106 training
frames, same as our method.

For both the simulated environment and the real-world
dataset, we have evaluated the performance of the proposed
algorithm and compared it to the performance of relevant

D. Real-world dataset experiment
In an office room, we used the TurtleBot 2 robot (Fig. 4)
to collect a dataset of images taken at grid points with a

TABLE I
M ETHOD PARAMETERS .
name
discount factor (γ)
maximum rollout length
number of environment instances
replay buffer size
optimizer
RMSprop alpha
RMSprop epsilon
learning rate
max. gradient norm

value
0.99 simulated / 0.9 RW dataset
20 steps
16
2 000 samples

7 × 10−4

entropy gradient weight
actor weight
critic weight
off-policy critic weight
pixel control weight
reward prediction weight
depth-map prediction weight
observation image segmentation prediction weight
target segmentation prediction weight
pixel control discount factor
pixel control downsize factor
auxiliary VN downsize factor

RMSprop
0.99
10−5

f
1 − 4×10
7
0.5
0.001
1.0
0.5
1.0
0.05
1.0
0.1
0.1
0.1
0.9
4
4
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TABLE II
M ETHOD PERFORMANCE ON SIMULATED ENVIRONMENTS .

1.0

0.5

success rate

ours
PAAC
UNREAL

1.000
0.420
0.999

distance traveled (m)
7.691±3.415
66.913±30.329
8.322±6.187

simulation steps
41.552±25.717
398.214±276.642
45.541±50.349

return

algorithm

0.0
−0.5

PAAC
UNREAL
ours

−1.0
−1.5
0.0

0.2

0.4

0.6

0.8

frames

1.0

1.2

1.4

1.6
×107

Fig. 6. The plot shows the average return during training on the simulated
environment.

Fig. 4. Mobile robot TurtleBot 2 in the experimental environment.

Fig. 5. Training images from the real-world dataset.

TABLE III
M ETHOD PERFORMANCE ON REAL - WORLD DATASET.
algorithm

success rate

goal distance (m)

steps on grid

ours
PAAC
UNREAL

0.936
0.922
0.863

0.145±0.130
0.157±0.209
0.174±0.173

13.489±6.286
14.323±10.141
14.593±9.023

np ours
np PAAC
np UNREAL

0.883
0.860
0.832

0.187±0.258
0.243±0.447
0.224±0.358

15.880±7.022
13.699±6.065
15.676±6.578

random
shortest path

0.205
–

1.467±1.109
0.034±0.039

147.956±88.501
12.595±5.743

0.2 m resolution. Examples of these images can be seen in
Fig. 5. When we collected the dataset, we estimated the
robot pose through odometry. The odometry was also used
for the evaluation of our trained agent in the experimental
environment to assess whether the agent fulfilled its task and
stopped close to the goal.
The target was sampled from a set of robot positions near
a wall or near an object and facing the wall or the object. The
initial position was uniformly sampled from the set of nontarget states, and the initial orientation was chosen randomly.
The maximal length from the initial state to the goal started at
approximately three actions, and between the frames 0.5 × 106
and 5 × 106 , it was increased to the maximal length, using
curriculum learning [6], [14].
The final position of the robot was considered correct when
its Euclidean distance from the target position was at most
0.3 m, and the difference between the robot orientation and
the target orientation was at most 30◦ . The tolerance was set
to compensate for the odometry inaccuracy. For the purpose
of training, we had chosen the reward to be equal to 1 when
the agent reached and stopped at its target. We penalized the
agent with a reward of −0.01 if it tried to move in a direction
that would cause a collision. Otherwise, the reward was zero.
The algorithm was trained on 3 × 107 frames. The training
performance can be seen in Figure 6. Our method was compared to the PAAC algorithm [30] and the UNREAL algorithm
[7], modified in the same way as described in Section IV-C.
All models were pre-trained in the simulated environment.
We evaluated the algorithms on 1 000 simulations in total
with initial positions and goals randomly sampled. The mean
success rate, the mean distance from the goal (goal distance)
when the goal was signaled, and the mean number of steps are
given in Table III. We also show a comparison with the same
models trained from scratch (labels beginning with np, which
stands for no pre-training) in the same table. Same as before,
the mean number of steps was averaged over the successful
episodes only. For comparison, we also report the shortest path
and the performance of a random agent. It selects random
movements, but when it reaches the target, the ground truth
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information is used to signal the goal.

C. Real-world dataset

E. Real-world evaluation

In the case of the real-world dataset (Table III), the goal was
to learn a robust navigation policy in a noisy environment. The
noisiness came from the fact that we did not have access to
the precise robot positions and orientations when the dataset
was collected, but only to their estimates based on odometry,
and the images were aligned to the grid points. Our method
achieved the best performance. It was followed by the raw
PAAC algorithm [30]. The UNREAL method [7] was the worst
of these methods. We see that for all algorithms, the average
number of steps to get to the target is very close to the optimal
number of steps.
We did not require the agent to end up precisely in the
correct position, but only in its proximity – 30 cm from the
target position. The reward was always the same, no matter
how far the agent was from the target. The noisiness in the
position labels in the dataset might cause the agent to stop
closer to the goal than it was necessary to meet a safety margin
at the cost of more steps.
A substantial performance improvement can be observed
when using pre-training on the simulated environment for
all three methods. Although the simulated environment used
continuous space, it looked visually different, and the control
was different, it was still remarkably beneficial for the overall
performance. This can be seen in Figure 3, where all methods
quickly reached a relatively high score. The decrease in
performance of the UNREAL method might be caused by the
ineffectiveness of its auxiliary tasks. As the environment was
not continuous, but the rotation actions turned the robot by
90 ◦ , the observations at these rotations were non-overlapping.
Therefore, the task of predicting the effect of each action became much more difficult, and instead of helping the algorithm
converge faster, it was adding some noise to the gradient.
In our method, the auxiliary tasks might help the model
learn a compact representation of each state quicker and
make the algorithm converge faster. We believe the proposed
visual navigation auxiliary tasks have a similar effect as
using autoencoders in model-based DRL [22]. By learning the
sufficient features to reconstruct the observation, and by using
these features as the input for the policy, the policy could use
a higher abstraction of the input while it learns an easier task
than model-based methods and thus converges faster.

TABLE IV
R EAL - WORLD EXPERIMENT RESULTS .
evaluation
mobile robot
real-world dataset

success rate
0.867
0.933

goal distance (m)
0.175±0.101
0.113±0.109

steps on grid
15.153±6.455
14.750±6.583

Finally, to evaluate the trained network in the real-world
environment, we have randomly chosen 30 pairs of initial and
target states. The trained robot was placed in an initial pose,
and it was given a target image. Same as before, we show
the mean number of steps, the mean distance from the goal
(goal distance), and the mean success rate, where the mean
number of steps was averaged over the successful episodes
only. The results are summarized in Table IV, where we also
include the evaluation of the trained model on the real-world
image dataset. The results for this dataset slightly differ from
the results reported in Table III, as in this case, a smaller set
of initial-goal state pairs was used.
V. D ISCUSSION
A. Alternative agent objective
In this work, we framed the navigation problem as the
ability of the agent to reach the goal and stop there. To this end,
we introduced the terminate action and trained the agent to use
it. Alternatively, we could stick to the approach of previous
visual navigation work [4], [6]–[8], [12] in which the agent
is stopped by the simulator. In the real-world environment,
a localization method [33], [34] would then have to be used
to detect whether the agent reached the goal. However, this
would introduce unnecessary computational overhead for the
robot, and it would obscure the evaluation, as a navigation
failure could be caused by either of the two systems.
B. Simulated environments
Training the agent on the simulated environments was
difficult since the agent was supposed to generalize across
different room layouts. In this case, the agent’s goal was not
to navigate to a given target by using the shortest path but
to locate the target object in the environment first and then
to navigate to it, possibly minimizing the total number of
steps. From some initial positions, the target could not be
seen directly, and the agent had to move around to see the
target. Also, sometimes, there were many instances of the same
object, complicating further the task.
Our proposed method achieved the best results of all compared methods, see Tab. II, closely followed by the UNREAL
algorithm [7]. This clearly indicates the positive effect of using
auxiliary tasks for continuous spaces. The similarity between
our method and the UNREAL algorithm can be that both were
close to the optimal solution and could not improve further.
This is implied by the fact that both methods reached and
signaled the goal successfully almost always.

D. Real-world experiment
The results of the real-world experiments indicate that our
algorithm is able to navigate in the real environment well. The
discrepancy in the performance between the simulation and
the real-world environment can be caused by a generalization
error in transferring the learned policy as well as by the errors
in odometry measurements, which were used for estimating
the robot position for the experiment evaluation.
VI. C ONCLUSION & FUTURE WORK
In this paper, we proposed a deep reinforcement learning method for visual navigation in real-world settings. Our
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method is based on the Parallel Advantage Actor-Critic algorithm boosted with auxiliary tasks and curriculum learning. It
was pre-trained in a simulator and fine-tuned on a dataset of
images from the real-world environment.
We reported a set of experiments with a TurtleBot in an
office, where the agent was trained to find a goal given by
an image. In simulated scenarios, our agent outperformed
strong baseline methods. We showed the importance of using
auxiliary tasks and pre-training. The trained agent can easily
be transferred to the real world and achieves an impressive
performance. In 86.7 % of cases, the trained agent was able
to successfully navigate to its target and stop in the 0.3-meter
neighborhood of the target position facing the same way as
the target image with a heading angle difference of at most
30 degrees. The average distance to the goal in the case of
successful navigation was 0.175 meters.
The results show that DRL presents a promising alternative
to conventional visual navigation methods. Auxiliary tasks
provide a powerful way to combine a large number of simulated samples with a comparatively small number of real-world
ones. We believe that our method brings us closer to real-world
applications of end-to-end visual navigation, so avoiding the
need for expensive sensors.
In our future work, we will evaluate this approach in larger
environments with continuous motion of the robot, rather
than on the grid. The experiments will be performed using
a motion capture system for accurate robot localization. To
extend the memory of the actor, one can pursue the idea of
implicit external memory in deep reinforcement learning [35]
and transformers [36]. By using better domain randomization,
a general model can be trained that will not need the robot
pose data accompanying the images in the fine-tuning phase.
We also plan to work with continuous action space and model
the robot dynamics.
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